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ABSTRACT

STABLE DIMENSIONALITY REDUCTION FOR
BOUNDED-SUPPORT MATRIX DATA

SEPTEMBER 2024

ANJALI N. ALBERT
B.A., WELLESLEY COLLEGE
Ph.D., UNIVERSITY OF MASSACHUSETTS AMHERST

Directed by: Professor Patrick Flaherty

We consider the problem of developing interpretable and computationally e -
cient matrix decomposition methods for matrices whose entries have bounded sup-
port. Such matrices are found in large-scale DNA methylation studies, where the data
is bounded by the unit interval. We present a family of decomposition strategies for
(0,1)-bounded data based on the Doubly Non-Central Beta (DNCB) distribution. Our
three factorization approaches are based on the CP and Tucker decompositions. Using
an augment-and-marginalize approach, we derive computationally e cient sampling
algorithms to solve for the latent factors. We evaluate the performance of our meth-
ods using the criteria of predictability, computability, and stability. Empirical results
show that our two methods based on the DNCB distribution have similar or better
performance as the state-of-the-art in terms of heldout prediction and computational
complexity, but have signi cantly better performance in terms of stability to changes

in hyperparameters. Inspired by advances in DNA sequencing technology, we develop



a method based on the Conditional DNCB distribution, which allows for the incor-
poration of additional data collected by modern sequencing methods. This model
yields similar guarantees on stability and tractability, while its density demonstrates
interesting properties for measuring predictive capability. The improved stability of
our models based on the Tucker decomposition results in higher con dence in the
results in applications where the constituent factors are used to generate and test

scienti ¢ hypotheses such as DNA methylation analysis of cancer samples.

Vi
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CHAPTER 1
INTRODUCTION

1.1 DNA methylation

DNA methylation is an epigenetic mechanism that regulates gene expression, the
activation and silencing of gene function. DNA methylation plays an important role
in a variety of cellular processes associated with healthy development, and aberrations
from normal methylation patterns can have detrimental consequences [78]. Hyperme-
thylation (silencing) of tumor suppressor genes and hypomethylation (expression) of
cancer-causing oncogenes are well-established markers of cancer development [56]. In-
deed, methylation levels of key genes or pathways can be used to di erentiate between
healthy cells and cancer cells in the same tissue.

Most DNA methylation occurs at \CpG" sites, regions of DNA where guanine
nucleotides are preceded by cytosine nucelotides; regions with high frequency of CpG
sites are commonly referred to as CpG islands [66]. Hence, DNA methylation data
can be represented as an I J matrix where an entry ;; is the proportion (bounded
by (0; 1)) of CpG sites that are methylated in sample i at CpG island or \locus™ j.

Recent advances in sequencing technology have led to the proliferation of large-
scale DNA methylation datasets. The scale of these datasets, typically endowed
with thousands of features, makes analysis and interpretation challenging, thereby
demonstrating the need for intepretable, principled, and computationally tractable

methods for methylation data [7].



1.2 Matrix factorization

A primary goal in the analysis of methylation datasets is to nd low-dimensional
structure in the high-dimensional data, such as subgroups of patients or groups of
genes that exhibit similar methylation patterns. Matrix factorization is one such
class of dimensionality reduction methods. Popular non-probabilistic factorization
methods like Principal Component Analysis (PCA) and Non-Negative Matrix Fac-
torization (NMF) exhibit poor performance on methylation data due to its bounded
support property, highlighting the need for factorization methods based on proba-
bilistic assumptions that are more appropriate for methylation data.

Though the beta distribution is a natural choice for modeling methylation data,
development of probabilistic matrix factorization models based on the beta likelihood
is made challenging by the lack of a closed-form conjugate prior for the beta dis-
tribution. To date, only Ma et al. [62] have developed such a model, Beta-gamma
non-negative matrix factorization (BG-NMF), which we discuss in more detail in
Section 1.2.6; without a closed-form conjugate prior, this method relies on a varia-
tional inference algorithm to obtain posterior estimates. The fundamental contribu-
tion of this dissertation is a family of matrix factorization models based on the beta
likelihood that enables e cient MCMC inference via an augment-and-marginalize
strategy. In the rest of this section, we provide an overview of matrix factorization
methods, motivate the need for bounded-support matrix factorization methods that
admit straightforward MCMC inference, and describe data augmentation strategies

for enabling MCMC inference.

1.2.1 Principal component analysis
Principal component analysis (PCA) was rst developed by Pearson [75] and
Hotelling [39]. The central goal of principal component analysis is to reduce the

dimensionality of an observed data matrix while retaining as much of its variance



as possible. This reduces to deriving a new set of uncorrelated features (\princi-
pal components™) from linear combinations of the original features, ordered by their
variance.
In particular, given an 1 J (sample-by-feature) observed data matrix X, the K

principal components are the K linear combinations

X

Xey = CikXj;

j=1
with the highest variances var(Xcx) = c] ck, Where each ¢, 2 RJ, x; is the jth
column (feature) of X, and  denotes the sample covariance matrix of the data. By
convention, the principal components are ordered in descending order of variance.

Thus, nding the rst principal component is equivalent to nding the vector ¢ =

for Lagrange multiplier , which implies that c must be an eigenvector of and the
associated eigenvalue. The J J real, symmetric covariance matrix  has exactly J
orthonormal eigenvectors; hence, given the K largest eigenvalues in descending order,
denoted 4;:::; Kk, and the corresponding eigenvectors cy;:::; Ck, the kth principal
component is Xcy [45]. Dimensionality reduction is achieved by choosing K < J
principal components with which to approximate the original J features.

Therefore, we can equivalently formulate PCA as the matrix product

X XC;

where C = [¢; ck] 2 R K,



1.2.2 Canonical polyadic (CP) decomposition

Canonical polyadic (alternatively CANDECOMP/PARAFAC, CP) decomposition
was initially developed in Hitchcock [37] and extended to psychometric analysis in
Harshman [34] and Carroll & Chang [11]. The CP decomposition represents a tensor
as the sum of R outer products of component vectors [47]. In particular, given an

n-mode tensor X 2 RP:  Pn the CP decomposition is:

X
X al a® alm; (1.1)
r=1
where each a®® 2 RPx for k =1; ;nand R is a positive integer, typically small.
Equivalently, we can compose the chomponent vectors along each mode n into a ma-
i
trix, so that factor matrix AM™ = a{® a® 2 RPn R, Then, the CP

decomposition for a matrix X 2 R' J is

X ADA®> (1.2)
h hel be wri PR aa®
where each element Xjj can pe written Xij r=1 Qir ajr .

The CP decomposition of a matrix may be solved numerically

A(Tjﬂ(z) jiX ADAR)> j j2
using the Alternating Least Squares (ALS) algorithm [65], which reduces the opti-
mization to a series of least-squares subproblems that iterate between xing each
factor matrix to solve for the other. ALS guarantees that jjX A®A®>jj? is non-
increasing but can guarantee convergence only to a local minimum [47]. Battaglino
et al. [4] extend techniques from randomized linear algebra to speed up ALS for large
X. Minster et al. [65] apply the QR decomposition to provide stronger guarantees

on numerical stability.



1.2.3 Non-negative matrix factorization (NMF)
Non-negative matrix factorization (NMF) was developed by Lee & Seung [52]
to decompose image data into an interpretable, parts-based representation [52]. In

particular, given an I ~ J matrix X, the NMF decomposition is

X WH

where W 2 R! R and H 2 RR J are factor matrices such that each element is
constrained to be non-negative. Thus, each column of the observed data matrix X
is approximated by an additive, linear combination of the columns of W, weighted
by the corresponding column of H. Choosing R to be small yields a compressed, or
low-rank, representation of the observed data matrix X.

We can interpret the factor matrices as soft assignments of the observed samples
and features into R clusters [21]. The R < I columns of W act as basis elements for
the 1 samples, in that each of the R components is composed of some combination
of the original samples. Similarly, we can interpret the R < J rows of H as bases for
the J features.

The factor matrices W; H may be estimated numerically, such as by minimizing

the squared error:

min jjX WHjj*> = min > Xij  (WH);. i
W;H WiH " 1
st. Wir;H O
This optimization problem can be solved via coordinate descent, rst initializing
non-negative W; H and then iterating between updating H;; and W;;. Various update
rules for this problem have been proposed, such as the multiplicative update of [51].
Recently, NMF has been extended to the tri-factorization of matrices, as well

as the decomposition of higher-order tensors. Yoo and Choi [104] develop a proba-

bilistic non-negative matrix tri-factorization model without priors and estimate the



factor matrices with an expectation{maximization algorithm. Motivated by scalabil-
ity, Copar et al. [16] develop a block-wise update algorithm for the tri-factorization
that can be parallelized on a GPU. Park et al. [74] use an exponential prior on the
elements of the middle factor in the tri-factorization and a Gaussian prior for the
right matrix in a \semi"-non-negative tri-factorization model; a variational inference

algorithm is used to provide estimates of the latent matrices.

1.2.4 Tucker decomposition

Tucker decomposition was developed to extend factor analysis from matrices to
three-mode tensors [96]. It represents an n mode tensor X 2 RP:  Pn as the
product of a core tensor T 2 R™ "™ with n factor matrices fAGgl_, where A® 2
RPi i [47]. For the case where n = 3, the Tucker decomposition of X 2 RP: Dz Ds
is

XK X X

X = D a®  a®:

tklmak
k | m

If ry <Dg;r, <Dg;:::, the Tucker decomposition yields a lower-rank representa-
tion of the observed data X. Noting that a matrix is simply a 2 mode tensor, the

Tucker decomposition for a matrix X 2 R' 7 is
X ADTA® (1.3)

for factor matrices A® 2 R!' 1: A@ 2 R™2 J and core matrix T 2 R "2, so that

2 tmnai(,lgafj). This product is illustrated in Figure 1.1.

ra

element X;; m

Notably, by incorporating core matrix T, the Tucker matrix decomposition allows
for the number of latent factors in each of the factor matrices A®; A®@ to di er. This
exibility may be valuable when modeling matrix data with many more columns than
rows (or vice versa), as is typical of DNA methylation data. The CP matrix decom-

position can be conceptualized as a special case of the Tucker matrix decomposition



Figure 1.1: Tucker decomposition of an I ~J matrix

wherein the number of latent factors in each the two factor matrices is constrained

to be equal and the core matrix is the identity matrix.

1.2.5 Poisson factorization

In contrast to non-probabilistic methods that directly factorize the observed data
matrix, probabilistic factorization models place a likelihood distribution on the ob-
served data and factorize the parameters (or some function thereof) of the likelihood.
Poisson factorization is a class of probabilistic matrix factorization models based on
the CP decomposition that is motivated by large-scale discrete outcome data. Canny
[9] originated Poisson factorization to model topics in a corpus of documents, Dunson
& Herring [23] model discrete health outcomes, and Gopalan et al. [31] model user
ratings to form recommendations. In the Poisson factorization model, each element

xijj of an I J observed data matrix X is assumed to be drawn

Xij POiS( ij) (14)

where the I J matrix of the rate parameters j; is factored as a linear combination
of latent factors, which are typically endowed with conjugate Gamma priors to en-
able e cient posterior inference. The goal is then to use Bayesian inference to learn
the latent factors given the observed data. By factorizing the rate parameter of the

Poisson distribution, Poisson factorization preserves the non-negativity and discrete-



ness of the observed data while providing an interpretable, low-rank approximation.
The scalability of Poisson factorization and its e ectiveness on sparse data has been
widely studied [32, 12, 9, 40, 3].
For example, in Gopalan et al. [32], given observations X;; representing the prefer-
ence of user i for movie j, x;j is modeled with a Poisson distribution endowed with rate
ij = u;vj, so that each user i may be represented by lower-dimensional vector u; of

K latent user-attributes and each movie j by vector v; of K latent movie-attributes.

1.2.6 Beta-gamma non-negative matrix factorization

Beta-gamma non-negative matrix factorization (BG-NMF) was developed by Ma
et al. [62] for the analysis of (0;1)-bounded data and is to date the only matrix
factorization model to assume a beta likelihood. For an I J observed data matrix

X, BG-NMF assumes that each element x;; 2 (0; 1) is drawn

Xij  Beta(ajj; bij); (1.5)

and factors the I J shape parameter matrices a, j; and b, ; into the product of

two factor matrices in the style of NMF,

a3 A kHk 4 (1.6)

by 5 By kHk 3 1.7)

To guarantee non-negativity of the factor matrices, their respective entries are en-

dowed with Gamma priors. The full model can be summarized as



Xij  Beta(ayj; bij) (1.8)

Ak Gam( o; o) (1.9
Bik Gam( 0, 0) (110)
Hij  Gam( o; o): (1.11)

Under the beta likelihood, the expected value of each observation is E[ ;] = &

a+b’

so the observed data may be approximated with

P
k AikHkj

Xij P
K AikHij +  BikHy;

(1.12)

Thus, by applying NMF to the two I  J parameter matrices of the beta distribution
rather than directly to the observed data, the bounded-support property of the data
is neatly preserved.

As there is no closed-form conjugate prior for the beta distribution, it is chal-
lenging to derive an e cient posterior inference algorithm for BG-NMF. Ma et al.
[62] propose a variational inference algorithm; for applications in the clinical set-
ting, which demand precise guarantees on uncertainty the lack of an e cient MCMC

algorithm may therefore limit the applicability of BG-NMF.

1.2.7 Variational inference vs. MCMC inference

The core problem in Bayesian inference is estimating the posterior distribution
p(_jy) of latent variables ~ = ( i1;:::; p) given likelihood distribution p(yj_) and
prior over the latent variables p(_). In complex models that do not easily admit the
posterior in closed form, we turn to approximating the posterior distribution. Two
common methods for approximate inference are Markov Chain Monte Carlo (MCMC)

inference and variational inference (V1).



1.2.7.1 MCMC inference

In MCMC inference, we sample from a Markov chain whose stationary distribu-
tion is exactly the posterior distribution p(_jy), with the goal of collecting samples
from the exact posterior (which, under certain circumstances, is asymptotically guar-
anteed). The posterior samples are used to derive empirical estimates of p(_jy) [26].
Gibbs sampling is one such method for MCMC inference that is employed where
the complete conditional distributions p( 4j g4;Y) for each of the latent variables are
available [30]. The chain initializes with starting values for the latent variables _ and
proceeds by sequentially updating the i;:::; p with the latest sample from each of

the complete conditionals.

1.2.7.2 Variational inference

Variational inference (V1) is an alternative approach that centers on optimization
to the posterior, rather than sampling. Given a family Q of approximate distributions
over the latent variables, the goal is to nd the member q that minimizes the KL

divergence between g and the posterior p(_jy) [6],

q () =argminKL (q()jjpiy)):
90)2Q

The optimized q is used for approximate inference on the target posterior distribu-
tion. In mean- eld variational inference [77], the family Q of candidate distributions
consists of factorizations over the latent variables, which are assumed to be indepen-

dent,

h'd
g = da( a):

1.2.7.3 MCMC vs. VI
One of the primary advantages of MCMC inference is that it provides guarantees

on sampling from the exact posterior distribution where variational inference cannot.
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However, MCMC methods can be slow and computationally intensive, particularly
under complex model speci cations [6]. In many settings, this trade-o favors vari-
ational inference. Here, we brie y motivate the bene ts of MCMC inference in the
analysis of DNA methylation data.

Modern sequencing methods for collecting methylation data are able to e ciently
sequence much or all of the genome, but at a very high per-sample cost [7]. This means
that methylation datasets typically consist of few, precisely sequenced samples; of-
ten, the data is accompanied by patient metadata and existing domain knowledge on
gene-cancer associations. The data is analyzed with the goal of informing important
clinical decisions. This enables appropriate model speci cation while demanding pre-
cise bounds on uncertainty during inference, motivating the need for MCMC inference

in this setting.

1.2.8 Augmentation for MCMC inference

Augmenting is the strategy of adding an auxiliary variable to a model in order
to enable or improve inference [97]. Consider the model with likelihood p(yj ;) over
data y and prior p( ;) over latent variable ;; i 2 f1;2g. Using Gibbs sampling for
estimation of the posterior distribution requires specifying the complete conditionals
p( i i;y), which may not always be available in closed form. However, in some
cases, the conditional distributions p( ij i;y; ), where is some \auxiliary" latent
variable, may instead be available. In such cases, we can augment our model with
auxiliary  to enable straightforward sampling from the posterior, simply adding
additional steps to the Gibbs sampler.

Zhou & Carin [111] introduce a series of augmentation schemes for the negative
binomial distribution. The rst scheme marginalizes over a gamma auxiliary variable

to represent the negative binomial distribution as a Poisson-Gamma mixture:

11



m  Pois( );

Gamma r; L

1
=) mj(r;p) NB(r;p)

The second augmentation marginalizes over Poisson auxiliary | to represent the neg-

ative binomial distribution as the sum of | logarithmic random variables,

X

m = Ut
t=1

ug  Log(p)

I Pois( rin(1 p))

=) m NB(r;p)

where u  Log(p) is the logarithmic distribution. The result of the augmentations
is that the joint distribution of (m;l) is available in closed form under the nega-
tive binomial and Chinese restaurant table distributions. Inspired by this series of
\augment-and-marginalize" strategies, in Chapters 2 and 3 we build factorization
methods using an augmentation scheme based on Poisson and gamma auxiliaries

that enables tractable posterior inference under a beta likelihood.

1.3 Veridical data science
Veridical data science is a model evaluation framework motivated by the need for
reliable and reproducible methods for data analysis [107]. The framework evaluates

models based on three overarching principles:

1. Predictability assesses the reliability of conclusions from a model by testing

model predictions against reality.

12



2. Computability assesses the e ciency and scalability of an algorithm or model

to ensure that it is tractable.

3. Stability assesses how experimental outcomes are a ected by human judgment
calls in the modeling process. A stable model’s results should not signi cantly

change with reasonable perturbations to the data or model architecture.

The three principles of predictability, computability, and stability are together re-
ferred to as the \PCS" framework and provide a common-sense set of criteria with
which to systematically evaluate and compare models. In Chapters 3 and 4, we use
the PCS framework to provide a comprehensive assessment of our family of models.
To this end, in this section, we provide an overview of each axis of the PCS model

evaluation framework.

1.3.1 Predictability

Predictability can be conceptualized as the extent to which a model is able to cap-
ture relationships in real data. In the Bayesian work ow, we can measure predictive
performance at two junctures: before and after tting the model to data.

Before tting to real data, a prior predictive check can be used to verify whether
the model speci cation is appropriate, by sampling from the proposed generative
model and comparing the distribution of the simulated data to the distribution of the
observed data [29] . The goal is to verify that the model is capable of producing data
that is re ective of the observed data that is the target of analysis.

After tting, a posterior predictive check can be used to diagnose the quality of
the t to real data. In the posterior predictive check, data is simulated from the
estimated posterior distribution; the simulated data is assessed as to its \closeness"
to the real data. This may be done visually, such as by plotting the data simulated
from the posterior predictive distribution against the observed data, or by computing

some metrics to quantify the quality of the t.

13



One such metric to assess predictive performance is the pointwise predictive density
[28]. A common predictive task is heldout prediction, in which we t a model to
a subset of the observed data (training data), obtain samples from the posterior,

and evaluate the model’s t to the remaining observations (heldout data). Given N

' #
Yo X

s P ) (1.13)

samples S p jy°Psrved from the posterior distribution. Asa measure of predictive
performance, pointwise predictive density is generally preferable to mean squared

error for non-Gaussian data.

1.3.2 Computability

The computability criterion of the PCS framework is concerned with the com-
putational tractability of a model, in order to ensure that model-based analyses are
feasible. In the advent of large-scale modern data collection capabilities, it is partic-
ularly important to understand how the computational feasibility of the model scales
with the size of the observed data.

Computational scalability of a model can be concisely described using Big O
notation [2, 50] to provide an asymptotic upper bound on a model’s run time as it
scales with model inputs. Big O provides a useful metric with which to compare the
scalability of di erent algorithms; a matrix factorization algorithm that scales linearly
with the size of the data O(N) is preferable to an algorithm that scales quadratically
O(N?).

14



1.3.3 Stability

Human judgment calls are inherent in the modeling process: how data is pre-
processed for analysis, initial values of an algorithm are chosen, model (hyper-)parameter
values are set, and so on. Simultaneously, models are used to inform real decisions
such as patient treatment in the clinical setting. In such settings, it is vital that
model results be reliable: the conclusions derived from the model should be stable
under reasonable variations in these judgment calls, so that another individual mak-
ing reasonable but di erent choices will still reach similar conclusions. In matrix
factorization models, a primary decision the modeler must make is the number of
latent factors in the factor matrices.

To measure stability, a stability target that is appropriate to the analysis at hand
must be chosen. The target is typically some function of the observed data and
model. In matrix factorization models, a task of interest is nding soft clusterings
of the samples and/or features. Thus, a natural stability target for analyzing the
stability of matrix factorization algorithms is the learned cluster assignments.

Next, a set of reasonable perturbations to the model and/or observed data is
identi ed. The type and range of perturbations should be justi ed by subject matter
knowledge. For example, methylation data is usually accompanied by metadata about
the samples that can be used to inform a reasonable range for the number of latent
factors among the samples. Finally, a stability evaluation metric should be de ned.
In the analysis of cluster co-occurrence, a natural metric is a count of the number of
times observations i and j were assigned to the same cluster.

The stability evaluation metric can be used to decide between di erent models
for a given task; an algorithm whose outputs are less stable to reasonable changes
in a model input is likely to be less preferable than an another exhibiting greater

stability. Alternatively, given a model, stability may also be used to choose certain

15



input values. Wu et al. [100] use a stability criterion to choose the number of latent

components in a non-negative matrix factorization model.
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CHAPTER 2

DOUBLY NON-CENTRAL BETA MATRIX
FACTORIZATION

2.1 My Contributions
| researched and implemented methods to simulate DNA methylation data with
interpretable block structure. | identi ed the best methodology and generated
simulated datasets with varying con gurations of block structure and dispersion

level.

I searched for modern, large-scale methylation datasets sequenced via bisul te
sequencing technology. | identi ed and processed the bisul te-sequenced Ewing

Sarcoma dataset used in the model evaluation tasks.

| developed model evaluation strategies to quantify and compare model per-
formance, based on the computational biology literature. | conducted exper-
iments that validate our model results based on known patient outcomes and

gene-cancer associations.

2.2 Introduction

The most commonly used dimensionality reduction methods are principal compo-
nent analysis (PCA) [91] and non-negative matrix factorization (NMF) [114]. These
methods are based on assumptions that are inappropriate for (0; 1) bounded-support
data. As a result, they t DNA methylation datasets worse than methods that are

based on more appropriate probabilistic assumptions [63].
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The few existing non-Gaussian dimensionality reduction methods for DNA methy-
lation datasets almost all assume that the elements of a sample-by-gene matrix are
beta-distributed. Indeed, this assumption is so standard in bioinformatics that the
elements are typically referred to as \beta values™ [48]. Of these existing methods,
the most expressive is beta-gamma non-negative matrix factorization (BG-NMF), a
non-negative matrix factorization model with a beta likelihood [63].

Although the beta distribution is a natural choice for modeling data with bounded
support between 0 and 1, it is a challenging distribution with which to build prob-
abilistic models due its lack of a closed-form conjugate prior [24]. In general, there
are few tractable and modular motifs for deriving posterior inference algorithms for
models that assume a beta likelihood. Models that do not make overly simplistic as-
sumptions tend to be accompanied by posterior inference algorithms that are highly
tailored to their speci c structures, making them di cult to modify or extend. More-
over, these inference algorithms typically rely on approximations that hamper precise
guanti cation of uncertainty, which is of particular interest in biomedical settings
where datasets are often small and properly calibrated decisions are critical.

In this chapter, we therefore introduce a new non-negative matrix factorization
model for (0; 1) bounded-support data based on the doubly non-central beta (DNCB)
distribution [70]. The DNCB distribution is a four-parameter generalization of the
beta distribution that can take a more exible set of shapes over the (0; 1) interval,
including those that are multi-modal (see Figure 2.1). Although our model was de-
veloped speci cally for DNA methylation datasets, the model structure is su ciently
general that it can be adapted to many other domains where latent representations
of (0;1) bounded-support data are of interest.

The property of the DNCB distribution that makes it particularly useful for build-
ing probabilistic models is that it can be augmented in terms of a pair of Poisson-

distributed auxiliary variables. With this augmentation, we can build tractable di-
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Figure 2.1: The DNCB distribution can take multi-modal shapes when ; < 1or , < 1. This
expressiveness is particularly useful when modeling DNA methylation datasets, which are typically
highly dispersed and multi-modal. The DNCB distribution can also look like the standard beta.

mensionality reduction methods for (0;1) bounded-support data based on Poisson
factorization models, which are well studied and easy to build on [93, 12, 113, 33, 73].

We develop an accompanying Gibbs sampler by appealing to special relationships
between the beta, gamma, and Poisson distributions to obtain analytic updates that
involve the Bessel distribution [109]. Our Gibbs sampler is asymptotically guaran-
teed to sample from the exact posterior distribution and it is general to any Poisson
factorization model for which analytic updates already exist.

We compare our model’s out-of-sample predictive performance to that of state-
of-the-art methods in bioinformatics. We nd that our model performs signi cantly
better than NMF, which assumes a Gaussian likelihood, and BG-NMF, which assumes
a beta likelihood, for real DNA methylation datasets. We also use a biologically mo-
tivated synthetic data generator [18] to create synthetic datasets that enable us to
study our model’s suitability for (0; 1) bounded-support data that may arise in other

domains.
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Finally, we explore our model’s ability to discover meaningful latent representa-
tions by applying our model to a microarray dataset composed of samples from six
di erent cancer types. We demonstrate that the resulting representations accord with
existing epigenetic knowledge about the gene pathways that play major roles in the

six di erent cancer types.

2.3 DNCB Matrix Factorization
Here, we present doubly non-central beta matrix factorization (DNCB-MF), a new
model that assumes each element j; 2 (0;1) in a sample-by-gene matrix is drawn as

follows:

ij DNCB ¢ &; ﬁ); sz) : (2.1)

where §” and ¢ are shared across all i and j and {> and {? are linear functions

of low-rank latent factors | i.e.,

W — o @ _ @ .
ij = ik ki and = ik ki (2.2)

k=1 k=1

DNCB-MF is one instance of a class of models for (0;1) bounded-support data that

factorize the \non-centrality parameters of the DNCB distribution, as de ned below.

De nition 1. The doubly non-central beta (DNCB) distribution is continuous over
the support 2 (0;1) and de ned by \shape" parameters ; , > 0, \non-centrality"

parameters 1; , 0, and the following probability density function:

DNCB( ; 1; 27 15 2)

=Beta( ; 1; 2)e 2 52 o1 20 )
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where = ;+ ,, = 1+ ,,and ,[;;;; ] denotes Humbert’s con uent hyper-

geometric function [86, 70].

The key property of the DNCB distribution that makes it particularly useful
for building probabilistic models is that it can be augmented in terms of a pair of

Poisson-distributed auxiliary variables, as de ned below.

De nition 2. A random variable DNCB( 1; 2; 1; 2) can be drawn from a stan-
dard beta distribution conditioned on two Poisson-distributed auxiliary variables as

follows:

y: Pois( 1) and vy, Pois( ,); (2.3)

( jyny2) Beta(1+y:; 2+Yy2): (2.4)

Under the Poisson-randomized representation in De nition 2, we can combine

Equations 2.1 and 2.2 to express DNCB-MF as

X

yiy Pois ® j forr 2 f1;2g; (2.5)
k=1

5 Beta Pyl Py 26)

which connects Poisson factorization to a beta likelihood.
To complete the model, we place gamma priors over the factors, as is standard

for Poisson factorization models:

s i Gam(ao; bo); @7

kj Gam(eo; fo): (28)

Intuitively, the Poisson-distributed auxiliary variables y;;> and y;;> perturb the con-

ditional distribution of ;; away from a shared background distribution, Beta §°; §” .
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If yi’ >y, the distribution shifts toward values closer to 0; conversely, if y{> >y,
the distribution shifts toward 1. Moreover, as the overall magnitude of y;> = y{’+y;?’
increases, the distribution concentrates around its mean which equals

@.,,@71 — <() +Y.(Jl).
E[ ijjylj yu - () - (29)

+Yij

The e ect of the non-centrality parameters (i.e., the means of the Poisson-distributed
auxiliary variables) on the DNCB marginal distribution of j; can be explained sim-
ilarly. Because E[y;’] = { for r 2 f1;2g, a large [P, relative to {7, shifts the
density toward 0, while a large {’ = {’ + {7 concentrates the distribution around
its mean.

The latent factor ; represents how relevant gene j is in latent component k. The
largest elements of the vector |, 2 RM can therefore be interpreted as representing a
\pathway" of genes that exhibit correlated patterns of methylation. The latent fac-
tors (> and Y represent how methylated or unmethylated, respectively, the genes in
pathway k are in sample i. As [’ increases, relative to , the rate of y;;’ increases,

relative to the rate of y‘z), and the distribution of j; shifts toward 0. A convenient

way to jointly summarize §) and  is

@

i = #k() (2.10)

ik

where ik 0:5 means pathway k is hypermethylated in sample i and 0:5
means pathway k is hypomethylated in sample i. The vector ; 2 (0; 1) can also be
interpreted as an embedding of sample i. We show these embeddings can be used to

guide exploratory analyses in Section 2.5.
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(@) The graphical model for (b) The Poisson-randomized (c) The fully augmented form
BG-NMF [62] and for the beta form of DNCB-MF given of DNCB-MF given in Equa-
form of DNCB-MF given in in Equations 2.5 and 2.6. The tions 2.11 and 2.12, where jj
Equation 2.1, where all of the data’s dependence on the fac- is determined by > and .
auxiliary variables have been tors ows through the auxiliary This form is particularly useful

marginalized out. variables y;;> and y;?. for posterior inference.

Figure 2.2: A graphical comparison of related generative processes. All hyperparameters (including
& and & for DNCB-MF) are omitted for ease of comparison. The plate notation represents ex-
changeability across the speci ed indices. Shaded nodes are observed variables; unshaded nodes are
latent variables. Solid edges denote random variables; dotted edges denote deterministic variables.

2.4 Posterior Inference
Given an N M sample-by-gene matrix of bounded-support data B 2 (0; )N M,

the goal is to approximate the posterior distribution over the latent factor matrices
P( @; @; jB). Like the beta distribution, the DNCB distribution lacks a closed-
form conjugate prior; however, it admits several augmentations that let us exploit
special relationships between the beta, gamma, and Poisson distributions to derive
an auxiliary-variable Gibbs sampler whose stationary distribution is the exact pos-
terior. Moreover, this Gibbs sampler is composed entirely of closed-form complete
conditionals that can be sampled from e ciently.

Below, we introduce auxiliary variables that augment DNCB-MF to create condi-
tionally conjugate links to the latent factors. Speci cally, we work within the Poisson-

randomized beta form of the model given in Equations 2.5 and 2.6, which links j;
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to a pair of Poisson-distributed auxiliary variables y;’  Pois( () for r 2 f1;2g,

whose rates {;’ are factorized into the latent factors. Conditioned on these auxil-
lary variables, the updates for the latent factors follow from gamma{Poisson matrix
factorization [12].

In light of this, the only thing that is needed is to derive an e cient Gibbs sam-
pler is a way to sample the Poisson-distributed auxiliary variables from their complete
conditionals. Our approach relies on further augmenting the conditional likelihood

using the following de nition.

De nition 3. A beta random variable Beta( 1; ) can be simulated as =-—1%

1+ 2!

where , Gam( ,;c) for r 2 f1;2g are independent gamma variables with rate ¢>0.

We can represent the conditional likelihood in Equation 2.6 as

©  Gam Q+y$1  for r 2 f1;2g; (2.11)
@
1

P= 9+ 5 and =75 (2.12)

ij
which corresponds to the fully augmented form of DNCB-MF shown in Figure 2.2c.

This form of our model is particularly useful for posterior inference. Indeed, our

Gibbs sampler iterates between sampling y;;’ given [ and vice versa.

Sampling ;’ and [
Because the gamma-distributed auxiliary variables have a deterministic relation-
ship with j;, we can sample them from their complete conditional by rst sampling

their sum i‘j) from its complete conditional and then calculating

= ad =01 ) (2.13)

ij ij ij ij

To derive the complete conditional of i(j), we appeal to the following unique prop-

erty of gamma-distributed variables.
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De nition 4. For any pair of independent positive random variables X; and X,
their sum X = X; + X, and their proportion X = X;=(X; + X;) are marginally
independent | that is, P(X ; X) =P (X )P (X) Jif and only if X; and X, are both

gamma-distributed [61].
The complete conditional of i‘j) is therefore independent of ;; and equal to its
distribution under the prior. Because i(j) is de ned as the sum of two gamma-

distributed random variables, its complete conditional (and prior) is as follows:

g Gam §+ypsl (2.14)

Collectively, Equations 2.14 and 2.13 provide an e cient way to sample [’ and {?

from their complete conditional.

Sampling y;;’ and y;?

Conditioning on > and {2 renders the Poisson-distributed auxiliary variables
1

yi(j

the following proposition, their complete conditionals have a closed form.

> and yi(jz) independent under their complete conditional. Moreover, as shown by

De nition 5. If Gam( +vy;c) and y Pois( ), then the posterior of y is
Bessel [109]:

P(yj ; ;c; )=Bess y; 1,2 ¢ : (2.15)

where the Bessel distribution is de ned as

@

Bess (y, Vi a) = y| (y +v+ 1) Iv(a)

(2.16)

and where 1,(a) is the rst type modi ed Bessel function.
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Figure 2.3: Histograms of the synthetic (yellow) and real (red) datasets. The synthetic datasets
were created using Epiclomal with three levels of dispersion. As dispersion increases, values are
pushed to the extremes. The high-dispersion data (middle) is most similar to the real data.

Using this de nition, the complete conditional for y{;’ is

q
o) Bes & L2 (2.17)
[20] gives methods for e ciently sampling from the Bessel distribution. Although it is
still relatively unknown, the Bessel distribution has gained attention in a few recent

papers [112, 83, 82].

Sampling {5 & «i

1

Conditioned on y;;’ and y;7’, the updates for the latent factors {; {P; ; follow

j
from gamma{Poisson matrix factorization. We provide these updates in Section A.2,

along with a complete summary of our entire Gibbs sampler.

2.5 Out-of-Sample Prediction
In this section, we present a study of our model’s out-of-sample predictive per-

formance on both real and synthetic DNA methylation datasets. We compare our

model’s performance to that of state-of-the-art models in bioinformatics.

2.5.1 Datasets
Microarray data. We used the Cancer Genome Atlas (TCGA) [94] to compile a
dataset of 400 cancer samples whose methylation level at about 27,000 genes was

pro led using lllumina 450K BeadChip microarrays. We selected the samples so that
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Figure 2.4: Heatmap of the microarray dataset. Only the rst 1,000 (of M =5,000) genes are
shown. Bright red values are well above 0.5 and indicate that a gene is methylated; blue indicates
that a gene is unmethylated. The four (known) cancer types (100 samples from each) are annotated;
they clearly display di erentiated methylation.

there were 100 samples each from four etiologically distinct cancer types: breast,
ovarian, colorectal, and lung cancer. The colorectal and lung cancer samples further
divide into two subtypes. Although the goal of dimensionality reduction is usually to
discover novel subtypes, checking a model’s ability to discover known subtypes can be
a way to assess its utility. Microarray data comes processed into \beta values' [48];
we did not process the data any further. Following [63], we selected the 5,000 genes
with the highest variance across the samples to obtain a 400 5;000 sample-by-gene

matrix. A heatmap of this matrix is shown in Figure 2.4.
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Bisul te sequenced methylation data. We downloaded the dataset studied
by [85]. This dataset consists of 167 Ewing sarcoma cancer samples and 21 healthy
samples (N =188), whose methylation was pro led using bisul te sequencing (bi-seq).
Bi-seq data consists of binary \reads" of methylation at many loci per gene. We pro-
cessed this data into \beta values™ by rst counting all the methylated-mapped reads

dij and non-methylated reads uj; for all loci within a given gene j and then calculating

So+dij

i = Fsordy tug with the smoothing term set to s, =0:1. As with the microarray data,

we selected the 5,000 genes with the highest variance to obtain a 188 5;000 matrix.

Synthetic data. To study our model’s suitability for (0;1) bounded-support
data that may arise in other domains, we created synthetic datasets using the Epiclo-
mal synthetic data generator [18]. Epiclomal simulates single-cell methylation data.
To create \bulk" data, similar to the microarray or bi-seq data, we generated and
aggregated 100 cells for every sample i for N = 100 samples at M = 500 genes.
We varied the Epiclomal parameters to generate datasets with three di erent lev-
els of dispersion | low, medium, and high ] where increasing dispersion pushes values
toward the extremes of 0 and 1. For each level of dispersion, we generated three
datasets, all with the \true" number of components set to K”=10. The full synthetic
data generation process is described in Appendix A.3. We provide a comparison of

the synthetic and real datasets’ histograms in Figure 2.3.

2.5.2 Models

We compare our model’s out-of-sample predictive performance to that of BG-NMF
and NMF. BG-NMF is a is a state-of-the-art matrix factorization model for DNA
methylation data that di ers from DNCB-MF by assuming a beta likelihood instead of

a DNCB likelihood; NMF serves as a simple baseline because it is so commonly used.

Setting K. For all models in all experiments, we used K 2 f4;8;10; 14, 20; 30g.

These values are centered around K = 14, which [63] report as being optimal for
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Figure 2.5: Out-of-sample predictive performance for the synthetic datasets. For each value of

K, we plot PPDﬁ, where jMj is the number of held-out values, averaged across the initialization,
dataset, and mask combinations; error bars indicate 95% con dence intervals. NMF always
performs worse than BG-NMF; BG-NMF is almost always \sandwiched" between DNCB-MF with
0=0:25 and DNCB-MF with ¢=0:75 (or vice versa).
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Figure 2.6: Out-of-sample predictive performance for the two real datasets described in Section
2.5.1. For both, DNCB-MF with ¢=0:75 performs signi cantly better than NMF and BG-NMF.

BG-NMF when modeling DNA methylation datasets that are similar in composition
to our microarray dataset.

DNCB-MF. Weimplemented the Gibbs sampler described in Section 2.4 in Cython.
For all experiments, we let the Gibbs sampler \burn in" for 1,000 iterations and then

ran it for another 2,000 iterations, saving every 20t sample. We set the hyperparam-
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eters for the gamma priors to ag =by =eg = fy =0:1 and set the two DNCB shape
parameters to °= = (=0:75. For the synthetic datasets, we also experimented

with setting the shape parameters to o=0:25.

BG-NMF. We implemented BG-NMF in Python and set the hyperparameters for
the gamma priors to the values described above for DNCB-MF. We set all other

hyperparameters to the values recommended by [63].

NMF. We used the implementation of NMF in Scikit-learn [76] with the default

settings.

2.5.3 Study design

Random masks. We created three train{test splits for each dataset (real or syn-
thetic) by generating three binary masks M that \hold out™ a random 10% of the
sample-by-gene matrix. For all models with all values of K, we used three di erent
random initializations for each dataset and mask combination. All models took the

mask as input and imputed the held-out values during inference.

Evaluation metric. To assess out-of-sample predictive performance, we used the

pointwise predictive density (PPD) [28]. For NMF, this is as follows:

Y -
I:)F)Dpoint = P ijil ; (2.18)

i;j2M
where and are point estimates of NMF’s latent factor matrices and P( j )
denotes a Gaussian truncated to (0; ).

For BG-NMF and DNCB-MF, the PPD is given by
Y h X i
1

PPDpost = P i PP (2.19)

ij2M  s=1
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where &; @; | are samples from the posterior distribution, either saved during

MCMC for DNCB-MF or drawn from the tted variational distribution for BG-
NMF. For both models, we used S =100. The predictive density P () is the beta
distribution for BG-NMF and the DNCB distribution for our model. Computing the
DNCB density requires computing Humbert’s con uent hypergeometric function, for
which we implemented the algorithm of [71].

For all models, we ultimately report pijﬁj, where jMj is the number of held-out
values, which is equivalent to the geometric mean of the predictive densities across
the held-out values and is therefore comparable across all experiments. We note that
this scaled version of PPD is the inverse of perplexity, an evaluation metric that is

commonly used to evaluate statistical topic models and language models.

2.5.4 Results

Out-of-sample predictive performance for the synthetic and real datasets are
shown in Figures 2.5 and 2.6, respectively. For all three levels of dispersion in the
synthetic data, most models’ performance peaks at the true number of components
K =K?=10. NMF always performs worse than BG-NMF; BG-NMF is almost always
\sandwiched" between DNCB-MF with 4=0:25 and DNCB-MF with ,=0:75 (or
vice versa); and either of the DNCB-MF models performs the best. These results
for the synthetic datasets reveal an intuitive relationship between the level of disper-
sion and the two DNCB shape parameters (()1) = (()2) = o, with a smaller parameter
value yielding better performance for the more highly dispersed datasets; this makes
sense, as the DNCB shape parameters get smaller, the density concentrates at the
extremes (see Figure 2.1). For the highly dispersed synthetic datasets, DNCB-MF
with o = 0:25 improves performance over both NMF and BG-NMF. Similarly, on

the real datasets, DNCB-MF performs signi cantly better than NMF and BG-NMF.
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(a) Heatmap of the embedding matrix, as de- o
ned in Equation 2.10. (b) The top ten genes for four components.

Figure 2.7: The latent representations discovered by DNCB-MF when applied to the microarray
dataset. Left: The inferred embedding matrix. The dataset contains four cancer types (separated
by horizontal lines); two of these cancer types (colorectal and lung) further divide into two subtypes
(separated by horizontal lines). Right: The genes with the ten highest ; values for four components
k=1;9;12;14.

2.6 Case study
Here, we explore our model’s ability to discover meaningful latent representations

by applying our model to the microarray dataset described in Section 2.5.1 and ex-
ploring the resulting representations. The microarray dataset contains samples from
four di erent cancer types: breast, ovarian, colorectal, and lung cancer; the colorectal
and lung cancer samples further divide into two subtypes (see Figure 2.4). We nd
that the latent representations discovered by our model accord with existing epige-
netic knowledge about the gene pathways that play major roles in the six di erent
cancer types.

Figure 2.7a contains the inferred embedding matrix, where each row ; is an em-
bedding of sample i, as de ned in Equation 2.10. A red value denotes ;< > 0:5 and
indicates that the loci proximal to the genes relevant to component k are hyperme-

thylated in sample i according to the model; conversely, a blue value indicates that

32



the loci are hypomethylated according to the model. In Figure 2.7b, we additionally
show the genes with the ten highest ; values for four components.

Component k = 1 has red (high) values for the colorectal cancer samples and
blue (low) values for the lung cancer samples, suggesting that the top genes for that
component are hypermethylated in colorectal cancer and hypomethylated in lung
cancer, respectively. The component stem plot in Figure 2.7b shows that the top
genes include RAB34, a member of the Ras oncogene family [89]. In general, DNA
methylation leads to gene silencing (especially when proximal to the promoter region)
and therefore hypomethylation can activate oncogenes like RAB34 [67].

The colorectal cancer samples exhibit hypermethylation for component k = 9,
whose top gene is FLT4. Recent work demonstrates that suppressing FLT4 inhibits
cancer metastasis [102]; it is a known therapeutic target.

All samples exhibit hypomethylation for component k=12, except for the ovarian
cancer samples. The top gene is TFE3, which promotes activation of the transforming
growth factor beta (TGF ) signaling pathway. TFE3 translocation and subsequent
activation is a well-known cause of adult renal cell carcinoma [88].

Conversely, all samples exhibit hypomethylation for component k = 12, except
for the ovarian cancer samples. The top gene is the bronectin protein FNDC8. Fi-
bronectin promotes cell migration and invasion in ovarian cancer [106], so this accords

with existing biological knowledge.

2.7 Conclusion
We presented DNCB-MF, a new non-negative factorization model for (0; 1) bounded-

support data based on the DNCB distribution. The DNCB distribution is an attrac-
tive alternative to the beta distribution. As well as being more expressive, the DNCB
distribution admits several augmentations that connect DNCB-MF to Poisson factor-
ization models, which are well studied and easy to build on. Although DNCB-MF was

developed speci cally for DNA methylation data, the model structure is su ciently
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general that it can be adapted to other domains. We showed that DNCB-MF im-
proves out-of-sample predictive performance on both real and synthetic DNA methy-
lation datasets over state-of-the-art methods in bioinformatics and that the resulting

representations accord with existing epigenetic knowledge.
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CHAPTER 3

DOUBLY NON-CENTRAL BETA MATRIX
TRI-FACTORIZATION

3.1 My Contributions
| wrote code in Python to sample from the generative distributions of each
model, which enables tasks such as prior predictive checking and the identi ca-

tion of appropriate model hyper-parameter values.

| identi ed Veridical Data Science as a framework with which to evaluate
and compare model performance and connected it to our family of models.
| extended the theory on stability by developing methodology to quanti ably
measure stability to hyperparameter changes in large-scale matrix factorization
models. With these methods, | identi ed the unique stability property of the

tri-factorization model.

I conducted the model evaluation experiments: prior predictive checking, held-
out prediction, stability, and real data analysis. In the real data analysis tasks,
I researched known gene-cancer relationships and connected them to model re-

sults.

| contributed to the development of the public-facing code base, which is avail-

able at https://github.com/flahertylab/dncb-matrix-fac/tree/main
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3.2 Introduction
This chapter signi cantly extends the work presented in Chapter 2 to develop a
family of hierarchical statistical models for matrix decomposition of bounded support
data. These models are based on the doubly non-central beta (DNCB) distribution
as a exible likelihood term. We build this family of generative models to encompass
both standard matrix factorization (DNCB-MF) and Tucker decomposition (DNCB-
TD). We derive a fast Markov-chain Monte Carlo inference method for both matrix
factorization and Tucker decomposition using an augment-and-marginalize approach.
We measure prediction accuracy, computational e ciency, and stability to changes
in hyper-parameters for DNCB-MF and DNCB-TD. An analysis of real methylation
data (both array-based and sequence-based) shows that DNCB-TD identi es coherent
clusters of samples and clusters of features (pathways) that correlate with cancer
development mechanisms. An analysis of facial image data shows that the model is
exible and can identify coherent clusters for a wide range of bounded support data
distributions. Finally, we provide a replicable implementation at https://github.

com/flahertylab/dncb-matrix-fac

3.3 Doubly Non-Central Beta Factorization
To analyze matrices of bounded support data, we introduce a family of probabilis-
tic matrix decomposition models that are uni ed under the assumption that entries
ij 2 (0;1) of an observed I J matrix are doubly non-central beta (DNCB) random

variables,

ij DNCB ;& & & ; (3.1)
where the shape parameters, §” and &, are shared across all (i;j) 2 [I] [J], and the
non-centrality parameters, {’ and {7, are unique to each (i; j) and decompose lin-

ij ’

: P : :
early into latent factors Je.g., § = |, § k. We introduce, later, two di erent
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ways of decomposing the non-centrality parameters (CP and Tucker decomposition)
that yield qualitatively di erent interpretations of the latent factors.

The DNCB distribution [43] is a generalization of the standard beta distribu-
tion whose properties have been recently explicated by [70] and [71]. We provide a

de nition of the DNCB distribution here and visualize it in Figure 3.1.

De nition 6 (Doubly non-central beta distribution). A doubly non-central beta ran-
dom variable DNCB ( 1; 2; 1; 2) is continuous with bounded support 2 (0;1).
Its distribution is de ned by positive shape parameters ; > 0 and , > 0, non-
negative non-centrality parameters ; 0Oand , 0, and probability density func-

tion (PDF) equal to

DNCB( ; 1; 2; 1, 2)=Beta( ; 1; 2)e ol 512 1 20 )]

where , 14+ , 1+ o,and ,[; ; ; ; ]is Humbert’s con uent hyperge-

ometric function.

Doubly Non-Central Beta Distribution Doubly Non-Central Beta Distribution

4 (€1, €2, A1, A2) (€1, €2, 21, A2)
> — (11,0, >20 —— (0.75,0.75, 2, 2
3 -— (1,1,10,0) @ == (0.75,0.25,2,5
3 (2,3,4,5) S5 (3.00,0.75, 1, 2
=g z
_% % 1.0
Qo o
o1 S
o 2 0.5

o ——————

0.0
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0

Figure 3.1: The doubly non-central beta (DNCB) distribution can assume a shape
like the standard beta (left). Alternatively, the DNCB distribution can take a multi-
modal shape if ; < 1or , <1 (right). This expressiveness is particularly useful
when modeling DNA methylation datasets, which are typically highly dispersed and
multi-modal.

The DNCB distribution has several properties that make it useful for modeling

bounded matrix data. First, as shown by by [70], the density is well-behaved (has
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nite and positive density) when approaching the bounds of support (0 or 1), unlike
the standard beta whose density goes to 0 or +1.. This fact suggests that proba-
bilistic models based on a DNCB likelihood may be more exible and stable than
ones based on the standard beta, particularly if data are highly dispersed around the
extremes. Second, the DNCB distribution yields several augmentations that are use-
ful for building hierarchical Bayesian models and deriving e cient posterior inference
algorithms, as we will show. In particular, the DNCB distribution has a mixture rep-
resentation in terms of Poisson-distributed auxiliary variables. The DNCB random
variable ;; given in Equation 3.1 can be generated from a standard beta distribution,
conditional on draws of two Poisson random variables:

i iYiYiy  Beta @0y &y

ij ij (3.2)

yiy Pois {  t2fl;2g:

There is a large literature on latent factor and hierarchical Bayesian models based
on the Poisson likelihood [12, 32, 111]. The Poisson enjoys closed-form conjugate
priors, unlike the standard beta, alongside other well-understood properties and re-
lationships that makes it easy to build exible and tractable models. The mixture
representation in Equation 3.2 allows us to build tractable latent factor models for
bounded support data by linking observed data ; to latent count variables, yi(jl) and
yi(jz), and then hierarchically modeling those counts using techniques and motifs from
the literature on Poisson-based models.

Representing the DNCB distribution as a Poisson-Beta mixture allows for yet
another useful augmentation based on the relationship between the Beta and Gamma
distributions. If ; Gam(a;;c) and , Gam(ay; ¢) are independent Gamma
random variables with possibly di erent shape parameters, a; and a,, but shared
rate parameter c, then the proportion = 2=+ ,) is marginally Beta-distributed as

Beta(a;; az). A fully augmented version of the marginal likelihood in Equation

38



3.1 can therefore be written as

N N B
IJJ 1j' 1] _(1) + (2)

5y Gam @ +ypic;  t2fl2g ©.3)

yi‘}) Pois fj) t 2 f1;2g:

where ¢; is an additional (optional) parameter that e ectively represents variance

heterogeneity across columns of the observed matrix.

3.3.1 Decomposition Strategies

We present two factorization approaches for the non-centrality parameters of the
DNCB distribution, ; and ,. These two approaches are guided by the Poisson fac-
torization literature [32]. The rst, matrix factorization, is based on the CP decom-
position for tensor factorizations, and the second, matrix tri-factorization, is based

on the Tucker decomposition.

3.3.1.1 Matrix Factorization

DNCB matrix factorization (DNCB-MF) assumes > and {2 are linear functions

of low-rank latent factors,

W — @ @ — @ .
ij — ik ki and = ik Ki- (3.4)

k=1 k=1

In the context of DNA methylation data, the vector of latent factors ; :=1[ 45::1 ;]

describes how relevant gene j is to each of the K latent components. The vectors

o=@ @ @ = [ @ @ represent how methylated or unmethylated,

@
respectively, genes in latent component k are in sample i. The ratio j = oo 2
ik ik
(0; 1) indicates that pathway k is hypermethylated in sample i when ;  0:5 and
hypomethylated in sample i when ;x  0:5. The vector ; 2 (0;1)¥ can also be

interpreted as an embedding of sample i.
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3.3.1.2 Matrix Tri-Factorization

DNCB matrix tri-factorization (DNCB-TD) assumes (> and {? factorize into

three factor matrices

i~ X X - @ X X .
ij — ic ck Ki and ij — ic ok kj- (3.5)
c=1 k=1 c=1 k=1
The vector of sample factors ; = i1::: ic] describes how much sample i belongs

to each of C overlapping sample clusters. Similarly, the vector of gene factors ; =
[ 1j::: Kkj] describes how much gene j belongs to each of K overlapping pathways

or feature clusters. The vectors ; and can be viewed as embeddings of sample

J
i and gene j, respectively. The core matrices ); & connect the latent factors

i; j Dby describing the extent to which samples in cluster ¢ have genes that are
hypermethylated in pathway K.

DNCB-TD decouples the ranks of the factor matrices, allowing the number of
latent factors in . to di er from that of ;. This o ers a more exible represen-
tation that is useful in applications where 1;J are di erent orders of magnitude, as
in methylation data. Both DNCB-MF and DNCB-TD are forms of 2-mode Tucker
decomposition [38, 69, 55, 95]. DNCB-MF is a special case of Tucker decomposition,

where the cardinalities of the latent factors {; ; are equal.

3.3.1.3 Priors
To fully specify our Bayesian hierarchical model, the latent factors are endowed
with Gamma priors giving
0@ Gam( 4 o) 6
ki  Gam( 1; 2)

for DNCB-MF, and
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ic Gam( 1; 2)
ki Gam( 1; 2) (3.7)

9§ cam(y; o)

for DNCB-TD.

3.3.1.4 Generative Model
The following algorithm can be used to draw samples from the generative DNCB-

MF model:

1. Sample from ;' Gam( o) fork=1::;K;and j=1;:::;J.

2. Sample from §; & Gam( 1; o) fori=1;:::;1; andk=1;:::; K.
(t)_PK @O fapt =19 i — - oand o —
3. Compute ;= o, | K fort=12i=1:::71; and j=1;:::03
4. Samplefromy(" Pois E}’ fort=1;2; i=1;:::;1; and j =1;:::; 0.
5. Sample from Py Gam @ +yPi¢ fort=1;2; i =1;:::50; and j =
10003 3.
W .
6. Compute i i) = @ fort=12 i=1::501 and j =1;:::5.
ij ij

The following algorithm can be used to draw samples from the generative DNCB-TD

model:

1. Sample from §; & Gam( 4 ;) forc=1;:::;C; and K =1;:::; K.

2. Sample from ; Gam( 1; 2) fork=1;:::;K; and j =1;:::;J.
3. Sample from i Gam( i1; 2) fori=1;:::;1; andc=1;:::;C.
(t)_PC Pk ® — e and = e
4. Compute i’ = ; ic KL @ fort=212i=1::01 and j =150,
5. Sampley; Pois [ ;fort=1,2; i=1;:::;1; and j=1;::::0.
6. Sample Py} Gam ¢ +yPic s fort = 1,2, i = L;::50; andj =
10003,
(1)

7. Compute 5 = @ fori=1:505 and j =100,

ij ij
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3.4 MCMC Inference

In this section, we provide the conditional posteriors for all the latent variables
which collectively de ne a Gibbs sampler that is straightforward to implement and
asymptotically guaranteed to generate samples from the posterior. Despite the lack of

conjugacy to the beta likelihood (Equation 3.2), we show that, under the augmented

likelihood (Equation 3.3), the conditional posteriors for the counts yi(jl) and yi(jz) are
available in closed form via the Bessel distribution [109]. Graphical model represen-
tations of the augmented DNCB-MF and DNCB-TD decompositions are shown in

Figure 3.2.

LY Voo
.
~a’ ~=’ E |>7?

(a) Graphical model representation of the (b) Graphical model representation of the
fully augmented form of DNCB-MF given fully augmented form of DNCB-TD given
in Equations 3.3, 3.4, and 3.6. in Equations 3.3, 3.5, and 3.7.

Figure 3.2: A graphical comparison of the DNCB-MF and DNCB-TD generative
processes. The plate notation represents exchangeability across the speci ed indices.
Shaded nodes are observed variables; unshaded nodes are latent variables. Solid edges
denote random variables; dotted edges denote deterministic variables.
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ij
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3.4.1 Sampling and

The latent variables, > and [, may be conditioned on and treated as data, if
available. However, when only j; is observed, we can sample the latent variables.

We do so by appealing to the property given in De nition 7.

De nition 7 (Proportion-sum independence of gammas [61]). If ; Gam( ;¢)
and Gam ( ;c) are independent gamma random variables with shared rate
parameter c, then their sum = ;+ , and proportion = ;= are independent

random variables:
Gam( 1+ ,;C); Beta( 1; »)

This holds if, and only if, ; and , are gamma distributed.

Since jj is already de ned as a proportion of the latent variables, we can rede ne

the latent variables as functions of their sum i(j) =5+ 5

= g P=a g (3.8)

@)

This implies that ;" is a gamma random variable,

i(j) Gam ¢+ P +yP+yeic (3.9)
which, by De nition 7, is independent of the data ;. We can therefore sample it
from the prior, as in Equation 3.9 and then set > and { to the values given in

Equation 3.8.
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3.4.2 sampling y{’;y$

As shown by [109], if Gam(b +y;c) is a gamma random variable with rate ¢
and shape b+y,andy Pois( ) is a Poisson random variable with rate , then the

conditional posterior over y follows the Bessel distribution, so
. P—
P(yj ;c;b; )=Bes(y;b 1;2 ¢ ):
We can therefore sample yi(jl) from its conditional posterior,

aq___
yi‘jl)j Bes §’ 1,2 ¢ i(jl) ﬁ’ ; (3.10)

The equation for yi(jz) is the same but with ¢ and {?, rather than ¢” and .

3.4.2.1 The Bessel distribution.
Since the Bessel distribution is so uncommon, we take some space here to de-
ne some of its key properties. A Bessel random variable y  Bes(v;a) is discrete
y 2 10;1;2;:::9. The distribution has two parameters v > 1 and a > 0 and its

unnormalized probability mass function is

B / a mm 3.11
es(y;V; a) ThEY 2 (3.11)
The distribution is named for its normalizing constant
X 2n+v
I(v;a) = L a (3.12)

oo N (n+v) 2

which is the modi ed Bessel function of the rst kind. A Bessel random variable’s
mean and variance are

_aR(v;a)
2

Var(Yjv;a)= 1+ (R(v+1;a) R(v;a))); (3.14)

E[Yjv;a] =

(3.13)
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1(v+1;a)

where R(v;a) = 2

is called the Bessel quotient. Since the Bessel quotient is
strictly decreasing in v [20], the quantity R(v +1;a) R(v;a) in the expression for
the variance is always negative. As a result, the Bessel distribution is underdispersed
since its variance divided by its mean is upper-bounded by 1:

var(Yjvia) _, R(v+1a) R(va) 1 (3.15)

There does not currently exist any open-source implementations of Bessel sam-
pling. One contribution of this paper is an open-source Cython library that provides
fast Bessel sampling methods. Our library implements the four rejection samplers
of [20]. Some of these methods rely on direct computation of the Bessel function,
which is available in the GNU Standard Library. Others avoid calling the Bessel
function ] which can be numerically unstable || by relying entirely on computing the
Bessel quotient, which can be computed without any special functions using the dy-
namic program of [1]. We also implement the Gaussian approximation method of [109]

and the table sampling method based on direct evaluation of the PMF, used by [112].

3.4.3 sampling y&;y2,

Due to the additive property of Poisson random variables [46], the count yi(jt) can

o_Pc Pk o : fecnn-
be de ned as the sum of subcounts, y;;:= ;2 Yijex, €ach of which are Poisson:
y ™ Pois( i § i) 8ckand t2fl;2g (3.16)

These latent subcounts are required as su cient statistics to compute the condi-

tional posteriors over j; ;; ¢; and . Conditioned on their sum, the posterior over

Ty dei is multinomial [87],

n 0]

@)
- . i Ki .
Yiek cxl Mult y{; '“—ij‘ W (3.17)
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As described by [84], the multinomial probabilities can be computed e ciently by

exploiting the compositional structure of the Tucker product, ; = ; JT
; N 3]
3.4.4 Sampling i; i &
By gamma-Poisson conjugacy, we can sample
L|
. . X
i ] Gam 1+ Yo 2+ ki  and
= 1= ' (3.18)
_ KX . KX .
ki ] Gam + Vi 2+ o
i=1 t=1 i=1 t=1
for DNCB-MF and
!
) KX XX . KX X .
ic | Gam |+ Vigis 2+ & K
) KX X . KX X .
ki J Gam |+ Yigio 2+ i & ;and  (3.19)
i=1 c=1 t=1 i=1 c=1 t:jh
o - KX . XX
o) Gam ,+ Vigii 2+ i ki
i=1 j=1 i=1  j=1

for DNCB-TD.

3.5 Predictability, Computability, and Stability

In many application areas, data analysis methods must be reliable, reproducible,
and transparent. The principles of predictability, computability, and stability (PCS)
help to ensure that these goals are achieved [108]. In this section, we apply the PCS
framework to analyze the predictibility, computability, and stability of DNCB-MF
and DNCB-TD. To measure predictability, we imputed missing data values; to mea-
sure stability, we measure the co-clustering of samples and features while varying the
hyper-parameters of the model; and to address computability, we report computa-

tional complexity. As DNCB-TD is designed to model matrix data where I ~ J, we
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focus on cases where C < K in these tasks. We are looking for methods that have
good accuracy on held-out data, are stable to variations in model hyper-parameters,
and are computable in a time scale that is appropriate for the problem, and we nd
that DNCB-TD achieves the veridical goals of the PCS framework.

Microarray Methylation Data. We compiled a dataset of 400 cancer samples
from the Cancer Genome Atlas (TCGA) [68]. The 400 samples consisted of four
clusters of 100 samples from four di erent cancer types: breast, ovarian, colon and
lung cancer. Of the 27,578 loci that are available, we considered only the 5,000
with the highest variance across as samples, as has been done previously [63]. The
resultant matrix of values was 400 5,000. We make the dataset we used available:
https://github.com/flahertylab/dncb-fac/tree/main/data/methylation

Bisul te Methylation Data. We downloaded the dataset studied by [85]. This
dataset consists of 188 healthy and Ewing sarcoma cancer samples, whose methylation
was pro led using bisul te sequencing (bi-seq). Bi-seq data consists of binary \reads"
of methylation at many loci per gene. Following standard framework, we processed
this data into \beta values™ by rst counting all the methylated-mapped reads d;;

and non-methylated reads uj; for all loci within a given gene j and then calculating

So+dij

i = Jsordy tug with the smoothing term set to s, =0:1 [22]. As with the microarray

data, we selected the 5,000 genes with the highest variance to obtain a 188 5;000
matrix.

Olivetti Faces Data. We loaded the Olivetti faces dataset [81] from scikit-
learn’s dataset library. The dataset consists of ten distinct 64 64 images of each
of 40 di erent subjects. The ten images of each subject vary in facial expression,
angle, and lighting. Each image is in greyscale and quantized to oating point values
on the interval [0;1]. We subset to the rst 20 subjects, selecting the three most
similar photos of each subject measured by Euclidean distance, and vectorized each

of the resulting 60 images to create a 60 4096 matrix with entries between 0 and
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1. We make this dataset available: https://github.com/flahertylab/dncb-fac/
tree/main/data/faces

BG-NMF Method. Our model is most closely related to beta-gamma non-
negative matrix factorization (BG-NMF), which was developed by [62] speci cally
for DNA methylation datasets. BG-NMF is the rst (and, to our knowledge, only)
matrix factorization model to assume a beta likelihood. Speci cally, it assumes that

each element j; 2 (0;1) in a sample-by-gene matrix is drawn,

ij Beta fjl), |(JZ) ; (320)

where the two shape parameters (> and (2 are de ned to be the same linear func-
tions of low-rank latent factors as those given in Equation 3.4. BG-NMF also places
the same gamma priors over these factors as those given in Equation 3.6.
DNCB-MF and BG-NMF both factorize a sample-by-gene matrix into three non-
negative latent factor matrices; however, DNCB-MF factorizes the non-centrality
parameters of the DNCB distribution, while BG-NMF factorizes the shape parameters

of the beta distribution.

3.5.1 Predictability
3.5.1.1 Prior Predictive Check.

The rst condition of predictability in a Bayesian work ow is that the model be
capable of producing data that re ects the statistics of the actual observed data [12].
In order to test whether this criterion was met, we performed prior predictive checks
for three real bounded-support datasets: a bisul te sequencing methylation dataset,
a microarray methylation dataset, and the Olivetti faces dataset.

For each dataset, we initialized the hyperparameters of the DNCB-TD model

according to the values in Table 3.1. We then sequentially drew N samples from the
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Dataset | Hyperparameters Setting

Bisul te methylation (15 2) (0:1;0:1)
(15 2) (0:1;0:1)

(1 2) (0:1;0:1)

R (0:5;0:9)

(C;K) (10;20)

Array methylation (15 2 (0:1;0:1)
(15 2) (0:1;0:2)

(1 2) (0:1;0:1)

YY) (0:7;1:3)

(CK) (10; 20)

Olivetti faces (15 2) (0:1;0:1)
(15 2 (0:1;0:1)

(1 2) (0:1;0:1)

L, ® (5;3:5)

(CK) (20; 30)

Table 3.1: Hyperparameter settings for the prior predictive check on each dataset for
the DNCB-TD model.

generative distribution for DNCB-TD, given by

ic Gam( 1; 2)

ki Gam( 1 2)
W & Gam( 1 2)
© X X .
ij = ic ((:k) Kj t2 fl; 2g

c=1 k=1
yiy Pois ¥ t2fl12g
i ivipsyiy  Beta o7 +vyips &+

where N denotes the number of entries in the observed data matrix. This procedure

thus yielded N simulated observations. We used the function kdeplot from the

seaborn Python module to overlay the density plot of the N simulated values on
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Figure 3.3: Prior predictive checks for DNCB-TD on three real, bounded-support
datasets. DNCB-TD is capable of generating data that re ects the distribution of
the observed data in all three cases.

that of the N observed values for each of the three real datasets, as shown in Figure
3.3.

Next, we repeated the simulation procedure described in the previous paragraph
1000 times for each dataset and computed the mean-squared error (MSE) between
the N simulated and observed values for each of the 1000 trials. For each trial, the

mean squared error is

N (n n)z; (3.21)

where , denotes the observed values and ", the simulated values. We report the
average MSE across the 1000 trials, plus or minus one standard deviation, in Table
3.2.

The density plots and MSE values indicate that DNCB-TD can produce datasets
that are comparable to the methylation and Olivetti face datasets. By tuning the
model hyperparameters, the DNCB-TD model can exibly model a variety of (0,1)-

bounded datasets.

3.5.1.2 Held-out Prediction.
In this section, we compare the predictive accuracy of the DNCB family of models

to the state-of-the-art BG-NMF model. Following the model comparison framework
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Dataset MSE

Bisul te sequenced methylation 0:2000 0:0002
Array methylation 0:1755 0:0001
Olivetti faces 0:0538 0:0001

Table 3.2: Similarity between the observed and simulated data from DNCB-TD mea-
sured by mean squared error (MSE). MSE values are averaged over 1000 trials plus
or minus one standard deviation.

of Gelman [27], we design a set of held-out prediction tasks and measure out-of-sample
predictive performance using the pointwise predictive density.

We distinguish the tasks in this section from posterior predictive checks. In the
latter, the model is t to real data, and new data is simulated from the estimated
posterior distribution; to evaluate the model t, the distribution of the simulated data
is compared to that of the observed data [29]. In this section, we instead evaluate the
model t using cross-validation by tting the model to a subset of the observed data
and measuring predictive performance on the held-out datapoints.

For each of the three real bounded-support datasets, we randomly generated three
masks that censored 10% of the observed data matrix. Using each mask as input,
we t the DNCB-TD, DNCB-MF, and BG-NMF models to each dataset under three
di erent random initializations for each model, varying the number of latent com-
ponents K 2 f4;8;10;14; 20; 30g (for DNCB-TD, we also varied C 2 f4;6;8;10g).
Thus, for each dataset and value of K, each model was t 9 times (once for each
unique mask-initialization pair).

For DNCB-TD, the prior hyperparameters i; ,; 1; 2; 1; and , were set to
0:1, while §” and § were set to 1:0. For DNCB-MF, the prior hyperparameters

1, 2; 1; and , were set to 0:1, and §’ and $? were set to 1:0. For BG-NMF, the

prior hyperparameters were all set to 0:1.
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The models were run for 2000 iterations under each con guration, and posterior
samples of the factor matrices were saved at each iteration. To assess out-of-sample
predictive performance, we used the pointwise predictive density (PPD), which is
given by
Y h X i

1

P 4 O 9 (3.22)
i;j2M s=1

P P Dpost -

where ; are the observed (uncensored) observations, o, @, s are samples of

the factor matrices from the posterior distribution, either saved during MCMC for
DNCB-MF and DNCB-TD or drawn from the tted variational distribution for BG-
NMF, and M is the number of held-out values. For each model, we used S =100,
corresponding to the last 100 samples from inference. The predictive density P (j)
is the beta distribution for BG-NMF and the DNCB distribution for DNCB-MF and
DNCB-TD. Higher values of the PPD indicate better predictive performance.

Figure 3.4 reports PPDiMi for the six di erent values of K. This performance
metric is equivalent to the geometric mean of the predictive densities across the held-
out values; equivalently, it is the (exponentiated) average log predictive density across
the held-out values. The error bars denote 95% con dence intervals, computed across
the 9 unique mask-initialization pairs for each model. We see that across all three
datasets, the DNCB family of models performs comparably well or better to the
state-of-the-art on held-out prediction.

While imputation tasks may be useful for revealing the ways in which di erent
models’ inductive biases di er, they are not the inferential focus of tasks in the prob-
lem domain of DNA methylation. The real motivating task for statistical models of
DNA methylation is unsupervised discovery of cancer subtypes and the pathways that
are relevant to those subtypes [49]. Towards this end, it is critical that the inferred

subtypes and pathways are stable for small variations of model parameters.
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Bisulfite sequenced methylation data Array methylation data Olivetti faces
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Figure 3.4: Heldout prediction results on three datasets; higher is better. We plot
the rescaled pointwise predictive density (PPD) obtained by each model; the error
bars denote 95% con dence intervals across the 9 random mask-initialization pairs.
All three models perform comparably well on held-out prediction.

3.5.2 Stability

Stability assesses how experimental outcomes are a ected by human judgment
calls in the modeling process. A stable model’s results should not signi cantly change
with reasonable perturbations to the data or model architecture [108]. A typical
human judgment call in matrix factorization is the cardinality of the factor matrices.
For DNCB-TD, cardinality is controlled by two parameters C; K, that respectively
de ne the cardinality of the factor matrices 2 R' © and 2 RKX J; for DNCB-
MF and BG-NMF, cardinality is controlled by K. It is important in cancer subtype
detection that cluster and pathway assignments are stable to reasonable changes in

cardinality.
sequencing methylation dataset with 1; ,; 1; »; 1; and ,setto0:1,and §’ and §

set to 1:0. For each con guration, the model was run for 2000 iterations, and posterior

samples of the factor matrices ; were saved from the last iteration.
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We then constructed the true and model-induced sample and feature pseudo co-
occurrence matrices for each combination of C and K. The model-induced sample
co-occurrence matrix is given by T, and the model-induced feature co-occurence
matrix is T for DNCB-TD. The true sample co-occurrence matrix is ' and
the true feature co-occurrence matrix is T , where denotes the sample-by-feature
observed data matrix. Higher values indicate that the two samples (or features) are
more likely to be assigned to the same cluster (or pathway).

Next, to measure the stability of the cluster and pathway assignments under the
model, we computed the KL divergence between the ( attened) true and model-
induced and co-occurrence matrices, once for the samples and once for the features,
for each combinatinon of (C; K). Due to symmetry of the co-occurrence matrices,
the KL divergence was computed using only the upper triangle of the co-occurrence
matrices.

We followed the same process for BG-NMF and DNCB-MF, varying the cardinal-

1, 2, 1; 2, 1, and ,to0:1,andweset §’ and §” were to 1:0; for BG-NMF, we set
all hyperparameters to 0.1. For both BG-NMF and DNCB-MF, the model-induced
sample co-occurence matrix is X X7, where X = ®= ®+ @) and the model-induced
feature co-occurrence matrix is T

We report the KL divergence between the attened true and model-induced co-
occurence matrices for each of the three models for increasing K (and C) in Figure
3.5. In a stable model, the divergences should remain relatively constant, indicating
that the same samples (or features) remain assigned to the same cluster (or pathway).
For BG-NMF and DNCB-MF, as we increase K, neither the cluster nor pathway
assignments remain stable. For DNCB-TD, however, when we hold C constant and
vary K, the sample cluster assignments remain stable; similarly, when we hold K

constant and vary C, the pathway assignments too remain stable. Thus, the clustering
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assignments of the DNCB-TD model are uniquely stable to changes in matrix factor

cardinality.

Figure 3.5: Stability results for BG-NMF, DNCB-MF, and DNCB-TD on bisul te
sequencing methylation data. DNCB-TD is the only model for which the stability of
both cluster and pathway assignments remains relatively constant as factor matrix
cardinality increases.

3.5.3 Computability

The complexity of the algorithm is dominated by the Bessel and multinomial steps
of equations 3.10 and 3.17. The Bessel step scales linearly with the size of the data
matrix O(21J). The complexity of the multinomial step is O(CKNxg) where N
213 is the number of non-zero y{;’; i’ counts. For very sparse counts, this step may
be faster than the Bessel step. In the worst case, the multinomial step is O(21JCK).
How closely the model can t the data is a direct function of the magnitude of the
counts, because the concentration of the likelihood Beta( ij; ¢ + Vs ¢ + Vi)

is proportional to y;;’ +y;?’. The likelihood is maximized by taking the counts to
in nity while keeping their proportion xed to ;. The more sparse the counts, the

more e cient the process. The sparsity of the counts is a ected by the magnitude
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of the Gamma priors, wherein very small values of the shape parameter and large
values of the rate parameter induce smaller counts. In practice, we initialize the
Gibbs sampler by running several iterations of the BG-NMF method, which allows

the model to rapidly acquire a coarse-grained representation of the data.

3.6 Real Data Analysis

In this section, we explore how the latent structures in the DNCB-TD model
reveal methylation pro les associated with cancer subtypes. We also explore DNCB-
TD inferences for the Olivetti faces image data set. The distribution of observed
values within the bounded interval for methylation and image data is very di erent,

yet the exibility of the DNCB-TD model enables it to capture salient features.

3.6.1 DNA Methylation Data

We t DNCB-TD to the Microarray Methylation Data described previously with
C =4 and K = 6. We ran 2,000 iterations of MCMC inference. Due to label
switching, one cannot average over samples, so the inferred latent variables values are
from the last sample.

DNCB-TD infers C overlapping clusters of samples. The extent to which sample i
is well-described by each of the C clusters is given by the vector ;. Figure 3.6 shows
that DNCB-TD concentrates breast, ovarian, and colon samples in distinct clusters,
indicating that the model infers structure that di erentiates the cancer types.

Similarly, our model infers K overlapping pathways of genes, and the extent to
which gene j is active in each of the K pathways is given by the vector ; (Figure
3.7). The core matrix of cluster-pathway factors & can be interpreted as a map
between the space of clusters and pathways describing the extent to which samples

in cluster ¢ methylate genes in pathway k.
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Figure 3.6: The inferred matrix " for methylation array data. Rows are samples
and columns are clusters ]| each entry represents the strength of association between
sample i and cluster c.
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Figure 3.7: The inferred matrix * for methylation array data. Rows are genes and

columns are pathways | each entry represents the strength of association between
pathway k and gene j. Row indices are sorted according to pathway association.
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Figure 3.8 illustrates a sparse, interpretable mapping of cancer types to genetic
pathways. The learned pathways are consistent with cancer development mechanisms.
Pathway 1 is strongly associated with sample cluster 3, which contains predominantly
colon cancer samples; hypermethylation of genes KCNQ5 and ZNF625 in pathway
1 is a known biomarker of colorectal cancer [10, 59]. Pathway 3 is associated with
samples in sample cluster 4 which is composed primarily of breast cancer samples. A
constituent of pathway 3 is the gene ASCL2 which has been shown to be associated
with poor prognosis in breast cancer patients [103]. Pathway 4 is associated with
samples in sample clusters 1 and 4. Sample cluster 1 is composed of ovarian cancer
samples among others. MUC13 is a component of pathway 4 and has been reported

as a candidate biomarker for ovarian cancer detection [79].

Array methylation data
-1.0
- -
-038

-0.6

Clusters

-0.4

-0.2

-0.0

Pathways

Figure 3.8: The inferred core matrix "~ @ for methylation array data. Each entry rep-
resents the strength of association between samples in cluster ¢ and genes in pathway
K.

A parallel analysis of the DNA methylation bisul te sequencing data is in Ap-
pendix B.1. The pathways/feature clusters show a clear block-diagonal structure
similar to the array data. Two sample clusters are characterized by absence of sev-

eral pathways similar to Figure 3.8.
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3.6.2 Olivetti Faces Data

We t DNCB-TD to the Olivetti Faces Dataset with C = 20 and K = 16. We
ran 5; 000 iterations of MCMC inference. The K feature clusters are shown in Figure
3.9. Clearly, the DNCB-TD representation is identifying salient groups of pixels that
co-vary across samples. For example, feature cluster 8 seems to infer a correspondence
between glasses and facial hair. These features are brighter pixel intensities indicating

that the model is identifying a feature with a lack of glasses and facial hair.

Olivetti Faces
Feature cluster 1 Feature cluster 2 Feature cluster 3 Feature cluster 4 Feature cluster 5 Feature cluster 6 Feature cluster 7 Feature cluster 8

Feature cluster 9 Feature cluster 10 Feature cluster 11 Feature cluster 12 Feature cluster 13 Feature cluster 14 Feature cluster 15 Feature cluster 16

Figure 3.9: Inferred matrix . Each feature cluster " is converted to a 64 64
image.

Figure 3.10 shows that DNCB-TD concentrates individuals with similar features
(eg. glasses) into distinct clusters that map interpretably to \eigenfaces" derived from
the inferred matrix . Sample cluster 11 makes use of feature cluster 8. These sam-
ples and features correspond to individuals who have neither facial hair nor glasses.
Sample cluster 14 makes use of feature cluster 6. These samples and features corre-
spond to individuals who have light pixels on the upper cheeks. Sample cluster 16
makes use of feature cluster 1. These samples and features correspond to individuals
who have glare on the glasses.

The assignment of samples to sample clusters in DNCB-TD is given by the inferred
matrix ~ shown in Figure 3.11. It is clear from the blocking structure that the DNCB-
TD model is clustering samples from the same person into clusters. Furthermore,

samples from individuals that are similar fall into the same clusters.
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Figure 3.10: The inferred core matrix ~® Olivetti faces data set. Each entry repre-
sents the strength of association between samples in cluster ¢ and features in pathway
K.

3.7 Conclusion

Our goal in this work is to develop a predictive, stable, and computationally e -
cient method for matrix factorization of bounded support data. One of the challenges
of modeling general bounded support data is that there is a wide variety of empirical
distributions of observed data. By using the doubly non-central beta distribution as
the likelihood distribution, we have achieved a level of exibility that is required for
general bounded support data.

To model the observed data using latent factor representations, we proposed two
methods: one based on the CP decomposition and one based on the Tucker decompo-
sition. The Tucker decomposition is more exible than the CP decomposition because

it allows the number of latent feature factors to be independently determined from
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Figure 3.11: The inferred matrix ~ for the Olivetti faces data set. Each entry repre-
sents the strength of association between sample i and sample cluster c.

the number of sample factors. CP decomposition and BG-NMF require these two
dimensions to be the same.

The increased exibility of the doubly non-central beta distribution and the Tucker
decomposition come at an apparent cost - the distributions in the corresponding
statistical model are not Bayesian conjugates and sampling may be computationally
challenging. We show that by using the augment-and-marginalize trick, we are able
to nd closed form Gibbs sampling updates and mitigate the computational costs of
the modeling choices.

We show that the model identi es informative latent factors in both DNA methy-
lation data and image data. In clinical and experimental applications, it is undesirable

for a model to be sensitive to hyper-parameters and DNCB-TD is empirically stable
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to hyper-parameter changes. DNCB-TD has competitive held-out predictive perfor-
mance as well, even though the primary objective of the model is to learn informative
low-dimensional representations of the data.

Methylation patterns have the potential to improve our capability to use circu-
lating cell-free DNA to monitor for cancer recurrence and localize metastatic events
for further investigation. The models proposed in this work could be used to iden-
tify informative biomarkers for those applications. Indeed, matrix-valued data with
bounded support are ubiquitous and there are many other applications of models for

such data beyond clinical applications.
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CHAPTER 4
CONDITIONAL DNCB MATRIX TRI-FACTORIZATION

4.1 My Contributions
1. | wrote the proof deriving the Conditional-DNCB density for arbitrary values
of the conditioning variable. This extends the proof of Ongaro & Orsi [70]
and Orsi [72], both of which only derive the form of the C-DNCB density for
the case where the conditioning variable equals one. The relaxation of this
assumption allows for modeling using the Conditional-DNCB density in a much

wider variety of use cases.

2. | identi ed that the controllable parameter ” of the C-DNCB distribution

can be used to better model bisul te sequencing methylation data.
3. I implemented a sampling method in Python that can simulate data from any

C-DNCB distribution, based on an inverse-transform to e ciently sample from

the \mixture-weight" distribution de ned in Orsi [72].

4. | developed an iterative algorithm that is able to both t the tri-factorization
model and infer the conditioning variables of the C-DNCB density, which allows
the model to be used even in cases where the latter data is not fully available.

| designed a simulation study to demonstrate the e cacy of this method.

5. | conducted the experiments evaluating the model’s performance on real data
and showed that the held-out prediction performance is highly sensitive to the
controllable &~ parameter of the C-DNCB distribution.

|
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4.2 Introduction

In recent years, bisul te sequencing has replaced microarray-based methylation
pro ling for detection of DNA methylation [57]. While whole-genome bisul te se-
quencing (WGBS), which pro les methylation levels across the entire genome, remains
expensive, reduced-representation bisul te sequencing (RRBS) is an economical alter-
native that speci cally targets CpG-rich regions of the genome, which represent ap-
proximately 1% of the genome [5]. Unlike microarray methods, which rely on relative

uorescence intensities to measure methylation levels, bisul te sequencing methods
provide direct counts of both the number of methylated reads and the total number
of reads at each target site in the genome [36]. Thus, bisul te sequencing technology
gives researchers ready access to additional information on top of the methylation
proportion levels ( -values) where microarray technology does not.

The models presented in Chapters 2 and 3 were inspired by earlier-generation
sequencing technologies and hence do not make use of the additional data provided
by bisul te sequencing methods. We therefore present a model, Conditional DNCB
Matrix Tri-Factorization, which addresses advances in sequencing technology by in-

tegrating total read counts in addition to methylation proportion levels.

4.3 Conditional DNCB Factorization
As shown in Chapters 2 and 3, the DNCB distribution admits an augmented
representation, wherein j;  DNCB ¢’; ¢7; {; ¥ can be represented as a ratio
of independent Gamma auxiliaries that depend on Poisson counts:
il 5ol e

5y Gam @ +ypic  t2fl2g 5

yi‘}) Pois fj) t 2 f1;2g:
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Inspired by advances in methylation pro ling technology which give us access not
only to the methylation -values but also to the total number of reads at each site
(that is, the denominators of the -values), we can condition on >+ [, the sum
of the independent gamma random variables in the mixture representation. Follow-
ing the nomenclature of Orsi [70], we refer to this conditional distribution as the
Conditional Doubly Non-Central Beta (C-DNCB) distribution.

In particular, we introduce a model based on the assumption that the entries

ij 2 (0;1) of an observed I J matrix given i(j*) > (0 are C-DNCB random variables,
i CDNCB ¢ & 5 (4.2)

We de ne the C-DNCB density here and visualize it in Figure 4.1.
De nition 8 (Conditional DNCB distribution). A conditional doubly non-central
beta random variable j © CDNCB( 1; »; 1; 2) is continuous with bounded sup-
port 2 (0;1). Its distribution is de ned by positive conditioning value * > 0,

shape parameters ; >0 and , > 0, non-negative non-centrality parameters ; 0

and , 0, and probability density function (PDF) equal to

.t Tt
Fio—F oFy o —21 )

0
CDNCB ; ™; 1; 2, 1, 2 =Beta( ; 1; 2)

1 X1

where oF1 (; ) is the generalized hypergeometric function, de ned oF1( ;X) = 2, O

[86].

We provide a full derivation of the density in De nition 8 in Appendix C.1, noting
that this is the rst known derivation of the density for arbitrary values of ?; pre-
viously, Ongaro & Orsi [70] derived it only for the case that ™ = 1. Computing the
C-DNCB density is straightforward and tractable due to open-source implementation
for the hypergeometric function oF;(; ) (and its equivalent forms) in the Python

library SciPy [99].
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Figure 4.1: Like the DNCB distribution, the C-DNCB distribution takes a multi-
modal shape when the shape parameters ;; , <1 (left). The conditioning value
a ects the concentration of the distribution (right).

4.3.1 Tri-factorization model
We extend the tri-factorization model presented in Chapter 3 to the conditional
case and present C-DNCB matrix tri-factorization. Our factorization strategy follows

the Tucker decomposition strategy introduced in Chapter 3,

@ — xX X (€} @ — x @ .
ij — ic ck ki and ij — ic ck Kkj (43)

c=1 k=1 c=1 k=1
where the latent factors are endowed with Gamma priors

ic Gam( 1; 2)
ki Gam( 1, 2) 4.4)
Q19 cam(y; o):
An alternate prior structure based on the beta and Dirichlet distributions is dis-

cussed in Appendix C.3.

4.4 Learning the conditioning values
In the context of bisul te-sequencing methylation data, i‘j") represents the total

number of reads (both methylated and unmethylated) at CpG island j in sample i
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Figure 4.2: Graphical model representation of C-DNCB-TD, given in Equation 4.3.
Shaded nodes denoote observed variables; unshaded nodes denote latent variables.
Solid edges denote random variables; dotted edges denote deterministic variables.

and is made available as part of the data. More generally, we can conceptualize
as the amount of information, or con dence, we have about a particular observation;
for example, [~ > (" would indicate that we have a more precise estimate of the
observed data values along feature j compared to feature k.

In applications where  is made available, the latent factors may be estimated
via directly tting the C-DNCB-TD model. However, measurements of ¢ are not
readily available in many data applications. This presents an obstacle to modeling
with the C-DNCB distribution because it requires  as an input. Therefore, we
design an iterative algorithm that can estimate both > (via maximum likelihood

inference) and the latent factors of the tri-factorization model (via the C-DNCB-TD

model). The procedure is detailed in Algorithm 1.
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Algorithm 1 Iterative estimation algorithm
Input data X; data dimensions I;J; learning rate ; Nier
Initialize ;"(0) =18j =1;::;J
forn=1;:::; Njwr do
if n=1 then . (Step 1. Estimation of latent factors)
. : : +
;(n); £(n)  Fit C-DNCB-TD model with ;(0)
Compute NLL® =« Xj #(0); H(n); %(n);
else
L(n); %(n)  Fit C-DNC.B-+TD modeI1W|th g(n 1)
Compute NLL™ = ¢ Xj (n 1); §(n); %(n);
Compute . =NLLO D NLL®™

min(1;exp( nLL))
Draw u  Uniform(0;1)

if u< then
;(n) ;i (n)
ij(n) i (n)
else
Li(n) i(n 1)
(n) (1)
end if
end if
for j =1;:::;J3 do h . (Step 2: Estimation of [
) (n 1 j(n 1) argmin 0 (X F(n); #(n); ;)
end for
end for

Maximum likelihood inference in Step 2 is achieved via automatic di erentiation of
the C-DNCB log-likelihood using the Python library autograd [64]. The Metropolis-
Hastings style update in Step 1 obtains the proposals ( {;; {7) from the C-DNCB-TD
model; the acceptance probability is based on the C-DNCB negative log likelihood.
In practice, this results in updating {; {2 only when it improves the negative log

ij o ij
likelihood.

4.5 Posterior inference
Posterior inference proceeds similarly as under the unconditional DNCB-TD model,
except that with &” now xed as an input to the model, we eliminate the sampling

ij
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step for {” and directly compute ; { as functions of ” and the observed data,

as de ned in Equation 3.8. The full Gibbs sampler is de ned:

@O - M . @ — (+)
1. Compute "= i ;=@ )i

aq a__
@ ; @ 1. o @ . @ ; @ 1. @ @
2. Sample Yij J Bes ¢’ 1,2 ¢;j i i o Vi) Bes 5 1,2 ¢;j i ij
) _ N o O
3. Sample  Yidi o) Mult y; =<t ,
C,k ]] ij ck
@ @ n.o k_o |
H . 1IC ck J
Yicik cxJ Mult yi;’; TR
P, P P P, P P
. J K 2 w . J K 2 ® .
4. Sample ] Gam 1+ jo o1 = Vige 277 =1 ke t=1 ok ki
P, P. P P P. P
ok | C 2 @® . | C 2 .
kj J Gam 1+ o L = VYige 2t iz =1 t=1 ic o 5 and
P P P P
® ; | J ® . | . J i
ok J Gam 1+ i=1  j=1 yicjk, 2t o1 ic j=1 Ki

4.6 Model Evaluation
4.6.1 Simulation Study: Predicting
To illustrate that the C-DNCB-TD model can be used in applications where the
™ are not available, we run our iterative algorithm described in 4.4 on a simulated
dataset of 500 samples and 10 features. Each column j of data was independently

™ the ten

sampled from a C-DNCB distribution with a distinct conditioning value ;

values of j‘” were drawn from an exponential distribution to ensure non-negativity.
Our method to draw samples from the C-DNCB distribution is described in Appendix
C.2.

We used the algorithm described in Section 4.4 to iterate between estimating
the latent factors and the true j“) values. The results, presented in Figure 4.3,
demonstrate that our approach quickly converges towards the true values of j(” for all
but the largest values ( j(*) 50), which we underestimate. To understand this result,
we explore the e ect of ¢ on the behavior of the C-DNCB distribution, illustrated
in Figure 4.4. We observe that holding ( 1; 2; 1; 2) Xed, the variance of the C-

DNCB distribution rapidly decays with . Further, beyond a certain threshold
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(approximately ¢ > 10), increasing the magnitude of > does not strongly alter the
behavior of the C-DNCB distribution, in that the distribution remains concentrated
in the same region. This suggests that when modeling with the C-DNCB distribution,
accurate speci cation of

™ is largely critical when the true  is very small, and

conversely, it su ces to estimate ¢ \large enough™ otherwise.
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Figure 4.3: On a simulated dataset where each column of data was generated from
a C-DNCB distribution with a di erent value of {*, our iterative algorithm quickly

converges to the true

J
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Variance vs. ) CDNCB Density
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Figure 4.4: The theoretical variance of the C-DNCB distribution decays rapidly with

™ (left). Increasing © quickly concentrates the C-DNCB distribution; beyond
a certain threshold, incrementing > by 50 to 100 does not dramatically alter the
empirical behavior of the C-DNCB distribution (right).

4.6.2 Predictability

We now discuss the predictability of the C-DNCB-TD model to evaluate whether
the latent factors learned by the model provide a good low-rank approximation to
new data.

We extend the heldout prediction experiment of Section 3.5.1.2, which concerned
the DNCB and BG-NMF models, to the C-DNCB-TD model. We use the bisul te-
sequencing methylation dataset from She eld et al. [85], which consists of 188 healthy
and Ewing sarcoma cancer samples. We selected the 5,000 genes with the highest vari-
ance to obtain a 188 5;000 matrix of observed -values. We use the corresponding
188 5;000 matrix of total read counts as the conditioning values i(j+); the read counts
vary in magnitude from 1 to approximately 2 108.

To hold out data, we used the same three random masks used in Chapter 3, which
censor 10% of the observed data matrix, and we t the C-DNCB-TD model with
various values of C and K to the masked data matrix under three di erent random
initializations, imputing the missing values. In the methylation context, this task

is analagous to imputing missing -values given only the total read counts for those

observations. A visual check of the predictive performance of C-DNCB-TD is provided
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in Figure 4.5. For the C-DNCB-TD model t with C = 8; K = 10, we compare the
distribution of the imputed datapoints to the distribution of their true values and

nd that the C-DNCB-TD model is able to closely recover the true distribution.

Heldout Prediction, C-DNCB-TD

" === Imputed Data
3.0 1 A —— True Data

2.5 A

2.0 A

Density

1.5 A

1.0 A

0.5 4

0.0 0.2 0.4 0.6 0.8 1.0

Figure 4.5: Heldout prediction results on bisul te-sequencing methylation data.
Based on a random test-train split used to hold out 10% (n = 94;000) of the data,
we t C-DNCB-TD with C = 8; K = 10 to the training data. Comparing the distri-
bution of the imputed values to their true values indicates that C-DNCB-TD is able
to closely approximate the true distribution.

Measuring the out-of-sample predictive performance with the pointwise predictive
density (PPD), as in Section 3.5.1.2, reveals an interesting property of the C-DNCB

distribution. Recall that the pointwise predictive density is given by

Y h X i
I:)F)Dpost: % P ijl s gl); gz); sy |(J+) ; (4.5)
i;j2M s=1
where ¢ &; @ s are samples from the posterior distribution saved during MCMC

for C-DNCB-TD, and the predictive density P(j) for C-DNCB-TD is the C-DNCB
distribution.
Under the same experimental setup, the PPD for each of the BG-NMF, DNCB-

MF, and DNCB-TD models was between 10 and 12 across all con gurations of C
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and/or K, as reported in reported in Figure 3.4. Yet, despite the visual checks
indicating strong imputation performance for the C-DNCB-TD model, the PPD for
C-DNCB-TD was less than 2 across all masks, random initializations, and values of
(C; K) { much lower than the PPD for DNCB-TD, DNCB-MF, and BG-NMF. Table
4.1 lists the imputation results and C-DNCB density for 10 of the masked observations
imputed using the C-DNCB-TD model. Each observation was imputed with low
error, and yet the density P(%;j ; @; @; ) for each observation was small. This
behavior is explained in Figure 4.6, which plots the C-DNCB density for increasingly
large values of [, holding ( §°; ¢”; s i) constant. We see that P( j;j ) is able
to take large values only when i‘j+) is very large; in particular, the density takes very
large values in a narrow region and goes to O elsewhere. Conversely, when i(j+’ IS
small, P( ;] ) is non-zero everywhere, but never takes large values. Thus, as a
prediction metric, the C-DNCB density heavily rewards good prediction under large

i, heavily penalizes poor prediction under under large {;”, and is conservative
under small i‘j+’. Recalculating the C-DNCB density for the 10 imputations with

very large &, shown in Table 4.1 accordingly rewards these predictions with high

ij
P("ii ).

4.6.3 Computability

We tboth the DNCB-TD and C-DNCB-TD models with varying values of (C; K)
to the 188 5000 bisul te-sequencing sarcoma dataset, allocating 1 CPU with 8G
of memory to each tting task, and present the wall-time taken to t each model in
Table 4.2. The wall-time is measured in minutes and rounded to the nearest whole
value.

Training times are largely identical for C-DNCB-TD and DNCB-TD. This isin line
with the computational complexity of the Tucker decomposition algorithm described

in Section 3.5.3: the complexity is dominated by the Bessel and Multinomial steps,
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True j; Imputation Error P(%j ) || P(%ji =107 )

0:78 0:00 1.45 10.38
0:16 0:03 1.95 11.04
0:88 0:07 1.76 11.07
0:84 0:08 1.51 10.13
0:15 0:08 1.61 10.91
0:90 0:09 1.74 29.12
0:31 0:10 2.02 11.44
0:17 0:10 2.01 16.69
0:59 0:15 1.62 10.01
0:59 0:19 1.70 10.45

Table 4.1: Imputation results for C-DNCB-TD for 10 masked observations. Despite
the low imputation error, the predictive performance as measured by the C-DNCB
density appears very low, due to the sensitivity of the C-DNCB distribution to  &”.

ij

Recalculating the density with very large §” subsequently rewards the predictions.

12

ij

Sensitivity to

()
ij

10 A

Probability density

- (=1

- ®=100
- ®)=10000
- ¢)=1000000

Figure 4.6: The magnitude of the C-DNCB density is highly sensitive to {”; though

ij

the distribution remains concentrated in the same region, the value of the density in

this region varies greatly with {°.
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(C,K) Fit time: CNCB-TD Fit time: DNCB-TD

(6,10) 93 min 92 min
(6,20) 163 min 168 min
(8,10) 111 min 111 min
(8,20) 173 min 181 min
(10,10) 124 min 126 min
(10,20) 193 min 195 min

Table 4.2: Training time for the C-DNCB-TD and DNCB-TD models. The compu-
tation time of both models scale similarly with C and K.

which are present in both models. The complexity of the Multinomial step scales

™.,,@

with the number of non-zero counts yj; ,yi(j); these counts are sampled from Bessel

distributions that depend in part on the values of {; {>. The unconditional model
samples ;” from a Gamma prior, and thus the values taken by {’; = are controlled
via the prior hyperparameters. In the conditional model, however, ,(J*) isa xed input
to the model and 7’; 5 are deterministic functions of two xed quantities: [~ and
the observed data. So while the conditional model helps to clamp y§?; v, it is not

necessarily the case that it induces any additional sparsity among them.

4.6.4 Stability

In Section 3.5.2, we compared the stability of the models based on the DNCB
likelihood to the stability of the state-of-the-art BG-NMF model and found that only
the model based on the Tucker decomposition, DNCB-TD, was su ciently stable to
changes in the number of latent factors. In particular, we found that on a bisul te-
sequencing methylation dataset, the cluster assignments induced by DNCB-TD on
the samples remained stable as the number of latent factors among the features was
allowed to increase, and vice versa. In conducting a similar experiment on the cluster
and pathway assignments induced by C-DNCB-TD, we nd that the stability property
of the Tucker representation is preserved under the C-DNCB likelihood-based model,

as seen in Figure 4.7.
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Figure 4.7: Stability results for BG-NMF, C-DNCB-TD, and DNCB-TD on bisul te
sequencing methylation data. Only the models based on the Tucker decomposition
produce cluster assignments that are stable to changes in the cardinality of the factor
matrices.
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C-DNCB-TD on Bisulfite Sequencing Methylation Data

Samples 1-16: Ewing cell lines

Samples 17-156: Ewing tumors

Samples

Samples 157-177: Healthy MSCs

Samples 178-188: Ewing MSCs
-0.0

Clusters Pathways

Figure 4.8: We applied C-DNCB-TD with C = 3; K = 8 to analyze the bisul te
sequencing sarcoma dataset of She eld [85]. The model sorts the di erent sample
types into distinct clusters and nds an interpretable mapping of samples to genes.

4.7 Real Data Analysis

Finally, we tthe C-DNCB-TD model to the bisul te-sequencing sarcoma dataset
of [85] and examine whether it is able to learn interpretable, biologically relevant
structure.

The sarcoma dataset consists of samples from healthy and Ewing sarcoma pa-
tients: samples 1-16 are Ewing sarcoma cell lines, samples 17-156 are Ewing sarcoma
tumors, samples 157-177 are mesenchymal stem cells (MSCs) from healthy patients,
and samples 178-188 are MSCs from Ewing sarcoma patients. Some patient overlap
between the cell line and tumor samples exists; a subset of patients gave both types
of samples. Figure 4.8 shows that the C-DNCB-TD model t with C = 3;K = 8
populates Cluster 1 with the Ewing cell line and tumor samples, Cluster 2 with the
mesenchymal stem cell samples, and Cluster 3 with a portion of the Ewing cell line
samples; the core matrix demonstrates a sparse and interpretable mapping of clusters
of samples to genetic pathways.

The assignment of the Ewing tumor samples into largely a single cluster corrobo-
rates the results of [85], who nd no distinct Ewing sarcoma subtypes in the patient
population based on methylation levels. This suggests that, unlike many other can-

cers, Ewing Sarcoma may be represented as a continuous spectrum rather than a
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set of distinct epigenetic subtypes, and helps to explain why the cluster assignments
induced by C-DNCB-TD appear to be based on higher-level characteristics like cell
type. Simultaneously, the overlap between the MSCs and tumor samples in Clusters
1 and 2 may support the growing hypothesis linking mesenchymal stem cells to sar-
comagenesis, ie. that mesenchymal stem cells are a \cell of origin™ for Ewing tumors

[58, 101, 92].

4.8 Conclusion

Our goal in this chapter is to develop a tractable, reliable model that re ects the
full capabilities of current gold-standard methylation pro ling technology. We con-
nected the availability of total read count data from bisul te-sequencing technology
to the @ variable of the fully augmented DNCB representation and derived the
form of the conditional DNCB density for arbitrary values of <, where previously
the conditional density was known only for the case that > = 1. By relaxing this
assumption on  “, our generalization allows for the use of the conditional DNCB
density in a wide variety of real data applications where > can characterize the
precision with which observations were measured. We further characterized the be-
havior of the conditional DNCB under di erent values of =1 and implemented
a method to easily sample from the conditional DNCB density under any values of
its parameters.

To analyze modern methylation data, we extended the (unconditional) DNCB-
TD model to present Conditional DNCB Matrix Tri-Factorization (C-DNCB-TD).
We found that the C-DNCB-TD preserved the predictability, computability, and sta-
bility of its unconditional analog, with interesting properties for measuring predictive
performance due to the sensitivity of the C-DNCB density to .

To demonstrate that the C-DNCB-TD model may be used even for datasets where

the conditioning quantities ¢ are not explicitly available, we derived an e cient
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iterative algorithm that can both estimate the factorization model and infer . We
demonstrate empirically that this algorithm converges rapidly to the correct values
of ™,

Finally, we t the C-DNCB-TD model to a real bisul te sequencing methylation
dataset from a study of samples from Ewing sarcoma patients. We nd that the
C-DNCB-TD model learns structure among the tumor samples that concords with
existing epigenetic understanding of Ewing sarcoma, namely that Ewing sarcoma does
not exhibit distinct epigenetic subtypes. Further, the model nds overlap between
mesynchymal stem cell and Ewing tumor samples, re ecting current hypotheses that

link sarcomagenesis to mesynchymal stem cells.
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CHAPTER 5
DISCUSSION

We conclude by discussing the contributions of each chapter and identify com-

pelling directions for future work.

5.1 Chapter 2

In Chapter 2, we present DNCB-MF, a probabilistic matrix factorization model
for (0,1)-bounded data based on the beta likelihood. This model is the rst bounded-
support matrix factorization model based on the beta-likelihood that enables straight-
forward MCMC inference. Posterior inference in beta-likelihood models is tradition-
ally challenging due to the lack of a closed-form conjugate prior. We overcome this
challenge by employing an augment-and-marginalize strategy based on gamma and
Poisson auxiliary variables, which make the complete conditionals for the latent Pois-
son counts available in closed form via the Bessel distribution. This allows for the
development of a Gibbs sampler that is asymptotically guaranteed to sample from
the exact posterior. This guarantee is particularly useful in applications where data
collection is expensive and decision-making based on real data analysis must be ac-
companied by precise quanti cations of uncertainty, such as the clinical setting.

We evaluate the predictive performance of the DNCB-MF model on a range of
simulated and real datasets. We show that by tuning the DNCB-MF model hyperpa-
rameters {°; & which correspond to the shape parameters of the DNCB likelihood,
the DNCB-MF model is able to exibly model bounded-support datasets with a va-

riety of di erent shapes and dispersion levels, and our model uniformly enjoys better
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predictive performance than the state-of-the-art BG-NMF model on all the simulated
and real datasets under analysis.

Finally, applying the DNCB-MF model to a dataset measuring methylation levels
in 100 samples of each 4 di erent cancers, we nd that the DNCB-MF model is
able to learn meaningful representations of DNA methylation data. The sample-by-
component inferred embedding matrix recovers known associations between cancer
types and genes, indicating that our model’s results accord with existing epigenetic

knowledge.

5.2 Chapter 3

In Chapter 3, we relax certain constraints on the CP-based factorization model
presented in Chapter 2 to introduce a more exible model, DNCB-TD, that is based
on the Tucker decomposition. Under the Tucker decomposition of a matrix, the
number of latent factors among the rows is allowed to di er from the number of
latent factors among the columns, which is a useful property in data applications
where the dimensions of the observed data are di erent orders of magnitude; this is
typical of methylation data, where sample sizes are typically quite small due to the
high per-sample costs of sequencing.

A novel nding regarding the Tucker-based model is that it has similarly strong
predictive performance to its counterpart based on the CP decomposition, but is
more stable to changes in the number of latent factors, which is among the primary
decisions that must be made prior to tting a latent factor model. That is, the
Tucker-based model allows the modeler to vary the number of latent factors among
the features while keeping the cluster assignments among the samples stable, and vice
versa. This allows for exibility in choosing the number of latent factors along each

dimension while providing guarantees on the reliability of model ndings.
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Applying the Tucker-based model to the analysis of real data, we nd thatitis able
to learn interpretable, meaningful structure on both methylation data and grayscale
image data. While both types of data are (0,1)-bounded, they have very di erent
distributions, which demonstrates that models based on the DNCB likelihood are

able to exibly model bounded-support data with a variety of di erent shapes.

5.3 Chapter 4

We extend the Tucker model to enable conditioning on the sum of the gamma
auxiliary variables in Chapter 4. In the methylation setting, this sum corresponds
to the total read counts at a particular site in the genome, which is data that is
made newly available by modern sequencing technology. More generally, the condi-
tioning sum can be used to represent the amount of con dence the modeler has in
the measurement accuracy of a given observation.

We extend the literature on the C-DNCB distribution by exploring its properties
under arbitrary values of the conditioning variable i‘j”; previously, this had only been
available for the rather strict case where ” = 1. We nd that the C-DNCB density is
highly sensitive to this parameter, which enables e cient learning of this parameter
and has interesting consequences for measuring predictive performance under the
pointwise predictive density (PPD) metric. In particular, using the CDNCB density
to measure predictive performance is a \high-risk, high-reward" strategy, wherein the
density strongly rewards good prediction and heavily penalizes poor prediction under
large values of the conditioning variable. Further, the Tucker model based on the
C-DNCB likelihood provides similar guarantees on stability and computability to the
unconditional Tucker model. Finally, on a real bisul te-sequencing dataset of Ewing

sarcoma samples, the C-DNCB-TD model learns structure among the samples that

accords with current epigenetic understanding of the disease.
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5.4 Limitations

Highly correlated data. Due to the high per-sample cost of sequencing, methy-
lation datasets are typically small in scope and in the number of samples [7]. Further,
datasets may consist of multiple samples from the same individual. As a result, there
may be insu cient diversity in the data with which to induce meaningful cluster-
ing, particularly among the samples. Prior to model- tting, conducting correlation
diagnostics would help to address this limitation.

Batch e ects. Batch e ects refer to confounding e ects induced by the data
collection process, such as through changes in laboratory conditions or personnel.
These confounding e ects commonly occur when samples in a single study are pro-
cessed over a long period of time (ie. in batches) or when data is combined from
multiple studies [53]. Batch e ects and statistical techniques to detect and control
for them have been widely studied for methylation microarray data [44, 13], but not
for bisul te sequencing data, which is typically collected at a smaller scale due to
the high per-sample cost [90]. Hence, it is less clear whether batch e ects pose a
signi cant issue in the analysis of bisul te sequencing data. Downstream analyses
after dimensionality reduction should be conducted to validate ndings.

Publicly available data. There is a paucity of publicly available bisul te se-
guencing methylation datasets from human studies, particularly at the medium to
large scale (100 or more samples). Access to additional bisul te sequencing datasets
is bene cial for further evaluation of our models, particularly C-DNCB-TD. Many of
the ongoing large-scale methylation data collection projects take place in the hospital
setting; partnerships with investigators at hospitals to expand the limited amount of

data currently shared with the research community would address this limitation.
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5.5 Future Work
5.5.1 Integrative analysis of biomedical data via bounded-support tensor
decomposition

Thus far, we have presented a family of bounded-support matrix factorization
models. Though these models are based on techniques for tensor decomposition, we
have thus far de ned them only for 2-mode tensors (matrices). This enables the
analysis of a single data type, eg. methylation data, at a time. Integrative analysis
is the study of multiple datasets (typically in matrix form) that have been combined
into one in order to model relationships between di erent processes [25], as in \multi-
omics" studies that combine multiple types of genomic data. A natural data structure
for this type of analysis is a three or more mode tensor.

In Chapter 3, we demonstrated that the DNCB-TD model is capable of learning
interpretable structure in both methylation and grayscale image data, both of which
may be quanti ed as (0,1)-bounded data. Recent work has established the role of
DNA methylation changes in the development of neurological and neuropsychiatric
diseases [105, 41]. These diseases are commonly studied using neuroimaging tech-
niques such as magnetic resonance imaging (MRI) that capture grayscale images of
the brain [98, 42]. A compelling area of future research would be to combine MRI
image data with methylation data from brain cells in patients with neurological dis-

eases such as Alzheimer’s disease to develop biomarkers for disease progression and

subtyping.

5.5.2 Non-invasive monitoring of cancer progression & transplant health

Cell free DNA is fragmented DNA that is found in the bloodstream. Cell free
DNA levels are elevated in patients with cancer, and in some cases, DNA from tumor
cells can constitute a large proportion of circulating cell free DNA [17]. In the real

data analysis of Chapter 3, we demonstrated that methylation levels can be used
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to distinguish between di erent cancer types, which concords with existing research
categorizing cancer types by methylation patterns [60, 35, 14].

Recent technology has been developed to enable sequencing of cell-free circulating
tumor cells for cancer and transplant diagnostics [54, 15]. These provide a non-
invasive alternative to highly-invasive tumor biopsies, which are not feasible in all
patients. A potential future research direction is to assess the feasibility of integrating
methylation monitoring and clustering with existing noninvasive cell-free diagnostic

technologies.
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APPENDIX A
APPENDIX TO CHAPTER 2

A.1 The DNCB distribution
The DNCB distribution is de ned in De nition 1. [70] provide a general formula

for the moments of the DNCB distribution. Its rst moment is

h [

E[ 1= —=2— 1R (; +5 )+ =25k ( +1 +2 )

where 1F;(; ; ) denotes Kummer’s con uent hypergeometric function. The second
moment is more involved, but also does not involve any special functions beyond
1F1i(55).
Computing the mean and variance of the DNCB is easy because there are many ef-
cient open-source implementations of 1F1(; ; ) | e.9., in the Python library scipy [99].
On the other hand, computing the DNCB density, which we need to assess out-of-
sample predictive performance, requires computing Humbert’s con uent hypergeo-
metric function [; ; ; ; ] for which we know of no open-source implementations.

We therefore implemented the algorithm of [71] in Cython.

A.2 Posterior Inference
Here, we provide a complete summary of our entire Gibbs sampler. As we de-

scribed in 2.4, the rst step is to sample the gamma-distributed auxiliary variables:

Cj Gam 94yl (A1)

®= O oad 2= ) (A2)
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The Poisson-distributed auxiliary variables are then conditionally independent

Bessel random variables ] i.e.,

@) 1

mCC<

(F)X (9]
- O Ggh (A.3)

i ) Bes@ 1;2% ¢
k=1

ij

for r 2 f1;2g. Conditioned on these auxiliary counts, the updates for the latent

factors follow from gamma{Poisson matrix factorization. First, we represent each

. P . .
count as the sum of K subcounts [i.e., y; = szlyi(JTf(. By Poisson additivity,

each of these subcounts is Poisson distributed and their complete conditional is a
multinomial distribution:
: . ™ .
yijk k:lj Multi yi(j)) P Klk (L:'J) - . (A4)
K=1 jk0 Ki =1
By Poisson{gamma conjugacy, the complete conditionals of the latent factors, condi-

tioned on the subcounts, are

b ¢ b ¢

i J Gam ag+ Yot i (A5)
j=1 i=1 .
X i

ki J Gam e+ Yijks Fo+ P (A.6)
i=1 r=1 i=1 r=1

Equations A.1 through A.6 summarize the entire Gibbs sampler for DNCB-MF.
Iteratively following these steps is asymptotically guaranteed to sample from the exact

posterior.

A.3 Synthetic Data Generation
We used the synthetic data generation pipeline in the R package Epiclomal to

generate 9 synthetic methylation datasets, each of dimensions 100 500: 3 datasets

87



Dispersion Level | Parameter Setting
High Loci 500
Clones 10
Cells 100
Error probability (0:01;0:1)
Dirichlet parameters  (10;1)
Number of regions 10
Medium Loci 500
Clones 10
Cells 100
Error probability (0:01;0:1)
Dirichlet parameters (1;1)
Number of regions 10
Low Loci 500
Clones 10
Cells 100
Error probability (0:1;0:1)
Genotype probability 0:5
Number of regions 10

Table A.1l: Hyperparameter settings for the Epiclomal synthetic data generation
pipeline.

with high concentration at the bounds of support (“"high dispersion™), 3 datasets with
some concentration at the bounds of support (*"medium dispersion™), and 3 datasets
with a more uniform distribution ("low dispersion™). The goal was to demonstrate
that the DNCB family of models is able to exibly model (0,1)-bounded data with a
variety of di erent distributions.

The Epiclomal pipeline simulates single-cell methylation data. To create \bulk"
data, similar to the microarray or bisul te sequencing methylation data, we generated
and aggregated (averaged) 100 cells per sample to get N = 100 samples at M = 500
genes. Table A.1 provides the exact list of parameters passed to the Epiclomal pipeline
for each of the three classes of dataset, wherever the parameters di er from the default

settings.
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APPENDIX B
APPENDIX TO CHAPTER 3

B.1 Real Data Analysis: Bisul te sequencing methylation

data
We t DNCB-TD with C = 3;K = 8 to a matrix of 188 bisul te-sequenced
samples, of which 167 were Ewing sarcoma cancer samples and 21 were healthy. We
ran 2,000 iterations of MCMC inference. The resulting inferred matrices ™;"; "
are visualized in Figures B.1, B.2,and B.3. DNCB-TD is able to distinguish the
Ewing sarcoma cell lines and tumors, and groups together the healthy and Ewing

mesenchymal stem cells (MSCs).

Bisulfite sequencing methylation data

Samples 0-16: Ewing cell lines

Samples 16-156: Ewing tumors

Samples 158-178: Healthy MSCs

Samples 179-189: Ewing MSCs

Clusters
Figure B.1: The inferred matrix " for bisul te methylation data. Rows are samples

and columns are clusters ]| each entry represents the strength of association between
sample i and cluster c.
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Figure B.2: The inferred matrix ™ for bisu te methylation data. Rows are genes and
columns are pathways || each entry represents the strength of association between
pathway k and gene j. Row indices are sorted according to pathway association.
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way K.

B.2 Mixing Time
Our family of matrix factorization models relies on a Gibbs sampling algorithm
to estimate the constituent factor matrices (ie. ; ; @; @ for DNCB-TD). Con-
vergence criteria for Gibbs sampling algorithms have been widely studied in light of
ambiguity over convergence rates [110, 80, 8]. High-dimensional parameter spaces,
strongly correlated variables, and multimodal distributions all pose challenges to ef-
cient mixing. In this section, we brie y illustrate the mixing rate of the DNCB-TD
algorithm.
We t the DNCB-TD model to the bisul te sequencing methylation dataset with
with the prior hyperparameters 1; »; 1; 2; 1; and , set to 0:1; §” and § set to

1:0; and (C;K) set to (4;4). We ran the model for 1,020 iterations, and saved
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Figure B.4: Mixing times for selected entries of the factor matrices and for
DNCB-TD. Both factor matrices converge within a few hundred iterations.

posterior samples of the factor matrices and at every 20 iterations. To illustrate
the mixing time of the DNCB-TD model, we chose a random entry ;; ; from each
factor matrix and plotted its values over the 1020 iterations of the Gibbs sampler and
report the results in Figure B.4. Both factor matrices appear to rapidly converge,
requiring only a few hundred iterations: the sample-by-cluster factor matrix entry ;.
converges within 300 iterations of the Gibbs sampler, while the pathway-by-feature

matrix entry ; converges even more rapidly within 100 iterations.
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APPENDIX C
APPENDIX TO CHAPTER 4

C.1 Derivation of C-DNCB density function
Ongaro & Orsi [70] derive the density function of Xj * CDNCB( o; 1; 1; 2)

for the case * = 1. Here, we derive the density function for arbitrary values of the

—+

conditioning variable

Proof. Suppose X DNCB( o; 1; 1; 2)-

The mixture representation of X is:
Xjyi;y2; 1+ 2 Beta(1+yi; 2+Y2)
i]Yi Gamma( ; +y;;2) fori=1;2
yi Poisson( ;) fori=1;2

By the above mixture representation, the density of X is:

S ()

B(1+]; 2+Kk) 1

fx Xiyi=Jy2=K, 1+ 2=

From Equation (24) of Ongaro & Orsi (2015), we know the joint distribution of

(Yuy2)j 1+ 2= Tis:

i : 1 (2P (52
P =i =k + = *)= — _4 4 C.2
Yi=J3y2=Kj 1+ 2 ) Fi( ) K (C2)

where *:= ;+ , and = 1+ .
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Thus, the conditional distribution of Xj( 1 + , = ™) (that is, the CDNCB den-
sity) is given by mixing the conditional density of Xj(yi;y2; 1+ 2= T) with the
joint PMF of (y1;y2)j( 1+ 2= 7). That is, we sum Equation C.1 over all possible

values of (y; = j;y. = k), weighted by the joint probabilities given by Equation C.2:

- XX - - - -
fx(Xj 1+ 2= M) = Piyi=Jiya=kj 1+ 2= DFfXjyr=J;y.=k; 1+ .= 7)
j=0 k=0

~ ;XX( :1)j(%)kxl+j 1(1 X) 2+k 1
oF1( ™, %) j=0 k=0 JKIC*)jak B(1+1]; 2+k)

(C.3)
Next, we show that this CDNCB density may be written as a perturbation of the
standard Beta density.
Recall that ()i:= ( +1)( +2) ( +i 1).

Next, for any real , recall that the gamma function may be written:

(+H= ()

Repeated applications of this property yield:

(+=(C+i 1) (+i 1

=(+i DO+i 2) (+i 2

=(+i D(+i 2 ()
=) ()
and thus the Beta function, which is de ned in terms of Gamma functions, can

be written as the product of Pochammer symbols and a simpler Beta function:
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(1+)) (1tKk)
(*+j+k)
:(1)j (D2 (2)
(Do (9 (4
_ (i 2k .
- (+)j+k B( o 2)

B(:1+], 1+k):=

We can substitute the result from (C.4) into the CDNCB density derived in Equa-

tion C.3 to get:

+
1 2

XX (4}j'+)kxl+j ]_(1 X) 2+k 1
fx X 12 15 2 7 = W
. T j=0 k=0 oF1( "5 —) B( 15 2)(1)j( 2)k

( - 1Xyi( o X))k
_ XX Gia x e 9e ! (C.5)
j=0 k=0 OFl( +; 4 ) B( 1 2)
Pl (%)j Pl (#)k
OFl( +; 4 )
Finally, recall that the hypergeometric function oF;( ;X) is de ned:
X i
OFl( ;X) = ( )Il (C6)
i=0 N
Thus, we can simplify Equation C.5 to conclude:
oF1 1 +4lx oF1 2— Zil 2
fx X 15 20 15 2 7 =Beta(x; 1; 2) —
oF1 " —
O

C.2 Sampling from the C-DNCB distribution
In this section, we de ne an algorithm to sample from any C-DNCB distribution

that applies the inverse transform method [19] to the mixture de nition of the C-
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DNCB distribution given in Equation 21 of Orsi [72]. We reproduce the de nition

here:

Xj ® CDNCB ; @; @ @

O (NiN)j @ Mw, $+ @ & @

ijr i

X Beta §?+Ni £ +N;

Algorithm 2 Sample from C-DNCB Distribution

Input C-DNCB parameters ( ¢”; ¢ i §5 i )» Size S
Initialize S S array joint_pmf
forni=0:::::S 1do
forn, =0;:::;S 1do
joint pmfln;;n,] P Ny=n;;Na=npj 5 &5 &5 @ &

d ; ijo ijr ij
end for

end for,
Ensure: [ Jjointpmffi;j]>1 10

Sample ug;u;  Uniform(0; 1)

cdf_nl  cumulative sum of rows of joint_pmf
cdf_-n2  cumulative sum of columns of joint_pmf
N;  min(fnjcdf_-nl[n] random_number_ulg)
N,  min(fnjcdf.n2[n] random_number_u2g)
Sample X Beta ?+Np; &+ N

C.3 Beta-Dirichlet prior scheme

In Chapter 4, we presented C-DNCB-TD with Gamma priors placed on the latent
factors ic; «j; G . Here, we present an alternate prior scheme for the DNCB-TD
and C-DNCB-TD models based on the beta and Dirichlet distributions and discuss
the relative bene ts and drawbacks.

Under the Beta-Dirichlet prior scheme, the latent factors are endowed with the

following priors:
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clusters of loci (\pathways™), and the factor describes the extent to which samples in
cluster ¢ methylate loci in pathway k.

By Dirichlet-multinomial and beta-binomial conjugacy, the latent factors can be

sampled
(ij ) Dir 1+yi%i o +yQ Wherey§§’i=xy§é}k+y§§}k
ik
(30 ) Dir o+yQh w+yGk wherey Q= v+ v,
i;c
(i ) Beta @ +y0: @+y®  whereyQ = yo), for t2f1;2g:

i

The Beta-Dirichlet prior scheme enables straightforward interpretation of the fac-
tor matrices. The elements of ; = [ i1;:::; icl, j = [ 155::: ;] each form a
probability simplex from which cluster assignments may be easily understood. Sim-
ilarly, with each cluster-pathway 2 (0;1) we get a (often sparse) interpretable
mapping between groups of samples and loci.

However, this interpretability comes at the cost of expressiveness in the latent

counts yi(jl);yi(jz), whose means are linear functions of the latent factors. The gamma

prior scheme described in the main text allows the latent factors (and as a result, the

™0.,,®

latent counts y;;”; y;;”) to assume a broader range of values. In practice, this exibility
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on the latent counts under the gamma priors typically leads to better predictive

performance.
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