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ABSTRACT

IMPROVING VISUAL RECOGNITION WITH
UNLABELED DATA

MAY 2020

ARUNI ROYCHOWDHURY
B.Tech., WEST BENGAL UNIVERSITY OF TECHNOLOGY
M.S., UNIVERSITY OF MASSACHUSETTS AMHERST
Ph.D., UNIVERSITY OF MASSACHUSETTS AMHERST

Directed by: Professor Erik Learned-Miller

The success of deep neural networks has resulted in computer vision systems that
obtain high accuracy on a wide variety of tasks such as image classification, object
detection, semantic segmentation, etc. However, most state-of-the-art vision systems
are dependent upon large amounts of labeled training data, which is not a scalable
solution in the long run. This work focuses on improving existing models for visual
object recognition and detection without being dependent on such large-scale human-
annotated data.

We first show how large numbers of hard examples (cases where an existing model
makes a mistake) can be obtained automatically from unlabeled video sequences by
exploiting temporal consistency cues in the output of a pre-trained object detector.
These examples can strongly influence a model’s parameters when the network is re-

trained to correct them, resulting in improved performance on several object detection
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tasks. Further, such hard examples from unlabeled videos can be used to address the
problem of unsupervised domain adaptation. We focus on the automatic adaptation
of an existing object detector to a new domain with no labeled data, assuming that a
large number of unlabeled videos are readily available. Our approach is evaluated on
challenging face and pedestrian detection tasks involving large domain shifts, showing
improved performance with minimal dependence on hyper-parameters.

Finally, we address the problem of face recognition, which has achieved high ac-
curacy by employing deep neural networks trained on massive labeled datasets. Fur-
ther improvements through supervised learning require significantly larger datasets
and hence massive annotation efforts. We improve upon the performance of face
recognition models trained on large-scale labeled datasets by using unlabeled faces
as additional training data. We present insights and recipes for training deep face
recognition models with labeled and unlabeled data at scale, addressing real-world
challenges such as overlapping identities between the labeled and unlabeled datasets,

as well as label noise introduced by clustering errors.
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CHAPTER 1
INTRODUCTION

This chapter starts o with several motivating examples of how humans can learn
e ciently from the world around us, without requiring explicit supervision or \train-
ing" at every step. Each of our research goals are presented within the larger context
of learning e ciently with minimum supervision. This serves to give an overall avour
of the research problems we aim to address here, while the detailed methodology and

experimental results are left for subsequent chapters.

1.1 Motivation

We are motivated by the sheer data-e ciency of the human learning system, and
trying to develop techniques that will bring machines closer to this goal of data-
e cient learning in an unsupervised fashion. Usually, most state-of-the-art computer
vision systems are dependent upon massive amounts of labeled data in order to obtain
high accuracy in their task, which is not a scalable solution in the long run. Therefore,
exploring ways and means to exploit unlabeled data for training deep networks has
become an attractive alternative.

Broadly, we will expand upon the following major themes here {1) the ability to
automatically adapt to novel scenariosf{2) using large amounts of unlabeled video
and temporal consistencycues to improve object detectionf3) improving existing
face recognition models, trained on millions of labeled faces, by augmenting their

training set with large amounts ofclustered faces from unlabeled data sources.



Figure 1.1: An example of domain change { images on theft (with labeled pedes-
trians shown in green boxes) depict city streets in sunny, daytime conditions, while
images on theright are under other conditions like night-time, dusk, foggy, rainy. An
object detector can be originally trained to detect pedestrians using labeled training
data from clear, sunny city streets left) and subsequently be able to generalize to
a variety of novel scenarios as depicted on theght, without requiring additional
human-labeled training data.

1.2 Automatic adaptation to novel domains

Humans adapt to new domains fairly easily | for example, if a person learned
driving in the US, then he or she can drive in European cities without needing to go
through an intensive training programme. Similarly, even if we are normally taught
driving during the daytime, after a few attempts we can usually adapt to night-time
driving without too much diculty. We show an illustrative example of domain
changes in Figure 1.1.

Machine learning systems however require massive amounts of labeled data to
learn. Motivated by the elegant way we as humans learn to leverage existing knowl-
edge and adapt to new scenarios, one thrust of this thesis is to explore ways to let
machines have this same ability in an automatic and e cient manner. Indeed, the
eld of label-e cient domain adaptation (either completely unsupervised, or depend-
ing upon a small amount of labeled data) is an active area of current research in
both the computer vision and the machine learning communities, and we place our

contributions within this context in the later chapters.



Figure 1.2: A face detector is run on consecutive video frames. The detection outputs
are marked by green boxes. Missed detections, where the detector's predictions are
\ickering 0 ", can be picked up by leveraging the temporal continuity between video
frames.

1.3 Temporal consistency cues from video

The rst type of context we hope to leverage istemporal consistency Indeed,
videos may be closer to how humans perceive the world, as opposed to tempo-
rally isolated snapshots, resulting in a strong temporal association being involved
with the representation and recognition of objects (Li and DiCarlo [107], Wallis and
Bultho [186]). As a concrete example in computer vision, let us assume that an
object detector for still images is run on a video one frame at a time. Missed ob-
jects can be picked up by exploiting temporal context { if an object was detected in
preceding and succeeding frames, then it is likely that this object is present in the
current frame as welt. Some subtle change in the image { a challenging angle or blur
for example { might have caused the object detector to fail momentarily. Similarly,
if some spurious artifact is detected mistakenly as an object, but happens only in
one isolated video frame, then it can be rejected based on the same hypothesis of

temporal label stability or smoothness.

1Barring cases like occlusions, shot-boundariestc.
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