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ABSTRACT
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Directed by: Professor Jianhan Chen

Quantitative and predictive models of protein structure-function relationships is crucial for diagnosing the effect of perturbations like mutations on human disease. While there is often abundant functional data describing the impact of mutations at the cellular level, and high-resolution structural data the protein’s wild-type lowest-energy fold, the atomic-level consequences on the structure and dynamics of a protein mutation are challenging to obtain. Physics-based simulations can bridge this gap by describing the native conformational ensemble as well as the effects of functional perturbations with atomistic resolution. Where simulations are infeasible, mixed statistical/empirical potentials can quantify the effects of mutations without the need for expensive sampling.
In the first three chapters we used free energy calculations to quantify the free energy of hydrophobic dewetting of protein channels and model nanopores. We first developed a protocol to quantify the effects on hydration free energy of pore geometries and cosolvents in protein-like nanopores. Subsequently, we quantified the hydration free energy in the BK channel and demonstrated that the hydration of the closed pore is a key thermodynamic step in the gating transition for the channel and its mutants. Finally, we demonstrated that the molecular mechanism of the BK channel activating small molecule arises not by specific binding, but by directly modulating the hydration of the pore. 
In the final two chapters, we built predictive sequence-to-function models of two proteins, the BK channel and Hsp70 chaperone, by leveraging machine learning to train physics-based descriptors to reproduce experiments. In chapter five we used MD simulations to describe the interactions of all amino acids with Hsp70, determined an optimal reweighting these interaction terms to reproduce binding affinity data, and found that the model predicts the proper binding register and orientation crystallographic structures. In chapter six we describe the construction of a model of BK channel voltage gating by training physics-based description of the impacts of mutation to reproduce over 450 experimentally-determined point-mutations. Importantly, the model identified four novel mutations key to voltage gating. All together this work demonstrates the importance of physics-based modeling and simulation in the general understanding and predictive modeling of protein function.
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[bookmark: _Toc134815845]Introduction

Proteins are amazing molecular machines responsible for guiding or completing nearly all cellular processes. Understanding how changes in their sequence and structure affect their functional roles across the cellular, molecular, and atomistic levels are crucial but challenging steps in combating their malfunction in human disease. A key challenge is to connect two broad classes of relatively abundant information: high resolution structures of low-energy folds, and functional data of the protein’s role at the cellular level. For many proteins, the problem of determining the molecule’s structure at near-atomic resolution is relatively well-understood, thanks to structural biology techniques including x-ray crystallography, cryogenic electron microscopy (cryo-EM), nuclear magnetic resonance (NMR), and protein structure prediction. Similarly, there is often an abundance of functional data describing the role of the protein at the cellular level, including the effects of important mutations on that function. However, connecting the protein’s structure to its cellular function remains a challenging problem because most proteins are dynamic objects with more than one functionally-interesting state. Computational modeling and simulation play an important role in bridging the gap between structure and function by directly probing the consequences of a mutation on the local structure, the nature and strength of energetic interactions, or dynamics. In cases where the functional processes happen on accessible timescales, the molecular nature of the functional perturbation can be probed directly.
In the following sections, we will introduce the key computational biophysics methods we used across all the remaining chapters of the dissertation. First, we will introduce molecular dynamics (MD) simulations, which in this dissertation was used to sample the equilibrium conformational ensemble around an experimentally-determined protein structures, as well as probe the functional consequences of perturbations such as mutation, cosolvents, or ligands. Here we will discuss the use of molecular dynamics simulations to study proteins and highlight the key advantages of the method as well as its important limitations. Subsequently we will introduce the use of enhanced sampling methods to sample the free energy landscape along one or more functionally-important dimensions. Then, we will briefly discuss mixed empirical and statistical potentials, namely the Rosetta energy function and its use to describe the effects of mutations without the need for extensive sampling. The next section contains an introduction to the field of protein functional prediction, protein thermostability prediction, and protein binding affinity prediction via machine learning and biophysical methods. Finally, we will briefly introduction to the two model systems of interest in this dissertation, the BK channel and the molecular chaperone Hsp70, before providing a summary of the subsequent chapters. Each subsequent chapter contains a more in-depth introduction of the relevant biology.
[bookmark: _Toc134815846]1.1 MD simulations of proteins
Atomistic MD simulations are a powerful tool routinely used to study physical processes between molecules and macromolecular assemblies ranging from a few atoms to millions, and on timescales ranging from fs to µs. The essence of the technique applies Newton’s 2nd law of motion by integrating the forces acting on a set of atoms to move the atoms, then iterating the process from the new atomic positions (1). To efficiently probe timescales relevant to macromolecular processes such as protein dynamics, the functional form of the forces acting on atoms is treated as pairwise additive with expensive nonbonded interactions as exclusively two-body terms (1). This requires treating atoms as point-charges described by the Coulombic potential with a single atomic partial charge state per atom. The purely classical nature of molecular dynamics force fields precludes chemical processes without treating quantum mechanical effects at a subset of atoms (2–4), such as the active sites of enzymes. However, the simplification simultaneously enables the efficient study of protein molecules whose primary functional roles are governed by the physical processes such as folding (5–7) and the balance of enthalpy and entropy (8, 9) or ligand binding (10–13). 
The remaining terms in these atomistic physics-based empirical energy functions, or force fields since they define the forces acting on atoms, are defined in an iterative and hierarchical parameterization process than leans heavily on experimental data. While many difference force fields exist, each with a slightly different design philosophy, such as Charmm (14, 15), Amber (16), Gromos (17), OPLS (18), and MMFF (19), we will describe the general philosophy behind the Charmm force fields since they are used exclusively in this work. In the Charmm philosophy, a large molecule like a polypeptide is broken down to constituent parts which can be combined in a modular and self-consistent fashion. The first module is the amino acid residue, which is then separated into main chain and side chain. Each module is parameterized based on a chemically equivalent small molecule, with the goal being to use as few modules. For example, each residue in Charmm except proline shares the same main chain parameters, which are derived from quantum mechanical (QM) and experimental data of N-methylacetamide. Similarly, side chains are broken into their chemical equivalents and shared between residues as much as possible to facilitate self-consistency. After fixing the atomic partial charges using QM calculations on the model compounds, a series of bonded parameters are fixed, so-called because they describe the interactions between atoms connected through at most four sequential bonds. Such terms include the bonds, and, angles, Urey-Bradley (UB) terms, which are described by harmonic oscillators between pairs of bonded atoms, and three connected atoms for angle and UB terms, respectively (14). The strength of the harmonic potentials are determined empirically to match spectroscopic vibrational modes of the constituent small molecules, while the ground-state geometries are determined from crystallographic data (14). Where experimental data was unavailable, QM data is used instead (14).
Subsequent terms include the nonbonded Lennard-Jones interactions, which is parameterized to reproduce liquid-phase properties of the constituent small molecules like heat of vaporization and density, and the final bonded term, the main chain torsions which describe four-body conformational preferences. These terms can be highly sensitive to one another and are parameterized together in an iterative process until convergence (14). In some respects, the torsional terms are a crucial aspect of making the protein force field look like a protein, because they allow the direct parameterization for stabilizing the secondary and tertiary structures found in protein crystal structures like alpha helices, beta sheets and random coils (14). It can be difficult to achieve a balance of protein structural propensities as the folding free energies of many proteins are small, and very small errors in the energy function can destabilize the corresponding probability exponentially (20).
Early force field parameterization and benchmarking was done for relatively small protein systems using simulations of a few hundred ps (14). Since then, advances in computer processor speed have enabled much longer simulations both for studies of protein dynamics and for the testing and parameterization of new force fields which achieve a balance of forces necessary to describe stable motion of well-folded proteins and the floppy dynamics of intrinsically-disordered proteins (15). While conventional processors have increased in speed at a steady rate over the last few years, specialized graphics processing units were invented which have revolutionized molecular simulation by enabling up to 100-times faster sampling rates (21). Protein force fields have achieves remarkable accuracy in the last few decades, as demonstrated by routinely reaching 1-2 kcal/mol accuracy in binding affinity benchmarking studies (13). A key aspect of achieving this kind of balance has been the use of a wide range of benchmark peptides which range from intrinsically disordered to well-folded, using simulations of 10 µs or more (22). Simulations of this length, for sufficiently small model peptides, can allow sufficient conformational exchange between folded and unfolded states, directly probing the balance of protein-protein, protein-water, and water-water interactions. This balance is extremely sensitive and protein-protein interactions have traditionally been slightly overestimated (23). Achieving a more realistic balance of these solvation forces is fundamental to appropriately and self-consistently describe a wide range of biomolecular systems, as they are the driving forces behind protein folding and liquid-liquid phase separation. This has enabled the improvement or inclusion of self-consistent additions towards a complete description of the biomolecular environment, including optimized description of lipids (24), carbohydrates (25), nucleic acids (26), and general small molecules (27, 28).
The key advantages of MD simulations for studying protein functional dynamics are twofold: the ability to study protein dynamics in atomistic resolution across fs to µs timescales, and the use of non-realistic or non-physical controls to directly test hypotheses in ways impossible without computation. Some relevant examples of the first advantage come from long MD simulations of Kv1.2 potassium channels published by D.E. Shaw and coworkers (29). This study provided evidence for the so-called knock-on model of K+ conduction and was the first observation of hydrophobic dewetting in real protein channels. The ability to probe the atomistic nature of dewetting transitions within the complex and heterogeneous membrane environment in ‘real-time’ is yet to be done via any experimental technique (30), although it has been done in the more general context of confining hydrophobic surfaces (31–33). The second advantage ranges from the relatively mundane use of computational restraints to directly test hypotheses concerning the fluctuations or perturbations of the system to non-physical alchemical perturbations such as those used in relative binding free energy calculations (13).
There are several key limitations of MD simulations in the study of protein dynamics. Despite dramatic improvements in the accuracy and balance of the latest force fields (22), inaccuracies persist for many reasons including the unavoidable preference for errors which underestimate the true Hamiltonian , even if the distribution of errors  is Gaussian, because of the asymmetric Boltzmann weighting of the corresponding states  . This means that simulations must be used either to provide a mechanistic interpretation of experiments, or to make predictions to be validated by experiments, but cannot be used as a stand-alone tool. It should also be noted that in some biological contexts such as binding of divalent cations (34) or small polar organic molecules (35, 36), partial atomic charge states may not remain constant across all cellular environments such as the transition from the bulk solvent to the heterogeneous protein-membrane-solvent interface, necessitating the use of polarizable MD force fields (37–39) or QM/MM methods (40, 41). Beyond these limitations concerning scope and applicability, classical atomistic MD simulations are primarily limited by the computational efficiency of sampling biological processes due to a mismatch in timescales between sampling efficiency of routinely on the order of 100 µs in large systems (42) to corresponding biological processes on the order of ms to s (43, 44). This motivates the judicious selection of problems which suit the accessible timescale, the control of slow processes orthogonal to those of primary interest, and a wide variety of methods for enhanced sampling. 
[bookmark: _Toc134815847]1.2 Methods for enhanced sampling in MD simulations
An important method to address the gap in timescales accessible to MD simulations and the time-scales of interest is through with the use of enhanced sampling techniques. These methods increase the effective rate at which rare, biologically-relevant events can be observed in simulations and are partially responsible for consistent advances in sampling efficiency that even outpace advances in processor speeds (45, 46). The problem can be understood in terms of transition state theory, where the rate of barrier crossing  is exponentially decreased as the barrier  increases or as the temperature  decreases. The approaches to address this problem fall under two broad categories: biasing along a collective variable (CV) describing a process of interest to lower the free energy barrier (47, 48), and tempering methods which focus on increasing the barrier crossing rate by increasing temperature (49, 50). In general, biasing methods are nearly-universally employed where process are well-understood to proceed by ideally one or at most two simple CVs. In contrast, tempering methods are used when the process is of a sufficiently complex nature that a sufficiently small number of CVs cannot be identified or may not exist. Many biological problems, including protein folding, currently fall into this category.
Since biasing methods are used in this dissertation, we will briefly introduce their proper use and leave tempering to be discussed elsewhere (51). Selection of a proper CV is of singular importance for the success of biasing methods which include umbrella sampling (47), metadynamics (48, 52), adaptive biasing (53), free energy perturbation (54), and thermodynamic integration (55, 56). A proper CV should report monotonically on the progress of the process and corresponds the slowest-fluctuating degree of freedom of the process (57). Hidden, orthogonal degrees of freedom can often frustrate the ability to identify a single CV, in which case multiple CVs may be necessary which will increase the sampling time required. The two most used methods are umbrella sampling and metadynamics, likely due to ease of proper use and widespread implementation. An additional consideration is that each method requires the resulting biased histograms to be unbiased before constructing a proper free energy surface. This is relatively straightforward given a single trajectory, as each sample can be unbiased individually. However, these methods are usually more efficient by using multiple trajectories each required to sample a small region of the overall CV space, which in turn requires the more mathematically involved step of properly reweighting separate trajectories. There are a few general methods for doing this, namely the weighted histogram analysis method (58) and the multistate-bennet acceptance ratio method (59, 60). The essential idea of each of these methods is simply to determine an optimal reweighting of separate biased histograms so they create an accurate, self-consistent unbiased histogram.
[bookmark: _Toc134815848]1.3 Statistical and empirical potentials
The use of rigorous MD-based free energy calculations to make predictions about a protein’s entire sequence space is currently too computationally intensive. Empirical and statistical energy functions, in particular Rosetta (61, 62) and FoldX (63), are commonly used to address this limitation. The philosophy behind these energy functions is to describe the energy-funnel folding landscape of Anfinsen’s hypothesis (64), where the native fold is the unique, lowest-energy state. Such tools can be exploited to estimate the relative folding stability of mutant proteins as compared to the wild type (65, 66), including within the context of the cellular membrane (67, 68).
It is generally infeasible to use computational methods alone to directly predict protein function. Whereas rigorous free energy calculations can often be accurate enough to resolve and interpret large functional perturbations, such as by mutation, cheaper and less accurate modeling requires more guidance from experiments. Statistical modeling, often regression, is a key tool by which modeling-derived data can be trained to optimally reproduce experiments. This is demonstrated in the development of the Rosetta force field (61, 62), as individual terms were indeed reweighted to maximally reproduce a set of target distributions. We have employed similar methods to fit various energy terms and interactions to target experimental data in two later chapters of this dissertation. The Rosetta energy function consists of a variety of interactions which sum together to estimate the total folding stability of a protein sequence. These interactions include: Van der Waals, electrostatics, hydrogen bonding, bulk solvation (69), anisotropic solvation effects near polar groups (62), an implicit membrane solvation term when applicable (67, 70), a wide variety of knowledge-based torsion terms, and an per-residue reference energy to account for the a fully-unfolded and solvated reference state (62). Many of the direct interaction energy terms are like those found in all-atom force fields, being modified in subtle ways to minimize barriers encountered in folding, such as to soften the repulsive Lennard-Jones term. In many ways, the torsion terms do the most to reduce the computational complexity by introducing knowledge-based rather than physics-based potentials to implicitly account for the free energy cost of adopting various side-chain or backbone conformations (62). The energy terms are reweighted to reproduce a wide range of biological properties including small molecule thermodynamic data, and native-protein structural features like hydrogen bonding and interfacial conformations (71–73). After optimization on high-resolution protein structures, the Rosetta Energy Function 2015 (REF15) achieved strong correlation (R = 0.994) on the optimization dataset for ∆∆G upon mutation (71), in principle allowing the score to be interpreted as an energy with the unit kcal/mol.
[bookmark: _Toc134815849]1.4 Computational prediction of effect of mutations on protein function
The lack of sufficient, high-resolution data describing protein function necessitates the use of a broad spectrum of modeling approaches which employ a hierarchy of data ranging from purely sequence and structural data to the incorporation of knowledge- and physics-based energy functions. These data are incorporated by training of some type of machine learning model, ranging from simple linear regression to random forest and support vector machines to more complex neural networks for large datasets. While protein functional prediction can mean several things, including genomic-level tools to predict the type of function of a sequence from sequence homology to known functional modules and protein-protein interaction networks (74–76), we use the term to mean the prediction of the impact on a known protein’s function given a perturbation like a mutation. Often such tools are also genomic-level predictors of so-called deleterious single nucleotide polymorphisms and rely solely on genetic or protein-sequence data to predict protein stability (77, 78) or a specific functional impact if known (79). These rely on protein homology modeling, evolutionary conservation scores, and biochemical and biophysical data describing each amino acid such as hydrophobicity, charge, molecular weight, and surface area or volume (80). These methods have the advantage of working similarly for large classes of proteins rather than being highly system-specific. These are essentially predictors of protein stability. There are other sequence-based predictors of protein function, including sequence-based models of Hsp70-client binding (81–83), sequence-based predictors of the effect of post-translational modifications (84). Such sequence-based models can have certain limitations, stemming from the quality and diversity of the data used (85–88), resulting in models which are agnostic about molecular-level nuances present in protein-specific cases. 
Structural data provides a direct window into the nature of the wild type fold and is increasingly common in recent years. Over 200,000 structures have been deposited to the PDB to date, and cryo-EM methods have rapidly revolutionized the number and size of potential targets (89). With the release of AlphaFold predictions for all human protein structures (90, 91), it is likely that new methods predicting protein function will incorporate some level of structure-based information. These can include the number and type of native contacts, secondary structure, solvent-accessible surface area, and properties arising from network centrality analysis like betweenness and closeness, which measure how related two residues are on a contact map (92). Some methods rely purely on the structure to learn a machine-learning driven knowledge-based potential (93, 94), but the vast majority use both sequence-based data as well as empirical and statistical potentials (62, 63) to predict the impact of the mutant and the resulting stability (65, 66, 80, 95–98). This general approach has also been applied to predict protein binding affinity in several contexts, including human mevalonate kinase (99), major histocompatibility complex (100), SH3-ligand complexes (101), G protein-coupled receptor (102), amyloid formation (103–108), and of course the Hsp70 chaperone (109, 110). In the chaperone context, the method has some key advantages, most notably the recovery of context-specific interactions that enable much higher-resolution predictions of binding affinity than a general, low-resolution hot-spot predictor. Note that the Rosetta ∆∆G of a mutation is itself designed to be correlated to protein thermostability, but the accuracy is limited for many proteins in practice. To address the underlying problem of the accuracy of the Rosetta score and terms, many methods incorporate the Rosetta energy terms individually as inputs to discover a database- or protein-specific nonlinear “reweighting” alongside additional inputs (66, 111). This is conceptually similar to the need to initially reweight the energy terms within the Rosetta energy function itself.
Another method to address the limited accuracy of mixed empirical and statistical potentials is to use MD simulations. Simulations also introduce the ability to measure the conformational ensemble directly, rather than estimate it with general purpose statistical potentials. In addition, interaction energies properties calculated from a simulation of sufficient length will be more accurate. The tradeoff is that simulations are much more expensive but can at minimum describe the equilibrium ensemble of a protein and therefore best capture the structural, dynamic, and energetic consequences of a perturbation. In principle, one can run a single simulation for each mutation, but this grows to prohibitive size for if the number of mutations and length of simulation is large (112). In practice, the majority of protein thermostability predictors are general-purpose not protein-specific, and so simulations are not used (80). In the case of the Hsp70 chaperones, system-specific assumptions can be made to reduce the number of mutations to consider (113). There are several methods for predicting binding affinity of a variety of proteins which incorporate MD simulations to calculate interaction energies or generalized Born-style solvation terms (113–117). A different approach is to simply extract information about the dynamics of the wildtype in a residue-specific way (92). Such features include the correlated motion via covariance, measures of structural deviation or fluctuations relative to the starting structure, number and type of contacts, or the ensemble-average or standard deviation of any structural properties of interest. Interaction energies from the simulation can also be extracted directly (92, 113, 118), which will likely be much more accurate than their Rosetta-based counterparts if the simulation is long enough (~ ns timescale for sidechain motion). On the other hand, it is almost guaranteed that a single simple simulation will inadequately sample the full conformational space, meaning that an estimate of the reference unbound or the unfolded state would likely be improved by a knowledge-based solvation free energy model (62, 68). 
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[bookmark: _Toc134815851]1.5.1 BK channel
The big conductance or BK channels are ion channel of great physiological importance (119). BK channels can be activated both by membrane voltage and intracellular Ca2+ and participate in cellular signaling processes in neurons (120–122), muscle cells (123, 124). They are implicated many human diseases, such as stoke, hypertension, epilepsy, and cancer (125). The BK channel is a homotetramer consisting of three key domains. The first is the voltage-sensing domain which is responsible for sensing membrane polarization (121, 126, 127). The second is the pore-gate domain which houses the both the gate and potassium selectivity filter. The filter contains the well-understood canonical potassium selectivity sequence TVGYG (128, 129), but the location of the gate has been somewhat unclear, as discussed below. Finally, the cytosolic-tail domain allosterically controls channel opening via binding of calcium and magnesium independently of membrane polarization (130–132). Substantial work has been done to characterize the functional roles of these domains and how they interrelate, but a general model of the functional consequences of single point mutations in general remains a highly nontrivial problem, motivating the work in chapter six to use physical modeling to fill in the missing effects of mutations and extend those effects to all possible mutations.
The gating mechanism of the channel has been the subject of some controversy in recent years. Prior to cryo-EM structures of the channel itself, it was hypothesized that the channel gate would be at a physical constriction formed by the crossing helices as in the S. lividans K+ channel KcsA (128, 133). Once cryo-EM structures of the channel in the Ca2+-free closed state were obtained (134, 135), it was clear that the pore remains physically open, and two competing hypotheses of gating were forwarded. One proposed that the filter itself served as the gate and remodeled in the closed state (136–138), while the other proposed that the deep pore beneath the filter spontaneously dewetted (139) as observed in other ion channels (29). There is substantial evidence of the hydrophobic dewetting hypothesis, including that the pore remains accessible to molecules in the closed state (136, 140, 141) and the way the open probability is modulated by mutations to residues which line the deep pore (142). Chapters two, three, and four present a free energy protocol to quantify the effects of dewetting, the use of the protocol to study mutations of the BK channel, and the effects of a channel activator on the vapor gate.
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[bookmark: _Toc134965369]Figure 1.1: Overview of BK channel structure.
The channel is drawn with two opposing monomers for clarity of the open structure 6v38 embedded in lipid bilayer. The protein is drawn with New Cartoon style. The PGD is green, the VSD is red, the RCK1 is purple, the RCK2 is blue, the Ca2+-binding sites is yellow, the Ca2+ ions are orange, and the K+ ions in the selectivity filter are gold. The membrane is taken from an MD equilibrated structure, with the aliphatic in gray bonds and the polar head groups in dark grey spheres.


[bookmark: _Toc134815852]1.5.2 Hsp70 molecular chaperone
Hsp70 molecular chaperones a crucial part of many cellular quality control processes (143–146). They facilitate the initial folding of protein at the ribosome or hand-off the folding to other chaperones, prevent the premature folding proteins which must cross the membrane (147–150), and help determine whether proteins successfully fold (151–155), or will be degraded via ubiquitination (156–158). They also aid other chaperones to carry out disaggregation processes (159–162) and facilitate the assembly and disassembly of protein complexes (163–166). To perform these tasks the Hsp70 chaperones must bind, hold and release short, extended polypeptides segments. The allosteric bind-and-release cycle is modulated by two co-chaperones, the J-proteins (167–171) which help facilitate the return to high affinity for substrates via ATP hydrolysis, and nucleotide-exchange factors (172–174) which facilitate the exchanging ADP for ATP. The substate binding domain is responsible for interactions with client proteins and is composed of a β-sandwich subdomain (βSBD) covered by an α-helical lid. Binding of ATP to the nucleotide-binding domain drives the α-helical lid to expose the βSBD which causes the binding cleft to adopt a lower-affinity conformation (144, 145, 175).
The essence of substrate binding in the high affinity state of the Hsp70 SBD is the interaction of five substrate residues through both backbone and side chain moieties with five sites on the SBD. Several crystal structures illustrate the binding between the SBD of Hsp70s and representative substrate peptides. To determine the affinity of a wide variety of peptide sequences, it is common to use peptide arrays to gather sequence binding preferences for Hsp70s (81–83, 176, 177). From such experiments, it is known that Hsp70 has an affinity for branched-chain hydrophobic residues in patches of 3-5, and has no affinity for negatively charged residues (82). The general problem is that the affinity landscape across the space of possible peptide sequences is very flat, since the chaperone must be able to bind to a wide variety of clients when they are unfolded without binding to disordered regions or loops of well-folded proteins. This property of the chaperone is often referred to as selective promiscuity, and investigating the molecular basis for selective promiscuity was a key question motivating the work described in chapter five.
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[bookmark: _Toc134965370]Figure 1.2: Structural features of the E. coli Hsp70 (DnaK).
Structure of DnaK bound to ADP (PDB ID 2KHO modified to show the peptide substrate using PDB ID 1DKZ). The structure is colored as follows: nucleotide-binding domain (NBD), blue; interdomain linker, yellow; β-sandwich subdomain (βSBD), gray; α-helical lid subdomain, red; substrate peptide NR (NRLLLRTG), magenta (backbone) and green (side chains). This figure is reproduced from Nordquist, et al. (178). Molecular representations are drawn with PyMol (179).


[bookmark: _Toc134815853]1.6 Outline of Dissertation
The work in this dissertation falls into two broad categories. In chapters two through four, we used free energy calculations to quantify the effects of mutations, cosolvents and small molecules on hydrophobic dewetting in gating in model nanopores and the BK channel. In Chapter two, we will present a metadynamics-based protocol to sample hydrophobic dewetting transitions in protein-like nanopores and use that protocol to derive a thermodynamic model for the relevant features of dewetting including pore geometry and the presence of various cosolvents. In Chapter three, we will present the application and modification of this protocol to sample dewetting in the BK channel deep pore. Specifically, we use the method to quantify the effects that pore-lining mutations have on the free energy of dewetting and show that this largely explains the experimentally-derived free energy cost of channel gating. Chapter four described the use of enhanced simulations to quantify the perturbations of a small molecule BK channel activator NS11021 to the vapor gate of the channel. This work nicely represents the culmination of the study of the vapor gate of the channel.
In chapters five and six, we employ machine learning methods to combine both physics-based modeling and available experimental data to build predictive models of function in two protein systems of biological interest: the molecular chaperone Hsp70 and the BK channel. The physical modeling produces some kind of description of the impact of changes in protein sequence on the protein function. That description is then trained using machine learning methods to reproduce experimental data. Chapter five presents the use of physics-based modeling in the development of a predictive model of Hsp70-substrate interactions. Subsequently, chapter six will describe the development of a physics-based model of the effect of single-point mutations on the voltage-gating of the BK channel. The seventh and final chapter will contain a concluding summary as well as our description of the future direction of the field.


CHAPTER 2
[bookmark: _Toc134220246][bookmark: _Toc134223985][bookmark: _Toc134226084][bookmark: _Toc134351165][bookmark: _Toc134366125][bookmark: _Toc134815854]Using metadynamics to explore the free energy of dewetting in biologically relevant nanopores[footnoteRef:2] [2:  Nordquist E‡, Schultz S‡, Chen J. Using metadynamics to explore the free energy of dewetting in biologically relevant nanopores. J. Phys. Chem. B 2022, 126 (34), 6428-6437. ‡Equal contributions] 


Water confined within hydrophobic spaces can undergo cooperative dewetting transitions due to slight changes in water density and pressure that push water toward the vapor phase. Many transmembrane protein ion channels contain nanoscale hydrophobic pores that could undergo dewetting transitions, sometimes blocking the flow of ions without physical blockages. Standard molecular dynamics (MD) simulations have been extensively applied to study the behavior of water in nanoscale pores, but the large free energy barriers of dewetting often prevent direct sampling of both wet and dry states and quantitative studies of the hydration thermodynamics of biologically relevant pores. Here, we describe a metadynamics protocol that uses the number of waters within the pore as the collective variable to drive many reversible transitions between relevant hydration states and calculate well-converged free energy profiles of pore hydration. By creating model nanopore systems and changing their radius and morphology and including various cosolvents, we quantify how these pore properties and cosolvents affect the dewetting transition. The results reveal that the dewetting free energy of nanoscale pores is determined by two key thermodynamic parameters, namely, the effective surface tension coefficients of water-vapor and water-pore interfaces. Importantly, while the effect of salt can be fully captured in the water activity dependence, amphipathic cosolvents such as alcohols modify both dry and wet states of the pore and dramatically shift the wet-dry equilibrium. The metadynamics approach could be applied to studies of for dewetting transitions within nanoscale pores of proteins and provide new insight into why different pore properties evolved in biological systems.
[bookmark: _Toc134220247][bookmark: _Toc134223986][bookmark: _Toc134226085][bookmark: _Toc134351166][bookmark: _Toc134366126][bookmark: _Toc134815855]2.1 Introduction
Water is a complex liquid with distinct thermodynamic properties that make it a vital component of the cells and not merely a passive solvent (180). Under physiological conditions, the free energy difference between the liquid and vapor phases of water is quite modest, such that water can readily move between these phases due to slight changes in density and pressure (181). The cell is extremely crowded, with an average distance of about 1 nm between macromolecules, resulting in many regions of confined or constrained water that exhibit unique behavior compared to bulk liquid water (180). This is especially true when water is confined between hydrophobic surfaces, which exert a repulsive force on water molecules (182, 183). Between two extended hydrophobic surfaces or inside of a cylindrical hydrophobic surface, there is a critical radius, ~1 nanometer (nm), under which a pressure imbalance is created within the confined water (184), leading to a cooperative dewetting transition where liquid water completely exits the confined region. Importantly, the stability of confined liquid water is sensitive to the confined region’s size and hydrophobicity (185, 186). 
Significant evidence has accumulated to suggest that transmembrane protein ion channels can use dewetting transitions as a gating mechanism, which is referred to as hydrophobic gating (187). The ion permeation pathway of ion channels often contains hydrophobic inner cavities with radii on the nm scale, where confined water properties discussed above become relevant. In particular, a small change in the size or hydrophobicity of the wall can drastically shift the water liquid-vapor equilibrium within the pore. Hydrophobic gating is being recognized for a growing list of channels that are activated by voltage, mechanical force, and/or ligand binding (188–201). Some ion channels appear to have even evolved to utilize small conformational changes to generate a vapor barrier preventing ion permeation without the need for a physical barrier (186, 187). As such, studying the properties that control the dewetting transition in nanoscale pores will give insight into the important emerging hydrophobic gating mechanism in ion channels.
Molecular dynamics (MD) simulations of hydrophobic surfaces and model nanopores have previously been used to study the behavior of water in confinement (184, 202–214). However, existing studies rely on direct MD simulations of dewetting transitions, which generally cannot be used to sample reversible dewetting transitions in biologically relevant nanoscale pores that favor either the hydrated or dry state. For example, the dewetting transitions take several hundred nanoseconds (ns) and are largely irreversible for the deactivated state of BK channels, whereas in the activated state, the pore remains fully hydrated throughout s MD simulations (195). There is thus a need for a method that can sample these reversible dewetting transitions within a relatively short simulation, which would allow quantitative analysis of how the thermodynamics of dewetting depends on various pore properties.
Metadynamics (MetaD) is an enhanced sampling technique designed for overcoming the challenges of sampling rare transitions with direct MD (52, 215–219). In MetaD simulations, one or more collective variables (CVs) are first defined, which should capture the rate-limiting degrees of freedom of a given system. During the simulation, Gaussian bias potentials are periodically deposited along the CV. As the bias builds up, the system can be driven to cross energy barriers and sample new conformational space. MetaD has been widely and successfully used to across physical chemistry (220–222), solid state physics (223–226) and biophysics (227–231). In this work, we developed a MetaD protocol that biases the number of waters within the pore and can readily sample multiple dewetting transitions and generate well-converged free energy profiles of dewetting within short simulations (e.g., 50-100 ns). We then applied this protocol to quantify how key pore properties as well as the presence of salt and cosolvents affect water dewetting transitions in biologically relevant model nanopores. We show that dewetting free energies can be described using a simple thermodynamic model with two effective water-vapor and water-wall surface tension coefficients. Our results also show that the effects of amphipathic cosolvents such as alcohols can preferentially interact with the hydrophobic wall and affect hydrophobic dewetting in a complex fashion. The MetaD protocol can be applied to quantify dewetting free energy profiles in protein ion channel systems and will allow future studies to shed light on the specific properties that are crucial for hydrophobic gating in these channels.
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[bookmark: _Toc134220249][bookmark: _Toc134223988][bookmark: _Toc134226087][bookmark: _Toc134351168][bookmark: _Toc134366128][bookmark: _Toc134815857]2.2.1 Model nanopores and simulation systems
Model nanopores in this work are comprised of rings of carbon-like atoms with a van der Waals (vdW) radius, Rmin, of 4.0 Å and interaction strength 𝜀 of –0.140 kcal/mol, unless otherwise stated. The value of  was selected to reflect that of a methyl group in the CHARMM36m force field (15), slightly adjusted to achieve near liquid-vapor equilibrium for a nanopore of radius ~7 Å and height of 16 Å. The pore atoms are arranged with 3 Å spacing, which roughly mimic the density of methyl groups in a hydrophobic protein pore. Three model nanopores are investigated in this work. The straight-wall pores are characterized by the height (h) and inner radius (r), as illustrated in Figure 2.1A and Figure 2.1B. Slanted-wall pores are defined with two inner radii (R and r) and a wall length (s) (see Figure 2.8). The pores may have a lid on one end of the pore, to mimic the presence of selectivity filter above the inner pore of many ion channels. Water, salt and cosolvent molecules are described using the CHARMM36m force field (15) with the TIP3P model (232). We used a box size of (70 Å)3, which each contain about 35 thousand atoms. The salt and cosolvent molecules were added using the gromacs tools genion (233) and insert-molecules (234), respectively. Figure 2.9 contains example snapshots of the solvent boxes.
[bookmark: _Toc134220250][bookmark: _Toc134223989][bookmark: _Toc134226088][bookmark: _Toc134351169][bookmark: _Toc134366129][bookmark: _Toc134815858]2.2.2 Metadynamics simulation of reversible dewetting of nanopores
For a dewetting transition, the most relevant degree of freedom is the number of water molecules, Nwater, which is the chosen CV for MetaD in this work. The counting region is defined using the function INCYLINDER in Plumed 2.7 (235–237). The occupancy of a water molecule is 1 within the user-defined cylindrical region and smoothly approaches 0 using a Gaussian switching function beyond the region,
, for ,						(1)
where  is the radial distance to the cylinder central axis (z-axis in this work),  is the corresponding boundary, and  controls the width of the switching region (238). Nwater is then calculated as the sum of the occupancies of all water molecules. Because the switching function only applies in the x-y plane, a water crossing into the cylinder experiences no biasing force along z.(237) To address this using the existing code, we defined the counting region to be slightly larger than the actual pore along the z axis, with a 1.0 Å buffer region added on either end of the cylindrical pore region in the z-direction. This buffer region effectively shifts the dry state to Nwater ~ 5 – 10 (see Results). The buffer region has an additional benefit because Nwater is strictly non-negative, which may lead to excessive accumulation of bias potentials (see below) at exactly Nwater = 0 whenever the pore becomes fully dehydrated. In addition, we added a one-sided harmonic wall potential with a force constant of 50 kcal/mol for Nwater < 2 to further prevent reaching Nwater = 0. 
During MetaD simulations, Gaussian bias potentials (or “hills”) are periodically added to the original energy function along selected CVs (52). Key parameters of MetaD include the height and width of the Gaussians (given by two parameters, “hill height” and “sigma” in Plumed, respectively) and the rate at which they are deposited (i.e., “pace”). A key consideration in developing effective MetaD protocols is to have the appropriate combination of Gaussian height and deposition rate. Small Gaussians and slow deposition rates increase the simulation time required for convergence. Conversely, depositing large Gaussians at a rate exceeding how quickly the system could fluctuate along the CV can drive the system too far out of equilibrium, causing the calculated free energy surface to oscillate and not converge (218). In the well-tempered MetaD protocol, the hill height is attenuated as the bias potential accumulates along the CV. Specifically in Plumed 2.7 (236), the bias factor () controls how quickly the hill height is attenuated, 
 ,						(2)
where  is the original height,  is the simulation temperature, and  is the total bias potential previously deposited at the current CV value . To optimize the protocol for efficient simulation of dewetting transitions of the nanopore, we will determine the optimal combination of the above key parameters, by considering the inherent timescale of water dynamics in these nanopores and examining the convergence of the calculated free energy profiles.
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All simulations were run with GROMACS 2019.4 (239–245) with Plumed 2.7 (236). All nanopore beads were harmonically restrained with a force constant of 50 kcal/mol/Å2. The solvated nanopore systems were first equilibrated for 5 ns under constant temperature and pressure (NPT) conditions at 300 K and 1.0 atmospheric pressure. Berendsen barostat with tau_p of 20 ps and compressibility of 10-6 bar-1 was used in the equilibrium simulations. We note that the use of the Parrinello-Rahman barostat could result in large pressure and volume box oscillations in the current systems when paired with our desired harmonic restraints (246). All production MetaD simulations presented in this work were run with a timestep of 2 fs and the Berendsen barostat with tau_p of 10 ps, and compressibility of 10-5 bar-1. The lengths of all MetaD simulations were 50 ns except for the system with 5% glycerol volume fraction, which lasted 100 ns to better sample the glycerol distribution.
The accumulated bias from each MetaD run was converted into a potential of mean force (PMF) using Plumed. In the cases involving nanopores with lids, the free energy minima of the hydrated state were not well-defined. The hydration free energies were estimated by first determining the number of waters expected to constitute the state from a pore of the same volume, then taking the free energy with that number of waters as the corresponding minimum. The presence of a lid on the nanopores exacerbated the need for a buffer region in the Plumed counting cylinder (as the water can enter or leave the pore only from one end). Therefore, we used a larger buffer of 3 Å as opposed to the standard 1 Å. This results in a slightly greater degeneracy in the Nwater CV, which in turn affects how pores with different lids could be compared. For this, we shifted all PMFs such that the vapor-state minima were aligned at the origin. To derive 2D PMFs as a function of both water and cosolvent occupancies, we first reweighed each MetaD frame according to the cumulated bias potential and then calculated the 2D histograms. PMFs from unbiased simulations were calculated directly from the corresponding histograms of water occupancy. All plots were made with matplotlib (247), and molecular representations were rendered in VMD (248).
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[bookmark: _Toc134121305][bookmark: _Toc134624413][bookmark: _Toc134965371]Figure 2.1: Model nanopores and reversible dewetting transitions.
A) The side view of a hydrated cylindrical nanopore with the pore height labeled. B) The top view with the (inner) pore diameter labeled. C) A side view of a nanopore with a 20o wall slanting angle. D) Pore water count as a function of time during a 2-µs unbiased simulation of a pore of radius 7.5 Å and height 16 Å. Representative structures of the wet and dry states of the pore are also shown. E) Pore water count as a function of time from a 50-ns MetaD simulation of the same pore as in panel D.
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Given the nature of the CV Nwater, we set the hill height and sigma to 1.2 kcal/mol (two units of RT) and 1.0 (one water), respectively. The remaining key MetaD parameters are the pace and bias factor. In principle, the pace is limited by the inherent timescale of fluctuation of the CV, beyond which the system may be driven too far out of equilibrium for generating a stably converged free energy profiles. We performed a 100 ns unbiased MD simulation of a radius 7.5 Å, height 16 Å pore to calculate the mean-squared-displacement function and the effective diffusion constant. The result, shown in Figure 2.10, shows that water within the pore fluctuates rapidly with a rate greater than a few waters per ps, suggesting that very fast pace could be used. Indeed, we tested the convergence of the free energy profile with the pace ranging from 100 to 10,000, and the results (Figure 2.11) show that stable free energies can be generated using pace as aggressive as 100. In our final protocol, we set pace to 500 (i.e., 1 ps-1) to provide a compromise which allows fast deposition while reducing the risk of overdriving the system. A pace of 500 also appears to drive the largest number of reversible transitions (Figure 2.11).
Given the choice of hill height, sigma and pace, the bias factor determines how quickly the hill height is attenuated during MetaD simulations as the bias potential accumulates at a given CV value (Eq. 2). The optimal choice in principle depends on the nature of the free energy profile to be explored. Larger bias factors should be used for cases with larger free energy barriers, and vice versa. For the nanopore systems studied in this work, the free energy barriers are expected to be ~10 kcal/mol or less. As such, one may directly estimate the optimal bias factor to be about 10 / 0.6 = 20 or less. We compared the ability of MetaD to drive reversible dewetting transitions and generate converged free energy profiles with the bias factor ranging from 2 to 20. The tests suggest bias factor of 10 or 20 may be too aggressive for nanopores with small free energy barriers, leading to larger errors in the final PMFs (Figure 2.12, green and red traces). Therefore, we set bias factor to 5 in the final protocol as a good compromise for simulating of various nanopores with large differences in free energy barriers. An additional parameter could affect the rate of convergence is the switching width  in Eq. 1. A large switching with would blue the CV, and a small switching region would result in large forces at the boundary, Given the water radius (~1.4 Å), we tested  = 0.5, 1.0 and 2.0 Å. the results suggest that  does significantly affect the convergence of the PMF within this range (Figure 2.13), even though the number of reversible transition sampled appears to slightly higher with  = 1.0 Å.
The final MetaD protocol for all the nanopore simulations shown in this work has a pace of 500 MD steps,  = 1.0 Å, a sigma of 1.0, a hill height of 1.2 kcal/mol, and a bias factor of 5. Figure 2.1 illustrates the ability of the protocol to significantly accelerate the sampling of reversible dewetting transitions in nanopores. For example, only four reversible dewetting transitions were observed in the 2-µs of unbiased MD simulation (Figure 2.1D), while nine were generated in only 50 ns of MetaD simulation (Figure 2.1E). This reflects a ~100-fold increase in sampling efficiency, greatly facilitating quantitative free energy studies of dewetting of biologically relevant nanopores. Note that, even with 2-µs simulation time, the free energy profile derived from the unbiased MD remains poorly converged because a lack of sampling of high energy transition states, in contrast to the smooth and continuous profile derived from the 50-ns MetaD run (Figure 2.14).
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[bookmark: _Toc134121306][bookmark: _Toc134624414][bookmark: _Toc134965372]Figure 2.2: Convergence of MetaD free energy profiles of pore hydration.
A) Free energy profiles of pore hydration as a function of MetaD simulation time, for a pore with radius 6 Å and height of 12 Å. B) Comparison of free energy profiles calculated from 50-ns MetaD simulations and a 500-ns unbiased MD simulation of the same pore. The error bars for the MetaD result reflect the difference between two independent 50 ns runs, and the final trace was plotted using the average of the two runs.



We further evaluate the convergence of MetaD simulations using a smaller pore with a radius of 6 Å and a height of 12 Å, where a converged free energy profile could also be generated using unbiased MD due to the smaller free energy barrier. As shown in Figure 2.2A, the free energy profiles for the system stabilize rapidly during MetaD simulations, within 30 ns of simulation. Comparing the results from two independent 50 ns MetaD runs suggests that the convergence is 0.5 kcal/mol or less for the final free energy profile. (Figure 2.2B). Importantly, the free energy profile from MetaD is highly consistent with the result from a direct 500-ns unbiased MD simulation of the same system (Figure 2.2B), further validating the MetaD protocol for quantitative studies of dewetting free energy of biologically relevant nanopores. 
[bookmark: _Toc134220254][bookmark: _Toc134223993][bookmark: _Toc134226092][bookmark: _Toc134351173][bookmark: _Toc134366133][bookmark: _Toc134815862]2.3.2 Effects of pore radius and geometry on dewetting free energy
The hydrophobic inner pore region below the selectivity filter in protein ion channels is typically ~ 15 Å in length, but can vary substantially in the pore radius and tilt angle of the wall (185). Here, we examine the dependence of dewetting free energy on these two key pore properties. Figure 2.3 compares the free energy profiles of dewetting in a set of model nanopores with a height of 16 Å and radius ranging from 5 to 10 Å. The MetaD protocol as discussed above was able to calculate well converged free energy profiles for all these pores, including the largest 10 Å pore with a dewetting free energy greater than 10 kcal/mol (see Figure 2.2B for representative uncertainties of the final free energy profile). The result show that, lined with methyl-like hydrophobic beads and at a height of 16 Å, the critical radius of hydrophobic dewetting is as large as 7.5 Å, at which the free energy of the dry and wet states is nearly equal. Below the critical radius, the nanopore can readily dewet, with relatively low free energy barriers. The dewetting and rehydration transitions are highly cooperative, manifested as two well-defined free energy minima separated by a single barrier. Note that the apparent shift of the location of the dry state with respect to radius is due to the inclusion of 1 Å in calculation of Nwater (see Methods).
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[bookmark: _Toc134121307][bookmark: _Toc134624415][bookmark: _Toc134965373]Figure 2.3: Free energy profile of pore hydration as a function of the pore radius.
All profiles were calculated from 50 ns MetaD simulations and the height of all nanopores is 16 Å.



The free energy cost of pore dewetting can be attributed to the competition between the costs of creating two different types of water interfaces. The dry state contains two water-vapor interfaces between bulk water and vapor at both ends of the cylindrical region, whereas the wet state contains an interface between liquid water and the confining pore surface. Therefore, the free energy of dewetting can be described using two effective surface tension coefficients as,
,		(3)
where  is the change in the water-vapor or water-pore interface surface area,  is the corresponding surface tension coefficient, and  is the work for creating a cavity of volume  against external pressure . Note that the  term is negligible for nanoscale cavities (~ 0.06 kcal/mol for a spherical cavity of 1 nm radius under the atmospheric pressure). Assuming that the water-vapor interface is flat,  and . Indeed, the calculated dewetting free energies can be fit very well to Eq. 3, yielding  = 0.076 kcal/mol Å-2 and  = 0.035 kcal/mol/Å2 with a Pearson correlation coefficient R > 0.99 (Figure 2.4A). We note that  from the fitting is highly consistent with the reported value of the TIP3P water model of 0.073 kcal/mol/Å2 at 298 K (249). The result that  is about half of  is also in general agreement with reported values for water-oil interfaces (250, 251). It is notable that both  and  show minimal dependence on the pore radius, even though hydrophobic solvation is known to have a length-scale dependence for sub-nanometer spherical cavities (181). Clearly, the dependence is much weaker for cylindrical cavities within the range of radius 5 to 10 Å. 
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[bookmark: _Toc134121308][bookmark: _Toc134624416][bookmark: _Toc134965374]Figure 2.4: Parametric fitting of free energy cost of dewetting.
A) Free energy of dewetting for pores with a height of 16 Å and radii between 5-10 Å fit to Eq. 3. B) Free energy of dewetting at different NaCl concentrations fitted to Eq. 5. The nanopore used has a height of 16 Å and a radius of 6 Å. The values of the coefficients are as follows: A = -0.570, B = -0.175. The R values for both fits are greater than 0.99.



We further study how the tilt of the wall and/or the presence of a lid affect the dewetting free energy. The latter is to mimic the fact that the inner pore of a biological ion channel is usually capped by the selectivity filter. In Figure 2.5, we examine the effects of these pore modifications on the free energy of dewetting. Clearly, adding the lid significantly destabilize the hydrated states (e.g., Figure 2.5A, blue vs orange traces), apparently due to an increase in the hydrophobic surface that needs to be solvated in the hydrated state. The effects of tilting of the wall also seem to be well captured by consideration of water-vapor vs water-pore interface surface areas. As such, the free energy costs of dewetting in pores with tilted walls and lids obtained from MetaD simulations is in excellent agreement with theoretical values calculated from Eq. 3 using the same two surface tension coefficients,  = 0.076 kcal/mol/Å2 and  = 0.035 kcal/mol/Å2 (Figure 2.5B). Note that the 50 ns MetaD simulation did not sample a fully hydrated state for the tilted pore with the lid on the wide end (Figure 2.5A purple trace). Nonetheless, the theoretical value based on Eq. 5 clearly over-estimates the dewetting free energy from the MetaD simulation (Figure 2.5A and B, open purple circle). The reason is that water never fully filled the volume nearest to the lid due to the sharp corner (Figure 2.9D), reducing the accessible hydrophobic pore surface area. Taken together, the pore shape does not contribute to the dewetting free energy cost, but rather the cost is largely determined by the hydrophobic pore surface area and the area of the water-vapor interface at the mouth of the pore. Therefore, the dewetting cost of biological pores, such as those of ion channels, will likely be well approximated using solvent-accessible surface area-based models, regardless of the pore’s shape.
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[bookmark: _Toc134121309][bookmark: _Toc134624417][bookmark: _Toc134965375]Figure 2.5: Free energy profiles of hydration of nanopores with different geometries and lid configurations.
A) PMFs of hydration for a set of nanopores with and without a lid and/or tilt (see Figure 2.9). The circles mark the theoretical ΔGdewet as calculated using Eq. 3. The pores with 0º tilt - lid (orange), 20º tilt - narrow lid (red), and 20º tilt - wide lid (purple) did not have well-defined hydrated minima, so their locations were estimated by using the Nwater of the corresponding pore without the lid, denoted with a vertical dashed line (see Methods section for details). B) Correlation of dewetting ΔGs calculated using Eq. 3 (theoretical) with those derived from the PMFs (simulation). The dashed line marks the ideal diagonal line. Note that the PMF for 20º tilt - wide lid (purple) never reached a fully hydrated state with the same Nwater as in the no lid pore. The simulation ΔGdewet was estimated to be greater than 25 kcal/mol.


[bookmark: _Toc134220255][bookmark: _Toc134223994][bookmark: _Toc134226093][bookmark: _Toc134351174][bookmark: _Toc134366134][bookmark: _Toc134815863]2.3.3 Effects of salts on nanopore dewetting thermodynamics
Ionic strength is a key environmental factor that can affect ion channel function. In addition to directly modulate the stability of various states of the protein (252–255), salt could also directly modulate the water activity and thus the liquid-vapor equilibrium of confined water (256, 257). We applied MetaD simulations to calculate additional free energy profiles of dewetting of a pore with a height of 16 Å and a radius of 6 Å in the presence of 0.1 M, 1.0 M, and 5.0 M NaCl (Figure 2.15). A duplicated simulation was performed for the representative 1.0 M solution and the results show that 50 ns MetaD is sufficient to achieve convergence well within 0.5 kcal/mol (Figure 2.16). As shown in Figure 2.16, the dewetting free energy cost decreases with increasing salt concentration, as expected. Based on the Debye-Hückel limiting law (258), the salt-induced change of the effective surface tension coefficients can be approximated as
,							(4)
where  and  are coefficients related to properties of the solvated ions, and  is ionic strength of cosolvents (zero for pure water). Combining Eqs. 3 and 4, the salt-induced change of the dewetting free energy can be expressed as
,						(5)
where , and . The dewetting free energy derived from MetaD calculations can be fit to Eq. 6 with a Pearson’s correlation coefficient R > 0.99 (Figure 2.4B). Importantly, coefficients  and  in Eq. 4 depend on the ion type alone. Therefore, Eq. 5 is an important result, and parameters derived from free energy studies of model nanopores can be directly applied to predict the salt dependence of hydrophobic dewetting of protein ion channels.
[bookmark: _Toc134220256][bookmark: _Toc134223995][bookmark: _Toc134226094][bookmark: _Toc134351175][bookmark: _Toc134366135][bookmark: _Toc134815864]2.3.4 Complex effects of amphipathic cosolvents on hydrophobic nanopores
Amphipathic molecules, like alcohols and sugars, are also often used as cosolvents in functional studies of protein ion channels (259–266). For example, addition of glycerol or sucrose to the intracellular solution can enhance Ca2+-dependent activation of the big potassium (BK) channel (267). The molecular basis of how these cosolvents modulate channel function is not yet fully understood, even though it has been proposed to impact the protein rigidity (267). To examine how these cosolvents affect hydrophobic dewetting, we analyzed the free energy landscapes of pore hydration with increasing ethanol and glycerol concentrations. We applied the same MetaD protocol with Nwater as the CV in all simulations, and then derived 2D PMFs as a function of both pore ethanol/glycerol and water numbers. 
	
[bookmark: _Toc134121310][bookmark: _Toc134624418][bookmark: _Toc134965376]Figure 2.6: Ethanol effects on hydration property of nanopores.
All 2D PMFs were calculated as a function of pore ethanol and water numbers for a nanopore with a radius 6 Å and height of 16 Å. The ethanol volume fraction is A) 5%, B) 13%, C) 23%, and D) 40%. Black contour lines and color bar ticks are drawn at the same energy levels and are distributed quadratically. In each panel, the marginal projections are the 1D PMFs along Nwater (top) and Nethanol (left). The convergence of these free energy surfaces is illustrated in Figure 2.18.



As summarized in Figure 2.6, the effects of even simple ethanol are much more complex compared to those of salt. The presence of ethanol not only changes the ability of the pore to dewet, but also shifts the location of the hydrated state significantly. This may be directly attributed to the amphipathic nature of ethanol molecules. As illustrated in Figure 2.17, ethanol tends to coat the both the inner and outer surfaces of the pore wall with the hydrophobic methyl group facing the wall and the hydroxyl group facing the bulk and (hydrated) center. Similar observations have been made in previous studies of hydration properties of carbon nanotubes (207) and hydrophobic plates (206). Hydrophobicity of the wall is clearly central to the observed preferential surface adsorption of ethanol. For example, ethanol was found to absorb preferentially to the water-vapor interface but not the calcite solid-water interface.(214) Even with 5% ethanol, this mixed-solvent “wet” state is only about 1 kcal/mol less stable than the dry state. In comparison, the hydrated state is about 4 kcal/mol less stable than the dry state in pure water (Figure 2.3). In the presence of ethanol, there is no longer a local minimum for a wet state of the pore hydrated largely by water (Nwater ~ 60, see Figure 2.3). Even in the dry state, the pore remains partially solvated by a few ethanol molecules. As the ethanol concentration increases, the mixed solvent wet state becomes the most dominant state (Figure 2.6B-D). Furthermore, the wet state shifts from consisting of a mixture to consisting of mostly ethanol as the ethanol concentration increases (Figure 2.6). At 40% ethanol, the free energy cost of desolvating the nanopore is ~3 kcal/mol from the ethanol solvated state, while the cost of solvating the pore with water is >10 kcal/mol (Figure 2.6D).
The impact of glycerol on hydrophobic dewetting of the model nanopores are summarized in Figure 2.7 and are similarly complex to those of ethanol. Previous studies has shown that carbon nanotubes dewet in the presence of organic cosolvents like guanidinium and urea (268, 269). As previously discussed, glycerol is of particular interest for effecting the gating mechanism of some ion channels (267). To quantify the effect glycerol has on hydrophobic dewetting, we solvated the pore of radius 6 Å and height 16 Å with various glycerol concentrations. We found that increasing glycerol concentration also destabilizes the pure water hydrated state (Figure 2.7). Below 5% we saw no interesting effect beyond simply drying the nanopore as expected (data not shown). At a glycerol concentration of 5%, the hydrated state is still essentially pure water and has a ΔGdewet of ~-4 kcal/mol (Figure 2.7A), comparable to that of dehydrating the same pore in pure water (Figure. 3). At a higher glycerol concentration of 23%, the mixed glycerol and water state ΔGdewet is reduced to about -2.5 kcal/mol (Figure 2.7B). Glycerol is likely more sterically hindered than ethanol in a 6 Å-radius pore, which would explain why the mixed solvent state is only achieved at relatively high concentration. Clearly, a sufficiently high concentration of amphipathic cosolvent can induce a mixed-solvent state that solvates a hydrophobic pore that would otherwise remain dehydrated in pure water. The prediction that glycerol (and ethanol) can stabilize the hydrated state of the pore is important, because such direct effects of glycerol on hydrophobic dewetting may contribute to the experimental observation that glycerol promotes the activation of BK channels (267). 
	
[bookmark: _Toc134121311][bookmark: _Toc134624419][bookmark: _Toc134965377]Figure 2.7: Glycerol effects on hydration property of nanopores.
All free energy profiles were calculated for a pore with a radius 6 Å and height of 16 Å and in a solution with A) 5%, and B) 23% glycerol by volume. The black contour lines and color bar ticks are drawn at the same energy levels and are distributed quadratically. In each panel, the marginal projections are the 1D PMFs along Nwater (top) and Nglycerol (left). The convergence of these free energy surfaces is illustrated in Figure 2.19.


[bookmark: _Toc134220257][bookmark: _Toc134223996][bookmark: _Toc134226095][bookmark: _Toc134351176][bookmark: _Toc134366136][bookmark: _Toc134815865]2.4 Conclusions
The delicate balance of water’s liquid-vapor equilibrium in nanoscale confinement is vital to cellular functions, including as a gating mechanism in ion channels. We developed a MetaD enhanced sampling protocol to sample reversible liquid-vapor transitions in nanopores and quantify the energetic effects of changing biologically-relevant properties of the pore. We carefully selected key MetaD parameters, particularly the pace and bias factor, to balance the computational cost and achievable convergence, and identified a single protocol that was able to achieve converged free energy profiles within 50 ns for a wide variety of nanopores and solution conditions. Importantly, the MetaD protocol provides sufficient sampling even for capturing the complex effects of amphipathic cosolvents without needing to bias both the water and cosolvent, demonstrating its robustness to accelerate the sampling of dewetting transitions in a wide array of biologically-relevant settings. We expect that the protocol can be used in simulations of protein ion channels to quantify the effects of ions, surfactants, or even channel-activating drugs on hydrophobic dewetting, as well as the effects of mutations and protein conformational changes. The general protocol will also be useful to study confined water properties in any system where the liquid-vapor transition lies beyond what’s accessible to conventional all-atom MD simulations.
Using a set of nanopores of various sizes and geometries, we found that the dewetting free energy was insensitive to curvature and shape. Instead, it can be fully determined by two key thermodynamic parameters, namely, the effective surface tension coefficients of the water-vapor and water-pore surfaces (Eq. 3). Furthermore, the effects of salts can be fully captured in the ion-specific salt dependence of surface tension coefficients, such as using a Debye-Hückel limiting law (Eqs. 4 and 5). Therefore, results from studies of model nanopores can be used to quantitatively predict the salt dependence of hydrophobic gating of complex protein. Our simulations further showed that amphipathic molecules such as ethanol and glycerol had complex effects on the hydration properties of nanopores, shifting both the location of hydrated state and the free energy equilibrium. In particularly, amphipathic molecules such as glycerol can directly perturb the liquid-vapor equilibrium of water in nanopores to enhance the activation of ion channels. This may provide a general probe for detecting and studying hydrophobic gating in protein ion channels. 
[bookmark: _Toc134220258][bookmark: _Toc134223997][bookmark: _Toc134226096][bookmark: _Toc134351177][bookmark: _Toc134366137][bookmark: _Toc134815866]2.5 Acknowledgements 
We thank Dr. Zhiguang Jia for helpful discussions. All simulations were performed on the pikes GPU cluster housed in the Massachusetts Green High-Performance Computing Cluster (MGHPCC). This work was supported by National Institutes of Health Grant R35 GM144045 (J. C.). E. B. N. was also supported by National Research Service Awards T32 GM008515 and T32 GM139789 from the National Institutes of Health.


[bookmark: _Toc134815867]2.6 Supporting Information

	
[bookmark: _Toc134624420][bookmark: _Toc134965378]Figure 2.8: Illustration of a model nanopore with a 20o tilt angle and a lid.
The pore is characterized by the diameters at the narrow (A) and wide (B) ends, and the slant height (C). The same pore is drawn in (A-C), where there is a lid above the widest layer and an opening only at the narrow end. As noted, it has a slant height of 14 Å, a narrow radius of 5 Å and a wide radius of 9 Å. The lid and additional rings outside of the tilted pore are translucent to aid in the visualization of the pore’s angled walls. D) Diagram of the pore with a tilt angle and lid at the wide end. The surface area of a cylinder is given by: , where  is the slant height,  is the wide radius,  is the narrow radius. This equation is expressed as the sum of the surface areas of the slanted wall, the wide lid, and narrow lid. Both  and  are given as effective distances that exclude some small distance (e) which is inaccessible to waters in the simplified straight-wall surface area approximation we employed to derive the surface tension coefficients. The diagram in (D) was drawn with Geogebra:
(https://geogebra.com).






	
[bookmark: _Toc134624421][bookmark: _Toc134965379]Figure 2.9: Solvent boxes depicting relative co-solvent concentrations.
A) (70 Å)3 pure water box. B) (70 Å)3 box with 5% glycerol by volume. C) (70 Å)3 box with 5% ethanol by volume. In B) and C), the water is not shown for clarity and the periodic box is shown as the red box. The nanopore in the middle of the box is shown from the top.






	
[bookmark: _Toc134624422][bookmark: _Toc134965380]Figure 2.10: Mean square displacement of Nwater as a function of time.
The result was calculated from a 100 ps unbiased MD simulation with a pore of radius 7.5 Å and height 16 Å in a (70 Å)3 water box. The initial configuration of the pore is in the dehydrated state. The linear region of the MSD is highlighted in (A) and zoomed in (B). The effective diffusion constant D ~ 10 ps-1, suggesting that water within the pore fluctuates greater than a few waters per ps.






	
[bookmark: _Toc134624423][bookmark: _Toc134965381]Figure 2.11: Deposition pace dependence of the CV traces and free energy profiles.
A) Time traces of the CV Nwater and B) free energy profiles from 50 ns of MetaD simulations with deposition paces of 100, 500, 1000 and 10000. The other MetaD parameters were set to: hill height = 1.2 kcal/mol, sigma = 1.0 (one water), and bias factor = 5. The nanopore has a radius 6 Å and height 12 Å and a pore LJ 𝜀 = -0.20 kcal/mol. This pore has a small enough free energy barrier to allow a well-converged reference PMF to be derived within a 500 ns direct MD simulation (unbiased trace).






	
[bookmark: _Toc134624424][bookmark: _Toc134965382]Figure 2.12: Effects of bias factor on the CV traces and free energy profiles.
A) Time traces of the CV Nwater and B) free energy profiles from 50 ns of MetaD simulations with bias factors of 2, 5, 10 and 20. The other MetaD parameters were set to: hill height = 1.2 kcal/mol, sigma = 1.0 (one water), and pace = 500 (MD steps per deposition). The nanopore has a radius 6 Å and height 12 Å and a pore LJ 𝜀 = -0.20 kcal/mol. This pore has a small enough free energy barrier to allow a well-converged reference PMF to be derived within a 500 ns direct MD simulation (unbiased trace).






	 
[bookmark: _Toc134624425][bookmark: _Toc134965383]Figure 2.13: Effects of switching width r0 on the CV traces and free energy profiles.
A) Time traces of the CV Nwater and B) free energy profiles from 50 ns of MetaD simulations with switching width r0 of 0.5, 1.0 and 2.0 Å (see Eq. 1). The other MetaD parameters were set to: hill height = 1.2 kcal/mol, sigma = 1.0 (one water), bias factor = 5, and pace = 500 (MD steps per deposition). The nanopore has a radius 6 Å and height 12 Å and a pore LJ 𝜀 = -0.20 kcal/mol. This pore has a small enough free energy barrier to allow a well-converged reference PMF to be derived within a 500 ns direct MD simulation (unbiased trace).







	
[bookmark: _Toc134121312][bookmark: _Toc134624426][bookmark: _Toc134965384]Figure 2.14: Free energy profile of pore hydration from unbiased MD.
The unbiased PMF was calculated from a 2-µs simulation of a nanopore with a radius of 7.5 Å and a height of 16 Å (black). The result from a 50-ns MetaD simulation of the same pore (red) is shown for comparison. The corresponding time traces are shown in main Fig. 1.






	
[bookmark: _Toc134121313][bookmark: _Toc134624427][bookmark: _Toc134965385]Figure 2.15: Free energy profile of pore hydration as a function of salt concentration.
All profiles were calculated from 50 ns MetaD simulations using a model nanopore of radius 7.5 Å and a height of 16 Å, and varying concentration of NaCl. 
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[bookmark: _Toc134624428][bookmark: _Toc134965386]Figure 2.16: Convergence of MetaD simulations with salt.
Both PMF profiles were calculated from 50 ns MetaD simulations using a model nanopore of radius 7.5 Å and a height of 16 Å and 1 M of NaCl. Replica 2 was started from the final configuration of replica 1 with a new set of randomized initial velocities.






	
[bookmark: _Toc134121315][bookmark: _Toc134624429][bookmark: _Toc134965387]Figure 2.17: Distributions of water and ethanol (EtOH) -OH and -CH3 groups in the EtOH hydrated state.
A) Time trace of the number of waters, EtOH -OH, and EtOH -CH3 in a pore of radius 6 Å, height 16 Å, solvated with 13% ethanol by volume, during a 50 ns MetaD simulation. The colors are identical to the legend in (B). B) The radial density was calculated over the full 50 ns biased simulation. It is calculated at 0 to 25 Å from the center of the pore in the xy-plane, but only for a slice of the box between the top and bottom of the pore. The radial density,, is the number of groups  between  and , divided by the difference in the slice area , then scaled such that water density goes to 1 in the bulk. Error bars report standard error of the mean. (C) Representative snapshot of the EtOH hydrated state taken to illustrate distributions in (B). Solvent molecules are rendered with bonds. Solvent carbons are teal, hydrogens are white, and oxygens are red. The pore atoms are rendered in large spheres and colored gray.




	
[bookmark: _Toc134121316][bookmark: _Toc134624430][bookmark: _Toc134965388]Figure 2.18: Convergence of MetaD simulations with ethanol.
These 2D PMFs were calculated as a function of pore ethanol and water numbers for a nanopore with a radius 6 Å and height of 16 Å. The ethanol volume fraction is 23%. Black contour lines and color bar ticks are drawn at the same energy levels and are distributed quadratically. In each panel, the marginal projections are the 1D PMFs along Nwater (top) and Nethanol (left). A) Initial replica, identical to Figure 2.6C in the main text. B) Second replica started from the final configuration of the first replica with new initial random velocities.
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[bookmark: _Toc134624431][bookmark: _Toc134965389]Figure 2.19: Convergence of representative glycerol MetaD simulations.
These 2D PMFs were calculated as a function of pore glycerol and water numbers for a nanopore with a radius 6 Å and height of 16 Å. The glycerol volume fraction is 23%. Black contour lines and color bar ticks are drawn at the same energy levels and are distributed quadratically. In each panel, the marginal projections are the 1D PMFs along Nwater (top) and Nglycerol (left). A) Initial replica, identical to Figure 2.7B in the main text. B) Second replica started from the final configuration of the first replica with new initial random velocities.





CHAPTER 3
[bookmark: _Toc134223998][bookmark: _Toc134226097][bookmark: _Toc134351178][bookmark: _Toc134366138][bookmark: _Toc134815868]Inner pore hydration free energy controls the activation of big potassium channels[footnoteRef:3] [3:  Nordquist E, Jia Z, Chen J. Inner pore hydration free energy controls the activation of big potassium channels. Biophys. J. 2023. (in press)] 

Hydrophobic gating is an emerging mechanism in regulation of protein ion channels, where the pore remains physically open but becomes dewetted to block ion permeation. Atomistic molecular dynamics simulations have played a crucial role in understanding hydrophobic gating, by providing the molecular details to complement mutagenesis and structural studies. However, existing studies rely on direct simulations and do not quantitatively describe how the sequence and structural changes may control the delicate liquid-vapor equilibrium of confined water in the pore of the channel protein. To address this limitation, we explore two enhanced sampling methods, namely, metadynamics and umbrella sampling, to derive free energy profiles of pore hydration in both the closed and open states of big potassium (BK) channels, which are important in cardiovascular and neural systems. It was found that metadynamics required substantially longer sampling times and struggled to generate stably converged free energy profiles, due to the slow dynamics of cooperative pore water diffusion even in the barrierless limit. Using umbrella sampling, well-converged free energy profiles can be readily generated for the wild-type BK channels as well as three mutants with pore-lining mutations experimentally known to dramatically perturb the channel gating voltage. The results show that the free energy of pore hydration faithfully reports the gating voltage of the channel, providing further support for hydrophobic gating in BK channels. Free energy analysis of pore hydration should provide a powerful approach for quantitative studies of how protein sequence, structure, solution conditions and/or drug binding may modulate hydrophobic gating in ion channels.
[bookmark: _Toc134223999][bookmark: _Toc134226098][bookmark: _Toc134351179][bookmark: _Toc134366139][bookmark: _Toc134815869]3.1 Introduction
Hydrophobic dewetting has been proposed to be involved in gating of an increasing number transmembrane protein ion channels that may be activated by voltage, mechanical force, and/or ligand binding (30, 270). This phenomenon arises because water is a surprisingly complex liquid that exists near the liquid-vapor equilibrium under physiological conditions (271). Confinement within a hydrophobic cavity, such as the inner pore of some channel proteins, can readily drive the equilibrium toward the vapor phase, resulting a dewet state that is unfavorable to the penetration of ions without rehydration first. Members from many classes of ion channels have been suggested to utilize such hydrophobic gating mechanism (30, 270), including mechanosensitive channels (272, 273), potassium channels (29), calcium channels (274), the transient receptor potential (TRP) channels (275), magnesium channels (276). The conformational changes which induce dewetting are also diverse. To drive hydrophobic dewetting during gating, some channels require relatively small sidechain rearrangements (273, 277), whereas others involve larger motions such as helix twisting (139) and - helix transition (278).
One particular ion channel of great physiological importance is the large conductance potassium (BK) channels, which is also known as slo1, MaxiK, or KCa1.1 (119). BK can be activated by both membrane voltage and intracellular Ca2+ to regulate neural excitability (120–122), neurotransmitter release (279), and muscle contraction (123, 124). These channels are implicated in an array of human diseases including epilepsy, asthma, stoke and hypertension (125). The BK channel protein consists of three major domains (Figure 3.1A): the voltage-sensing domain (VSD), which senses membrane polarization (121, 126, 127), the pore-gate domain (PGD), which is responsible for potassium selectivity, permeation and channel gating, and the cytosolic-tail domain (CTD), which senses calcium binding and allosterically modulates channel opening independently of the VSD (130–132). The cryo-EM structure of both the human and Aplysia californica BK channels in the calcium-free, closed conformation revealed that the inner pore under the selectivity filter undergoes only a small contraction and remain physically wide open (Figure 3.1B) (134, 280, 135). This observation was not necessarily surprising, because the BK inner pore were known to remain accessible to quaternary ammonium blockers and methanethiosulfonate (MTS) reagents even in the deactivated state (141, 136, 140). It has thus been suggested that the selectivity filter of BK channels may also function as the gate (136–138). A study of the negatively-charged activators (NCAs) of the two-pore potassium channel found that these NCAs bound in the pore beneath the filter and increased the single-channel conductance (137). Molecular dynamics (MD) simulations further suggested that the negative charge on these NCAs could increase K+ occupancy below the filter as a general activation mechanism applicable to BK and other potassium channels (137). Structural studies suggest that NCA binding is dynamic and experimental support of the mechanism remains ambiguous. Furthermore, one of the NCAs of the BK channels has recently been shown to dramatically effect open and close dwell times but not the single-channel conductance (44).
Atomistic MD simulations have revealed that the inner pore of BK channels can readily undergo spontaneous dewetting in the calcium-free and presumably closed state, while the pore remains stably hydrated in the calcium-bound and open state (139). The dewetting transition is apparently driven by relatively modest conformational transitions in the PGD that lead to an elongated, narrower, and more hydrophobic inner pore. This illustrates how the liquid-vapor equilibrium of confined water can respond sensitively to changes in pore geometry and surface properties (30). The dry pore produces a “vapor barrier” to ion permeation, but remains physically open and accessible to channel blockers and MTS reagents, which readily explains the aforementioned pore accessibility experiments in the closed state (136, 140, 141). The hydrophobic gating mechanism is also highly consistent with the previous systematic scanning mutagenesis studies showing that modulation of pore hydrophobicity is strongly correlated with the gating voltage of BK channels (142). 

	
[bookmark: _Toc134624432][bookmark: _Toc134965390]Figure 3.1: BK channel structure and key features.
A) Overall conformation in the Ca2+-free and presumably deactivated state. The structure was derived from PDB: 6v3g and further refined by MD simulations (see Methods). VSDs are drawn in red, the PGD in silver, and the CTD in blue. B) Two opposing PGD S6 helices and the selectivity filter (residues 273 – 330) in both the closed (silver) and open (periwinkle) conformations. A key pore-lining residue A316 is highlighted in red spheres. Potassium ions in the selectivity filter are drawn as gold spheres.


 
Existing studies of hydrophobic dewetting in ion channels have relied on direct MD simulations and are therefore limited by the slow water dynamics and conformational changes of protein channels (272, 273, 29, 281–285). Such studies require extensive sampling on the order of µs for protein channels. They are generally incapable of generating reversible transitions to determine the pore hydration thermodynamics, which is necessary for quantitative analysis of how various structural and physical properties of the pore control hydrophobic dewetting in channel gating. Free energy calculations have been employed to study hydration thermodynamics in carbon nanotubes and protein surfaces (183, 286–289) but not in protein channels. This motivated our previous work to develop a well-tempered metadynamics (MetaD) protocol to sample reversible dewetting transitions in protein-like nanopores (290), where we showed that the free energy cost of dewetting is mainly determined by two key thermodynamic parameters, namely, the surface tension coefficients of the pore-water and pore-vapor interfaces (290). In this work, we apply the MetaD protocol to quantify the free energy cost of inner pore hydration in BK channels. The results reveal a likely fundamental challenge in generating well-converged free energy profiles within reasonable MetaD simulation times due slow inherent diffusion along the desired CV, namely, the pore hydration number. Instead, we find umbrella sampling (US) to be highly effective for calculating the pore hydration free energy profiles for BK channels in both open and closed states. Comparing the results for the wildtype BK channels and three pore-lining mutants show that the free energy costs of pore hydrating is strongly correlated with the experimentally-measured gating voltages. We expect that efficient approaches for quantitative free energy analysis of pore hydration will facilitate the exploration of the properties which ion channels use to control hydrophobic dewetting in gating.
[bookmark: _Toc134224000][bookmark: _Toc134226099][bookmark: _Toc134351180][bookmark: _Toc134366140][bookmark: _Toc134815870]3.2 Methods
[bookmark: _Toc134224001][bookmark: _Toc134226100][bookmark: _Toc134351181][bookmark: _Toc134366141][bookmark: _Toc134815871]3.2.1 BK channel structures and atomistic simulation setup
The initial protein conformations for the closed and open human BK channels were taken from PDB entries 6v3g and 6v38, respectively (135). Several short loops absent only in one structure were rebuilt using the other structure as template using the Swiss-PDB server (291) as described previously (292). Missing N- and C-terminal segments as well as several long loops (e.g., V53-G92, A614-V683, and D834-I870) are presumably dynamic and thus not included in equilibration simulations of the full-length channel. The protein constructs were solvated in POPC lipids, TIP3P water and 0.15 M KCl plus neutralizing ions using the CHARMM-GUI server (293–295). The systems were described using the CHARMM36m protein (15) and CHARMM36 lipid force fields (24) and simulated using the GPU-enabled Gromacs 2019 (296, 297). All hydrogen-containing bonds were constrained with the LINCS algorithm (298, 299) and the MD timestep was 2 fs. Electrostatics were treated with the Particle mesh Ewald algorithm (300) with a cutoff of 12 Å. Van der Waals forces were smoothly switched off from 10 Å to 12 Å. The Nosé-Hoover thermostat (301, 302) was used with T = 303.15 K and  = 1.0 ps-1. In NPT (constant number of particles, pressure, and temperature) simulations, the Parrinello-Rahman semi-isotropic barostat was applied in x- and y-directions with P = 1 bar, compressibility = 4.5x10-5 bar-1, and  = 5.0 ps-1.
Initially each solvent box was minimized for 5000 steps with the steepest descent algorithm. Then the system was equilibrated in several steps where the positions of heavy atoms of the protein and lipids were harmonically restrained (303, 294). In each step, the force constants gradually decreased from 4000 to 0.1 kcal/(mol Å2). The final NPT equilibration was run for 10 ns with only protein heavy atoms restrained to ensure the box size remained stable. As described below, an additional simulation step was taken to relax a spurious and unstable -helix turn (residues 317-320) in the S6 helices of the closed channel structure (Figure 3.8). For all subsequent simulations and free energy calculations, the CTD was removed to mimic the Core-MT construct (304, 305), which only includes the transmembrane domains and C-linker of mSlo1, and an 11-residue tail from the mouse KV 1.4. These final simulation boxes are approximately 160 Å by 160 Å by 100 Å and contain ~270,000 atoms. After generating each A316 mutation, the mutants were minimized by 50000 steps of steepest descent followed by 1 ns NPT equilibration of the new side chain.
[bookmark: _Toc134224002][bookmark: _Toc134226101][bookmark: _Toc134351182][bookmark: _Toc134366142][bookmark: _Toc134815872]3.2.2 Structural relaxation of a spurious S6 -helix turn in PDB 6v3g
The Ca2+-free, closed structure of human BK channels (PDB 6v3g) contains a -helix turn in residues 317-320, which is not present in either the Ca2+-bound structure (PDB 6v38) or the previous A. californica BK structures (134, 135). Curiously, this -helix turn does not appear to be consistent with the raw electron density map (135) (Figure 3.8A). In MD simulations, the -helix turns spontaneously relax to α-helices (Figure 3.8B) and could give rise to substantial instability in the pore structure (e.g., Figure 3.8C). To more careful relax and refine the S6 helices, we performed a 100 ns of equilibration simulation with position restraints applied to the P-loop, selectivity filter (T273 to D292) and RCK2 (A614 to C-terminus) and two additional sets of distance restraints designed to enforce the four-fold symmetry of the S6 helices. The first set of restraints ensure that the distance between S6 residues 312-325 in opposing pairs (chains A C vs chains B D) remain the same. They take the form , where  = 2.0 kcal/(mol Å2) and  and  are the distances between the Cα atoms of residue  in opposing chains. The second set of restraints ensure that residues in neighboring chain pairs (e.g., chains A B vs chains B C vs chains C D vs chains D A) have the same distance apart, imposed using the same form as above. The S6 conformation stabilized within ~50 ns during the 100-ns restrained simulation after modest changes relative to PDB 6v3g. Independent 100 ns unrestrained simulations confirm that the relaxed conformation is more stable than the initial structure with the -helical turns (see Figure 3.8C). Note that while the relaxed S6 helix no longer contains the spurious -helix turns, the final backbone RMSD of residues 312-325 is only ~2 Å with respect to the initial structure PDB 6v3g. Note that the initially hydrated pore spontaneously dewetted during the equilibration simulation (Figure 3.8D), consistent with our previous simulations of based on homology models derived from A. californica BK channel structures (139).
[bookmark: _Toc134224003][bookmark: _Toc134226102][bookmark: _Toc134351183][bookmark: _Toc134366143][bookmark: _Toc134815873]3.2.3 MetaD for enhanced sampling of reversible pore hydration
Sampling many reversible dewetting transitions requires an enhanced sampling technique which biases the water count in the pore. MetaD is an appealing technique for its power, the simplicity of analysis, and the fact that it generates continuous trajectories (52, 48, 227, 223, 228, 306, 230, 219). In particular for the well-tempered MetaD, biasing potentials or “hills” are deposited at a fixed deposition rate along a selected collective variable (CV) and the height of the hills decreases as a function of the total bias potential accumulated at each CV position (48). The sampling efficiency can be tuned by judicious selection of the key parameters such as the hill size, deposition rate, and so-called bias factor that controls how quickly the hill height is reduced as bias potential accumulates. Rationale for the selection of these parameters have been thoroughly discussed in the literature (48, 219, 290).
The natural choice of CV for MetaD simulations of hydrophobic dewetting is the number of water molecules within the pore region, Nwater. We used the open-source, community-developed PLUMED library (307), version 2.7 (308) to define our CVs. The large size of a fully-solvated transmembrane protein simulation box motivated the use of the PLUMED COORDINATIONNUMBER CV (309), which uses a neighbor list to speed up the Nwater calculation. For example, a cutoff distance of 20 Å coupled with an update frequency of every 10 MD steps leads to ~3-fold acceleration for the current systems with ~270,000 atoms. Specifically, Nwater is defined as the total occupancy of all water oxygen atoms within a pre-defined sphere (Figure 3.2). The center of the sphere was chosen to be the center of mass of Cα atoms of all four M314 residues to optimally position the sphere based on water counts in the original unbiased simulations (139), such that the maximally dewetted region was encompassed by the sphere. The occupancy is one within the sphere and smoothly switches to zero beyond the sphere. Specifically, the gaussian switching function, , was used when  with the sphere radius  = 8 Å and gaussian width  = 1.5 Å. Here  is the distance between each water oxygen and the center of mass of the Cα atoms of all four M314 residues. The switching function was truncated at  = 13 Å such that  = 0 for all distances  and normalized with . 

	
[bookmark: _Toc134624433][bookmark: _Toc134965391]Figure 3.2: Definition of pore water for BK channels.
Two facing PGDs are drawn in silver cartoon from residues 230 to 330. The spherical counting region centered on the center of mass of M314 is drawn as a transparent blue sphere with a radius of 9.2 Å, which corresponds to the distance within the switching region where the occupancy is 0.5. Pore-lining residues I312, A316, P320 and E324 are drawn with the Licorice style, together with water molecules within 10 Å of the central axis. Potassium ions within the filter are shown as gold spheres.



During MetaD simulations, Nwater was restrained with a flat-bottom wall potential between 2 and 90 and with a force constant of 50 kcal/mol, to prevent the system from hitting the hard wall at 0 or over-sampling unneeded space in the CV, respectively. We observed occasional penetration of lipid tails into the pore region through fenestrations between the S6 helices in the closed state, and the dynamics of lipid tail diffusion is slow (e.g., see Figure 3.9 and Figure 3.10). To prevent these rare events and achieve better convergence of the pore hydration sampling, we use a similar “coordination” CV to impose a restraint for preventing a lipid tail group from entering the pore. A linear penalty was applied to the lipid count with the form: , with  = 40 kcal/mol to prevent lipids from penetrating deep into the pore region. Specifically, the gaussian switching function was used with cutoff distance  = 5 Å, switching length  = 1 Å,  = 9 Å. The neighbor list for pore lipid occupancy has a cutoff of 20 Å and update frequency of every 10000 MD steps. Note that the slow diffusion of lipids permits infrequent updates.
As done previously (290), we carefully evaluated the effect that the well-tempered MetaD parameters have on the efficient sampling of pore hydration. The choice of bias factor sensitively impacts both the convergence and the space that can be sampled efficiently (Figure 3.11). An aggressive bias factor of 20, with a hill height of 0.2 kcal/mol and deposition rate of 0.1 ps-1, led to excellent sampling of reversible pore hydration transitions (Figure 3.11A), but poor convergence in the free energy profile (Figure 3.11B). A mild bias factor of 3 with a larger hill height of 0.6 kcal/mol and faster deposition rate of 1 ps-1 resulted in fewer reversible hydration transitions (Figure 3.11C) but a curious appearance of better converged free energy profiles (Figure 3.11D). In Results, we will further analyze the challenges of MetaD simulations for generating reliable free energy profiles, using a representative protocol with moderate choices of various parameters. Specifically, the protocol includes a deposition rate of 0.1 ps-1, hill height of 0.2 kcal/mol, and hill width of 1 unit, and a bias factor of 5. The hills were accumulated on a grid with minimum at 0, maximum at 92 and with default grid spacing of 0.2 units for better efficiency in long MetaD runs. All protein Cα atoms were harmonically restrained with a force constant of 0.1 kcal/(mol Å2) during MetaD simulations. The PMFs are calculated as the cumulative sum of all the bias potentials from the start to the specified time point, negating that result and shifting the minimum to zero. 
[bookmark: _Toc134224004][bookmark: _Toc134226103][bookmark: _Toc134351184][bookmark: _Toc134366144][bookmark: _Toc134815874]3.2.4 US and analysis of pore hydration and ion permeation
US (47) is a well-established free energy simulation protocol frequently used to study proteins (310). US simulations were performed using the same Nwater CV as described above, with sampling windows spaced every 5 units of Nwater. The initial configuration for each window was chosen from representative snapshots from MetaD simulation trajectories that do not contain potassium ions in the pore. Similar restraints were applied to the protein and lipid tails as in the MetaD protocol (see above). For each window, the Nwater CV is harmonically restrained with a force constant of 0.2 kcal/mol. The total sampling time in each window 10 ns with snapshots saved every 10 ps. Upon inspection of the biased histograms, the windows centered at Nwater = 15 and 20 for both the closed WT and closed A316I mutant channels were extended for an additional 10 ns to allow for improved convergence for a total of 20 ns in those windows only. We only covered the regions of the Nwater space with free energy no greater than ~10 kcal/mol. We estimated the extent of this space based on the volume available in the wildtype and the size of each mutant side chain. Additional windows were added later as needed. The total sampling time of US calculations for each PMF ranges from 90 ns for A316D in the opened state (9 windows) to 140 ns for A316 and A316I in the closed state (12 windows, 2 windows for 20 ns total). The weighted histogram analysis method (WHAM) (58, 311) was used to construct the PMF along the CV with a bin width of 1 water unit. For WHAM analysis, the first 1 ns of each window were discarded, and the remaining frames were analyzed as two separate blocks to estimate the errors. For windows extended to 20 ns, the initial 5 ns prior to full equilibration were discarded. The final PMFs are the average PMF from the two blocks and the error bars are the difference between the two blocks divided by . Analysis of the dependence of convergence on sampling time per window in a representative case is given in Figure 3.12, showing that the overall PMF started to converge with 5 ns sampling in most regions of Nwater CV. We chose 10 ns sampling time unless otherwise noted to ensure a high level of convergence for subsequent analysis of inner pore mutants.
US was also used to calculate the free energy of ion permeation through the inner pore of BK channels. These simulations were performed on the full-length BK channel without the additional relaxation done to the filter. We used the z-distance to the selectivity filter as the CV, and eight windows were evenly spaced by 2 Å from 22 Å to 8 Å. The location of the filter was chosen to be the center of mass of the backbone heavy atoms of residues 286, 287 and 288, which is within the so-called S4 potassium binding site of the filter (312). Harmonic restraints were used along the z-distance to the filter of the ion with a force constant of 200 kJ/(mol nm2) or 0.48 kcal/(mol Å2). Each window was run for 20 ns, except that the window at 16 Å was extended for an additional 20 ns (Figure 3.13). 1D PMF was calculated for the full trajectories using WHAM as described above. WHAM was also applied to calculate the 2D PMF as a function of ion z-distance to the filter and Nwater. Note that there is no bias on Nwater during US of ion permeation, so each 2D histogram was effectively reweighted using its single 1D (K+ z-distance to filter) weight. The convergence in the Nwater can be expected to be limited without bias in that dimension. The convergence was analyzed using separate 2D PMFs of the first and last halves of the sampling (Figure 3.14). All plots were generated with matplotlib (247), and all molecular representations were rendered with VMD (313). Example plumed run files for the final MetaD and US protocols are stored on GitHub at: 
https://github.com/enordquist/BKDewet_SI.
[bookmark: _Toc134224005][bookmark: _Toc134226104][bookmark: _Toc134351185][bookmark: _Toc134366145][bookmark: _Toc134815875]3.3 Results
[bookmark: _Toc134224006][bookmark: _Toc134226105][bookmark: _Toc134351186][bookmark: _Toc134366146][bookmark: _Toc134815876]3.3.1 Challenges in achieving convergence with MetaD: slow inherent dynamics of cooperative pore hydration
MetaD was highly effective in our previous study of hydration free energy of model nanopores with smooth wall surfaces (290). Real protein pores have several important differences, including roughness of the surrounding pore surface and the presence of a mixture of hydrophobic and hydrophilic chemical groups. Nonetheless, MetaD is able to drive many reversible pore hydration transitions within 500 ns for the wild-type (WT) BK channel in the closed state (Figure 3.3A and Figure 3.11), providing 1-2 orders of magnitude acceleration compared to direct MD simulations (139). Curiously, the resulting PMF profiles remain oscillatory even with 500 ns simulation time (Figure 3.3B and Figure 3.C). This is somewhat surprising and in strong contrast to the case of model nanopores, where 50-ns MetaD simulations were sufficient to generate well converged pore hydration free energy profiles even for case with > 10 kcal/mol free energy differences between the dry and hydrated states (290). We have carefully re-examined the choice of MetaD parameters, particularly the hill deposition pace and bias factor (e.g., see Figure 3.11), which together control how quickly the biasing potential accumulates (48, 290). The results suggest that the apparent challenge of achieving stable convergence of hydration free energy profile of the BK channel pore is likely not due to overly aggressive MetaD protocol (e.g., with fast pace and/or large bias factor). In fact, the MetaD protocol used in Figure 3.3 is much less aggressive than those used in the previous study of model nanopores, with 10-fold reduction in the hill deposition rate and 2-fold reduction in the bias factor.
The poor convergence of BK pore hydration free energy even with 500-ns sampling time makes MetaD ineffective for quantitative analysis of how various factors control hydrophobic gating. This challenge may be attributed to the inherent dynamics of diffusion along the CV. A fundamental premise of MetaD is that, given a properly chosen CV that captures the rate-limiting degrees of freedom, if a bias potential can be accumulated to cancel out all free energy barriers, the system would be able to readily diffuse along the CV well within an acceptable timeframe (e.g., ~ ns for model nanopores). This premise does not seem to hold even for the relatively simple Nwater CV here. Due to the rugged protein surface and presence of hydrophilic patches, the cooperative dewetting and rehydration transitions of the BK pore is relatively slow even in the barrierless limit. For example, as illustrated in Figure 3.3A, the major barrier (Nwater ~ 20) can be readily crossed (due to the bias potential), yet the crossing processes remain slow, with an average length of ~ 50 ns. As a result of the slow diffusion along Nwater, biasing hills keep accumulating to drive the diffusion along the CV, analogous to tidal waves behind a surfer, leading to oscillatory PMFs as shown in Figure 3.3B and Figure 3.3C. Therefore, even though MetaD is a powerful method for driving many realistic barrier-crossing transitions, it can be ineffective for generating well-converged PMFs. This drawback appears to be a fundamental one for any situation where the diffusion along the selected CV is slow such that the time required for the system to spontaneously fluctuate between the desired range along the CV is long even in the barrierless limit. Importantly, many nontrivial CVs, such as those describing protein conformational transitions, likely share slow inherent diffusion dynamics and great caution should be taken when deploying MetaD to derive free energy quantities. 
	
[bookmark: _Toc134624434][bookmark: _Toc134965392]Figure 3.3: MetaD simulation of pore hydration the wild-type BK channel in the closed state.
A) Nwater as a function of simulation time during a 500-ns of MetaD simulation. B) PMFs from successive 50 ns blocks, drawn as an accumulation of bias (see Methods). See Methods for details of the MetaD protocol. C) Fluctuation of the relative free energy at Nwater = 40 with respect to the minimum (near Nwater = 10) as a function of the simulation length.


[bookmark: _Toc134224007][bookmark: _Toc134226106][bookmark: _Toc134351187][bookmark: _Toc134366147][bookmark: _Toc134815877]3.3.2 US yields well-converged PMFs of BK pore hydration
To address the convergence problem encountered using MetaD, we turned to US (47), where harmonic biasing potentials are imposed along the CV and the system is restrained to fluctuate within small subspaces instead of the whole range of interest. This feature is highly effective for overcoming the slow inherent dynamics of diffusion along the CV. For example, a total of 12 simulation windows each lasting 10 ns were sufficient to cover the space between Nwater = 0 and 65 for the WT BK channel in the closed state (Figure 3.4A and Figure 3.4B). The two windows neighboring the barrier around Nwater = 18 were run for an additional 10 ns. Together, well-converged free energy profiles of pore hydration were readily generated (Figure 3.4C), even though the total sampling time of 140 ns was only about ~1/4 of MetaD runs. The converged PMF reveals a dehydrated pore state (Nwater ~ 6) and a metastable partially hydrated state (Nwater ~ 36) (Figure 3.4C). The relatively small apparent barrier of ~1.8 kcal/mol further support the notion that the key challenge of generating converged PMF of pore hydration is the slow diffusion kinetics along Nwater, due to hidden barriers in the orthogonal degrees of freedom. Due to the hydrophobic nature of the BK pore in the closed state, there is no local minimum for the fully hydrated state, which should locate at Nwater ~ 60 estimated based on high temperature simulations (see Figure 3.15).
[bookmark: _Toc134224008][bookmark: _Toc134226107][bookmark: _Toc134351188][bookmark: _Toc134366148][bookmark: _Toc134815878]3.3.3 Pore hydration explains effects of pore-lining mutations on channel gating
It was previously shown that mutations to deep-pore residues L312, A313 and A316 sensitively perturb the gating voltage of BK channels (142), and that the effect of these mutations correlated strongly with the side-chain hydrophobicity (139). It was speculated that changes in side-chain solvation as a result of rearrangement in the open-closed transition were involved (142), which was not supported by recent Cryo-EM structures (134, 135, 280). The discovery of hydrophobic gating in BK suggests that these mutants may control channel gating by modulating inner pore hydration (139). To more rigorously test this, we performed US simulations to calculate the free energy cost of pore hydration for three selected mutations of pore-lining A316, located at the center of the BK inner pore. Figure 3.5 compares the PMFs of pore hydration of the WT BK channel and three A316 mutants in both the open and closed states. The open state is clearly well hydrated in the WT channel and all three mutants (Figure 3.5A) as expected; each of the constructs is conductive with sufficient membrane depolarization and/or intracellular Ca2+ binding (142). The differences in preferred number of waters in the pore is likely due to the volume occupied by the additional side chain heavy atoms as well as changes in the pore surface hydrophobicity. For example, A316I introduces twelve additional heavy atoms and significantly increase the hydrophobicity of the pore surface, leading to ~20 fewer waters in the optimally hydrated state compared to the WT channel (Figure 3.5A, blue vs gray curves).
	
[bookmark: _Toc134624435][bookmark: _Toc134965393]Figure 3.4: US for calculating the pore hydration free energy profile of the wild-type BK channel in the closed state.
A) Nwater as a function of time during 10-ns US for all windows. The additional 10 ns of sampling in windows 15 and 20 are not shown. B) Raw (biased) histograms of Nwater for all windows. C) 1D PMF as a function of Nwater calculated using WHAM. Representative snapshots are shown for three selected hydration states. The S6 helix and filter region of two opposing subunits are drawn in silver. Potassium ions in the filter are drawn in gold, and pore waters are drawn as bonds with oxygen in red and hydrogen in white. Residue A316 are highlighted in cyan.



	
[bookmark: _Toc134624436][bookmark: _Toc134965394]Figure 3.5: Pore hydration PMF for WT and three mutant BK channels in both open (A) and closed (B) states. 
Representative snapshots are shown for the state of free energy minimum for each of the mutant channel. The S6 helix and filter region of two opposing subunits are shown in silver cartoon, potassium ions in the filter in gold spheres, and pore waters as bonds with oxygen in red and hydrogen in white. Side chains of residues at position 316 are drawn in blue, red and green for A316I, A316S and A316D, respectively.



On the other hand, the closed WT channel is preferentially dehydrated, but contains a metastable partially-hydrated state that was also observed in unbiased simulations (139). The hydrophobic mutation A316I, which stabilize the closed state and increases the gating voltage, increases the free energy cost of this partially-hydrated state (Figure 3.5B, blue vs gray curves). In fact, the metastability of that state is greatly affected, such that the barrier around Nwater = 18 is removed leading to a smooth downhill slope from the hydrated state to dewetted state. As a result the mutant A316I pore dewets much faster than the WT channel without lingering in a partially hydrated state, as was observed in previous simulations of the analogous A316V mutant (139). Conversely polar and charged mutations (A316S and A316D), which destabilize the closed state and reduces the gating voltage, increases the stability of the partially-hydrated state. In the case of A316D, the dry state becomes extremely unstable (>> 10 kcal/mol) and the channel can be expected to remain conductive even in absence of membrane depolarization or Ca2+ binding, as also shown experimentally (142). Note that the barrier for crossing between the partially-hydrated and dewetted states in the WT, A316S and 316I is near Nwater = 20. Here, water wires starting to evaporate into the pore tend to either form stable water bubbles or collapse back to the mouth of the pore (Figure 3.16). Notably, the fully hydrated state corresponding to Nwater = 60 is significantly stabilized in the A316S and A316D mutations, by about 4 and 5 kcal/mol respectively.

	
[bookmark: _Toc134624437][bookmark: _Toc134965395]Figure 3.6: 2D free energy surface of pore hydration and potassium permeation.
The surface was derived from US simulations as a function of Nwater and the z-position of K+ relative to the selectivity filter. Black contour lines and color bar ticks are drawn at the same energy levels and are drawn every 2 kcal/mol. 1D PMFs along Nwater and K+ position are shown along the top and left sides, respectively. Convergence analysis is provided in Figure 3.14.




Experimentally measured the gating voltage reports the free energy cost of channel opening at some given Ca2+ concentration, which includes contributions from both the protein conformational transition and changes in the pore hydration state (142). The former may be assumed to be similar for all constructs, because A316 position is pore-lining and not involved in structural contacts. As such, we examine if the measured shift in gating voltage may be directly correlated with the free energy cost of hydrating the closed pore. For this, we first determine the required hydration level for ion conductance, by calculating the 2D free energy surface as a function of ion permeation and pore hydration (see Methods). As shown in Figure 3.6, Nwater increases to about 40 to 50 as the ion enters the pore (z-distance ~18 Å). There appear to be two key barriers for the ion to reach the filter (and permeate through the channel). The major one is the initial hydration of the pore, at Nwater ~ 20 and z-distance ~17 Å, where the pore flickers between water wires and bubbles (e.g., see Figure 3.16). The second barrier is a mild one, where the pore remains partially hydrated with Nwater ~ 40 to 50 as the ion approaches the filter. Based on the free energy analysis, we identified Nwater = 45 is a representative partially hydrated and potentially conductive state and extracted the hydration free energy (ΔGhydr) from the PMF profiles shown in Figure 3.5B. Note that ΔGhydr for A316D is only approximate due to an extremely unfavorable dry state. The experimental V1/2 (shift in voltage where the channel open probability is 50%) is also undefined, as the channel remains fully conductive even at extreme depolarization (< -200 mV) (142). The ΔGhydr and ΔV1/2 for A316D were estimated to ~20 kcal/mol and ~400 mV, respectively, and denoted with an empty circle and with dashed error bars to reflect the approximate nature of these values. The results, summarized in Figure 3.7, show that the ΔGhydr of the closed state correlates very well with the experimentally derived ΔV1/2 shifts. The strong correlation reveals that the pore hydration property is a key determinant of changes in the voltage gating properties of the BK channels. This is an important observation and provides further support to the hydrophobic gating mechanism in BK channels.
	
[bookmark: _Toc134624438][bookmark: _Toc134965396]Figure 3.7: Correlation of BK pore hydration free energy and shift in gating voltage.
The experimental ΔV1/2 values were taken from Chen, et al (142). The dry and wet states are taken at Nwater = 8 and 45, respectively. The markers for A316D are an empty circle and dashed error bars to denote its approximate nature (see text). The dashed line indicates a linear fit.


[bookmark: _Toc134224009][bookmark: _Toc134226108][bookmark: _Toc134351189][bookmark: _Toc134366149][bookmark: _Toc134815879]3.4 Conclusions
We explore two enhanced sampling approaches for determining the hydration free energy of nanoscale inner pores of transmembrane protein ion channels, which have been suggested to be involved in the gating of many channels. It was found that, even though MetaD could readily drive many reversible pore hydration and dewetting transitions using the pore hydration number as the CV, the resulting free energy surface of hydration of the inner pore of BK channels would converge surprisingly slowly. This is due to the slow dynamics of cooperative pore water diffusion even in the barrierless limit. Instead, we showed that the conventional US was much more effective in calculating well-converged PMFs with less sampling time compared to MetaD. We applied US to calculate the hydration PMFs of the human BK channel in both the open and closed states, as well as for three pore-lining mutants of BK channel, namely, A316S, A316I and A316D, which are experimentally known to strongly modulate the channel gating voltage. The results show that the pore hydration in the closed conformation has a finite free energy cost roughly commensurate with the barrier of ion permeation and further reveal that the free energy cost of hydrating the pore to a conductive state correlates with the experimentally-determined shift in the gating voltage of these channels. Therefore, the pore-lining mutations mainly tune pore hydration in the closed state to modulate voltage activation, strongly support the hydrophobic gating mechanism in BK channels. Quantitative analysis of pore hydration free energy will likely play a key role in elucidating the molecular mechanism of drug molecules including channel activating compounds (314), which have been shown to modulate pore opening solely via interactions with the PGD (137, 44).
[bookmark: _Toc134224010][bookmark: _Toc134226109][bookmark: _Toc134351190][bookmark: _Toc134366150][bookmark: _Toc134815880]3.5 Acknowledgements
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[bookmark: _Toc134224011][bookmark: _Toc134226110][bookmark: _Toc134351191][bookmark: _Toc134366151][bookmark: _Toc134815881]3.6 Supporting Information
	
[bookmark: _Toc134624439][bookmark: _Toc134965397]Figure 3.8: Relaxation of -helix in Ca2+-free structure (PDB 6v3g).
A) The S6 helix of 6v3g and electron density map rendered with an isovalue of 0.045 e A-3. In both panel A and B, the -helix turn (residues 317-320) is colored in green. The arrows point towards where the -helix turn sticks out of the red mesh density map. B) Overlay of the pore structure before (teal/green) and after MD relaxation (orange), with arrows indicating the green -helix turns. C) RMSD of residues 312-325 over 100 ns of a representative unrestrained MD simulation starting from 6v3g (teal) and the relaxed structure (orange). D) The pore water count of a representative MD simulation starting from the relaxed structure.



[bookmark: _Toc134624440][bookmark: _Toc134965398]Figure 3.9: Numbers of water and lipid carbons in the BK pore during a 100-ns metadynamics simulation.
In the highlighted region between ~40 and 90 ns, lipid tails entered the pore through a fenestration between S6 helices in the closed conformation of the pore.




[bookmark: _Toc134624441][bookmark: _Toc134965399]Figure 3.10: Representative snapshots of lipid tails in the BK pore.
The system is rendered at two angles separated by 45° rotations along the vertical axis. The snapshots were taken from ~ 80 ns from the same simulation as in Figure 3.9. Three of the four PGD S5 and S6 helices and the selectivity filter (residues 230 – 330) are rendered in silver cartoon. Pore-lining residues I312, A316, P320 and E324 are drawn with the Licorice style, together with water molecules within 10 Å of the central axis. The lipid is drawn with orange sticks. Potassium ions in the selectivity filter are drawn as gold spheres.




	
[bookmark: _Toc134624442][bookmark: _Toc134965400]Figure 3.11: MetaD simulations of pore hydration with two representative protocols.
Panels A and B were generated from a 500-ns MetaD run with deposition rate = 0.1 ps-1, hill height = 0.2 kcal/mol, and bias factor = 20 kcal/mol; Panels C and D from a MetaD run with a deposition rate = 1 ps-1, hill height = 0.6 kcal/mol, and bias factor = 3 kcal/mol.





	
[bookmark: _Toc134624443][bookmark: _Toc134965401]Figure 3.12: Convergence of pore hydration free energy profiles as a function of sampling time.
The closed state of the A316S was selected as representative of average sampling in most windows. The first 1 ns of the production simulations were discarded and the free energy profiles were calculated using sampling from 1-2 ns (1), 1-5 ns (4) and 1-10 (9) segments. The error bars indicate the difference of profiles calculated using the two halves divided by . The results suggest that 5 ns was likely sufficient to achieve convergence in most regions.







	
[bookmark: _Toc134624444][bookmark: _Toc134965402]Figure 3.13: Ion permeation umbrella sampling traces and biased histograms.
A) The time traces and B) unbiased histograms of the Nwater CV for all US sampling windows. Note that this dimension experienced no biasing force. C) The time traces and D) biased histograms of the ion distance from the filter. The window centered at 16 Å was extended to 40 ns to improve convergence in the ion distance dimension.






	
[bookmark: _Toc134624445][bookmark: _Toc134965403]Figure 3.14: Convergence of 2D PMF of pore hydration and ion permeation.
2D PMFs were calculated as a function of Nwater and the z-distance of K+ to the selectivity filter, derived from the A) first and B) second halves of the ion permeation US simulations. Black contour lines and color bar ticks are drawn at the same energy levels every 2 kcal/mol. 1D PMFs along Nwater and K+ z-distance to the filter are shown along the top and left side, respectively.


 



	
[bookmark: _Toc134624446][bookmark: _Toc134965404]Figure 3.15: Maximum water occupancy of WT BK channel in the closed state.
The figure plots the water count in pore during NVT simulations (constant number of particles, volume, and temperature) at elevated temperatures of 400 K (green) and 500 K (purple), where the dewetted region is no longer stable.





	
[bookmark: _Toc134624447][bookmark: _Toc134965405]Figure 3.16: Representative snapshots of transitional hydration events.
A) A representative initial hydrating water wire around Nwater = 15. B) A representative partially hydrated state around Nwater = 20 with a water bubble near the filter disconnected from the mouth of the pore. C) A representative partially hydrated state around Nwater = 35 with water connected from the filter to the mouth of the pore. Figures are rendered in the same way as Figure 3.2 in the main text.





CHapter 4
[bookmark: _Toc134351192][bookmark: _Toc134366152][bookmark: _Toc134815882]Small molecule NS11021 promotes big K+ channel activation by increasing inner pore hydration[footnoteRef:4] [4:  This chapter will be submitted as a section of: Zhiguang Jia‡, Guohui Zhang‡, Erik Nordquist‡, Jingyi Shi, Jianmin Cui, and Jianhan Chen. “Intrinsic opening of BK channels derives from the leakage in hydrophobic gating”. (in preparation, Nat. Chem. Biol.) ‡Equal contributions.] 


The Ca2+ and voltage-gated large-conductance potassium (BK) channels are important for cell signaling and a potential drug target for many diseases. A class of negatively-charged activators have been demonstrated to promote the activation of several potassium (K+) channels including the BK channels; yet the underlying molecular mechanism of action remains somewhat unclear and even controversial. Atomistic simulations of the compound in the closed, Ca2+-free structure of the BK channel show that the compound binds nonspecifically to the hydrophobic pore walls. The approximate binding free energy 8.5±0.5 kcal/mol (KD = 0.4-3.9 μM) we calculate using umbrella sampling MD simulations is on the same order as the experimental EC50 range of 0.4-2.1 μM. Upon binding the molecule stabilizes pore hydration thereby promoting the opening the hydrophobic gate and stabilizing K+ permeation. The increase in open probability of NS11021 in experimental patch-clamp measurements (2.5 kcal/mol) agrees remarkably well with the difference between the K+ permeation free energy barrier with and without NS11021 in the pore (3-5 kcal/mol). These results suggest that NS11021’s molecular mechanism derives from hydrating the closed pore prior to K+ permeation and subsequent pore opening. To our knowledge this is the first time a potential pharmaceutical agent was demonstrated to act on the vapor gate of an ion channel and will be useful in guiding the design of novel therapeutic agents acting in this way.

[bookmark: _Toc134351193][bookmark: _Toc134366153][bookmark: _Toc134815883]4.1 Introduction
Ion channels have constituted one of the most important classes of drug targets and were the targets for ~20% of all compounds with FDA approval as of 2016 (315). The Ca2+ and voltage-gated K+ channels, referred to as KCa1.1, slo1, KCNMA1, MaxiK, and BKCa, are a particularly important yet elusive drug target. The BK channels have been implicated in numerous diseases, including ischemia-reperfusion injury (316), stroke (125, 317), asthma (318), epilepsy (267, 319), urinary bladder disorder (320), rheumatoid arthritis (321) and cancers of numerous tissues (322, 323). However, to our knowledge no compounds directly targeting BK have FDA approval, although several compounds with BK activity are on the market (324) for treating breast cancer (325), epilepsy (326, 327), and blood flow (328). One small molecule with anti-allergy/anti-asthma activity, Andolast, reached clinical trials (329). The challenge of targeting this important drug target underlines the need for a better understanding of how therapeutic agents act on this channel to guide the design of better molecules.
The BK channel activator NS11021 is known to act on the BK channel via the pore (314) and has been tested in vivo and in vitro as a smooth muscle relaxant (325, 330, 320, 331). Schewe, et al. proposed that NS11021 belongs to a class of negatively-charged activators (NCA) of K2P, hERG and BK channels (137). It was demonstrated via molecular docking and cryo-EM structures that some K2P NCAs appear to bind with the negatively-charged group pointed into the pore towards the selectivity filter (137). Patch-clamp electrophysiology experiments of the K2P channel revealed an increase in single channel conductance induced by the NCA. Using atomistic simulations, this increase in single channel conductance was proposed to result from the stabilization of a K+ beneath the filter by the negatively-charged group. It was proposed that all NCA molecules act on these K+ channels via the same filter-gate mechanism.
There are several key experimental observations which inform how NS11021 acts on the BK channel owing to an exhaustive study by Rockman, et al (44). They showed that NS11021 activity had little Ca2+-dependence and that truncation of the CTD domain did not significantly activity, suggesting that NS11021 does not interact with the CTD (44). Furthermore, they showed that NS11021 activity has minimal voltage-dependence as well, suggesting it has minimal interaction with the VSD (44). By fitting many voltage-dependent dose-response curves with the Hill equation that the molecule binds in a 1:1 molar ratio with the channel, further evidence that the molecule binds in the narrow central pore (44). The authors performed difficult limiting slope experiments down to -200 mV and showed that 30 µM NS11021 increases the pore open probability PO by ~62-fold (44). They also demonstrated that the primary effect of the molecule was on the pore open-close equilibrium. 30 µM NS11021 increased the average open state dwell time, and substantially increased the average dwell time of closed states (44). However, NS11021 did not cause significant change to single channel conductance (44). This suggests that the mechanism of NS11021 in BK differs from the filter-gate mechanism alone.
An important alternative to the filter gate hypothesis is the hydrophobic gating hypothesis, whereby conformational changes in the deep pore of the BK channel induce a spontaneous dewetting transition. The resulting vapor phase is impermeable to K+ ions, thereby creating a so-called vapor gate. The hydrophobic dewetting mechanism has been proposed in many ion channels (29, 30, 270, 272–278), and was first observed in the BK channel in molecular dynamics simulations (139). In BK the vapor gate hypothesis is parsimonious with numerous experimental observations, including the physically-open cryo-EM structures of the inactivated channel (134, 135), the nature of the intrinsic open probability at low voltage, and the accessibility of the deep BK pore to quaternary ammonium blockers and methanethiosulfonate reagents in the inactivated state (136, 140, 141). We hypothesize that the activity of NS11021 derives directly from modulation of the vapor barrier itself. This mechanism of action would be more consistent with nonspecific, low-affinity interaction within the deep pore, rather than specific binding near the filter to stabilize ions or alter the conformation of the filter. This would help explain why NS11021 doesn’t increase the single channel conductance, as observed in TREK-2 by BL-1249.
In this study we used molecular dynamics simulations to explore possible binding interactions to the pore of the BK channel and found that the small molecule binds nonspecifically to the hydrophobic surface of the pore in several configurations. We validated that our simulations capture the relative strength of interaction between the pore and NS11021 by comparing the calculated binding affinity to the experimental EC50 measurements (44, 314). Since we found no conformational preferences of NS11021 in the pore, we identified two representative binding poses in two distinct orientations of the charged group relative to the filter. These conformations stabilize the presence of water in the pore. With NS11021 restrained to each of these poses, we calculated the K+ permeation PMF and demonstrated that the free energy barrier of K+ permeation is ~3-5 kcal/mol lower than in the empty closed pore, regardless of orientation. This is consistent within reasonable accuracy to the experimentally-derived 62-fold shift in the intrinsic open probability induced by NS11021, or ~2.5 kcal/mol shift in the ∆Gconduct. The decrease in the K+ permeation barrier is also consistent with a ~4 kcal/mol decrease upon pore hydration, suggesting NS11021 acts primarily by lowering the barrier to pore hydration while accommodating the K+ ion in a wide array of degenerate conformations, rather than by binding in a specific orientation and stabilizing K+ near the filter.
[bookmark: _Toc134351194][bookmark: _Toc134366154][bookmark: _Toc134815884]4.2 Methods
[bookmark: _Toc134351195][bookmark: _Toc134366155][bookmark: _Toc134815885]4.2.1 Parameterization of small molecule NS11021
For NS11021 ligand, the interaction parameters were assigned by identifying similar atom, bond, angle, dihedral types as well as charges from similar small molecules within the Charmm36m (15) and CGenFF force fields (27, 28). The only substitution group absent in the CGenFF force field is the tetrazol-phenyl group. The structure of this group was optimized at the MP2/6-31G* level using the program GAMESS (332–334), and the atomic charges were then calculated in terms of Merz-Singh-Kollman scheme (335) using the Multiwfn program (336) (Figure 4.5). The CGenFF parameters released in July 2022 included methylthiourea torsional profiles with barriers of 5 kcal/mol. We simulated a single NS11021 molecule in Charmm TIP3P water for 100 ns using the July 2022 thiourea dihedral parameters and observed many reversible transitions. All four syn- and anti- combinations were accessible with populations differing by ~1-3 kcal/mol (Figure 4.6, Figure 4.7), in agreement with solution NMR data of diaryl-thiourea compounds (337).
The BK channel structure was derived from 6v3g (135). We used the same system configuration as previously described, including initial minimization, seven steps NVT equilibration of all components of the system and an additional relaxation step to resolve a spurious S6 π-helix back to an α-helix (338). We performed the simulations using only the transmembrane regions and the C-linker to mimic the Core-MT construct (304, 305). All Cα atoms of protein harmonically were restrained with force constant of 0.2 kcal/mol/Å2. We performed the simulations with the mpi-version of Gromacs 2019 (296, 297) and plumed 2.7 (307, 308). We generated the full solvent box with a POPC lipid bilayer, TIP3P water and 0.15 mM KCl plus neutralizing ions using Charmm-GUI. The final simulation boxes were of dimension 160 by 160 by 100 Å, and each contain ~270,000 atoms. We observed rare, reversible lipid entry through the S6 fenestration as previously described in (42, 338). To avoid sampling these rare events, we restrained the lipids to prevent the lipids from fully entering the pore using an occupancy function defined with the plumed coordination CV, as previously described (338).
We performed all production MD simulations with the Charmm36m protein (339, 15) and lipid (24) force field. We used a timestep of 2 fs, and all hydrogen-containing bonds were constrained with the LINCS algorithm (298, 299). We treated electrostatics with the particle mesh Ewald algorithm (300) and a 12 Å cutoff distance. We smoothly switched off Van der Waals forces from 10 to 12 Å. We used the Nosé-Hoover thermostat (301, 302) with reference temperature of 303.15 K and  = 1 ps−1. In constant number of particles, pressure, and temperature (NPT) simulations, we applied the Parrinello-Rahman (340, 341) semi-isotropic barostat in x and y directions using reference pressure of 1 bar, compressibility = 4.5 × 10−5 bar−1, and  = 5 ps−1. 
[bookmark: _Toc134351196][bookmark: _Toc134366156][bookmark: _Toc134815886]4.2.2 Umbrella sampling of NS11021 entry to the pore via two orientations
NS11021 can enter the pore in two primary orientations, either with the di-trifluoromethyl-phenyl (FB) or the tetrazol (AZ) group facing up towards the filter (Figure 4.1). Furthermore, NS11021 has sufficient space in the pore to exchange between those conformations. Accordingly, to sufficiently sample NS11021 entry into the pore we performed umbrella sampling (US) simulations in two sets of 11 windows. We used the z-distance between with the center of mass of NS11021 and the bottom of the selectivity filter as the CV with the force constant of 0.5 kcal/mol/Å2 in all windows. The position of the selectivity filter is defined as the center of mass (CoM) of the backbone heavy atoms of residues 286, 287 and 288. This CoM effectively corresponds to the S4 potassium binding site (312). In each of the two separate blocks, we used six initial windows centered at 22, 18, 16, 14 and 12 Å, respectively. We used 8 ns steered MD simulations using the center of mass of either the FB or AZ halves of the molecule to generate the initial configurations for these windows. To achieve better convergence, three additional windows were added to the AZ-up block: one centered at 14 Å with a stable AZ-up (∆Z>0) initial orientation, one centered at 16 also with a stable AZ-down (∆Z<0) initial orientation, and a third centered at 16 Å with a flat (∆Z=0) initial orientation. The windows initiated with either the AZ group, or FB group oriented towards the filter are depicted in Figure 4.8, and Figure 4.9, respectively. The initial configurations were selected from snapshots from existing windows. We also added three windows at 26, 29 and 32 Å to sample out to the bulk region where the molecule’s orientation exchanges frequently in 100 ns.
	
[bookmark: _Toc133967104][bookmark: _Toc133967022][bookmark: _Toc134624448][bookmark: _Toc134965406]Figure 4.1: NS11021 binding US simulations and representative snapshots.
The US of NS11021 binding was performed in two parallel sets of windows with initial configurations in A) FB-up orientations and B) AZ-up orientations. Panel B) also contains the bulk sampling windows, but only contains one window per 2 Å, none of the extra windows added to improve sampling.


[bookmark: _Toc134351197][bookmark: _Toc134366157][bookmark: _Toc134815887]4.2.3 Ion permeation US
To compute all K+ permeation PMFs we used eight windows spaced by 2 Å from 22 Å to 8 Å and generated the initial configurations using a 2 ns steered MD simulation. Most windows were run for 20 ns, and the first 1 ns was discarded. We used the Weighted Histogram Analysis Method (WHAM) (58) to calculate the PMF of the first and second halves sampling. Each PMF is the mean of these two blocks and the error bars are the difference between the two blocks divided by . For the PMF of K+ permeation with the pore hydration pre-paid, we harmonically restrained the pore water count to Nwater = 50 using a force constant of 1 kcal/(mol Nwater2). This water count was selected to ensure that the pore is fully hydrated (Figure 4.10). As with lipid occupancy, we used the previously described plumed coordination CV to define pore water occupancy (338).
To get the K+ permeation PMF with NS11021 present, we selected representative conformations of three distinct bindings states and restrained NS11021’s CoM along the pore’s z-axis by 0.5 kcal/(mol Å2). This restraint allows the molecule to respond to K+ but prevents NS11021 from moving too far from the initial pose. For most windows, 20 ns was sufficient since there was minimal interaction between K+ and NS11021. In a few windows, the molecule’s orientation needed to adjust to the presence of K+, which took up to 15 ns (Figure 4.11). We extended these windows to 100 ns and discarded the first 15% for all windows of US.
[bookmark: _Toc134351198][bookmark: _Toc134366158][bookmark: _Toc134815888]4.2.4 Analysis of simulations
We used 2D WHAM to reweight and combine all windows and generate combined PMFs along the biased CV as well as the orientation dimension ∆ZFB-AZ or the Nwater dimension. The binding free energy ∆Gbind was calculated from the complete NS11021 entry unbiased histogram using:
, 				(4.1)
and the cutoff distance of 30 Å separating binding and unbinding. The dissociation constant KD was calculated from ∆Gbind using: . To estimate the error on the KD and ∆Gbind, we repeated the calculation twice using the first and second halves of each window after discarding the first 5% of each window. The final KD and ∆Gbind are the average of these two and the error is the difference between them divided by . To compute the PMFs of K+ permeation with and without NS11021 present and with the Nwater restraint, we used WHAM and the same two-block average and standard error analysis after discarding the initial equilibration region of each window. The bulk PMF was obtained from 200 ns unbiased simulation, with the average of the region > 30 Å set to 0 kcal/mol, and the other PMFs aligned by a single shift of 0.1 kcal/mol. To obtain the EC50 of NS11021 in Figure 4.12 from Rockman, et al. (44) we fitted the log-dose response curve using the Hill equation given by:
.				(4.2)
[bookmark: _Toc134351199][bookmark: _Toc134366159][bookmark: _Toc134815889]4.3 Results and Discussion
[bookmark: _Toc134351200][bookmark: _Toc134366160][bookmark: _Toc134815890]4.3.1 NS11021 is a dynamic molecule with many possible orientations in the pore
A solution NMR study of the dihedral conformational propensity of diaryl-thiourea compounds found that the thiourea bonds are rotatable and that several conformations are accessible in solution (337). Using the dihedral parameters for methylthiourea in the latest version of the charmm36 force field, released in July 2022, we found that indeed NS11021 dynamic in solution (Figure 4.5). The least stable state is the most extended anti-anti state, which agrees with the NMR data on phenylthiourea compounds (337) and makes sense given the molecule’s limited solubility (44). We hypothesized that in the pore of the BK channel, hydrophobic interactions would stabilize the straightened, or anti-anti conformation. That would imply that there are two primary orientations relative to the BK channel: one in which the hydrophobic end with the (3,5)-trifluoromethyl-benzene (FB) is closer to the selectivity filter, and the other where the charged end with the tetrazol (AZ) closer to the filter (Figure 4.1). Furthermore, the pore has enough space that these conformations could exchange. We describe the relative orientation of NS11021 and pore using the difference in the Z distance along the pore axis between the AZ and FB groups, ∆Z, where ∆Z < 0 refers to the FB group closer to the filter, and ∆Z > 0 refers to the AZ group closer to the filter. In this case, ∆Z ≈ 0 cannot discriminate between configurations where the NS11021’s long axis is perpendicular to the pore Z axis, and configurations where the molecule is syn-syn but this degeneracy is unimportant to our analysis. 
	
Figure 4.2: Free energy of NS11021 pore entry and orientation.
2D PMF calculated as a function of the orientation of NS11021 on the horizontal axis and the distance of the CoM of NS11021 from the selectivity filter. The orientation of NS11021 is defined by the relative distance between the filter and either the FB or AZ group, respectively (∆ZFB-AZ). Representative conformations are drawn corresponding to three orientations: FB-up highlighted with the green arrow and circle, flat highlighted in pink, and AZ-up highlighted in orange. The marginal plot is the 1D PMF of NS11021 distance from the filter, with error bars represent standard error.




[bookmark: _Toc134351201][bookmark: _Toc134366161][bookmark: _Toc134815891]4.3.2 NS11021 binds the pore via nonspecific hydrophobic interactions
We employed US to sample NS11021 conformations and orientations within the confinement of the BK pore. Specifically, we employed two parallel sets of windows, where the initial configuration of each window was either ∆Z > 0 or ∆Z < 0. The sampling of all these windows, as well as several windows to sample the bulk solvent region, were combined to produce a single 2D PMF of NS11021 entry and orientation in the pore (Figure 4.2). The PMF reveals a broad, nonspecific conformational landscape. Initial binding is driven primarily by hydrophobic interaction between the hydrophobic FB group and the pore walls, while the charged AZ group remains solvated. Once NS11021 fully enters the pore, it has no conformational or orientational preferences. 
To validate that this general picture of NS11021-pore binding is experimentally-relevant, we can compare to experimental measurements of the molecule’s EC50. We used the complete NS11021 entry PMF (Figure 4.2) to calculate the total binding free energy ∆Gbind = -8.2±0.7 kcal/mol, equivalent to KD = 0.4-3.9 μM. Bentzen, et al. measured the EC50 to be 0.4 µM (314). Using data in Rothberg, et al. we calculated the EC50 to be 2.1 µM (44) (Figure 4.12) The fact that our calculated KD range is in excellent agreement to the experimental EC50 range values suggests that our US calculation captures the key NS11021-pore interactions with impressive accuracy. It is important to note that directly comparing experimental EC50 range to the calculated KD range assumes that the relationship between NS11021 binding and binding-driven activation is approximately linear, which may not be the case. NS11021 may bind to the open pore, for example. The distribution of open-state dwell times calculated by Rockman, et al. (44) demonstrates that NS11021 could indeed affect both states, or the conformational ensemble connecting the states, in addition to the closed-state PO measurements. However, most of the orthogonal experimental evidence suggests that NS11021 binds in the closed state, namely the dramatic change in closed-state dwell times and the increase in low-voltage PO. The agreement between our calculated KD and experimental EC50 suggests that interaction with the closed pore indeed dominates the measured effects.
[bookmark: _Toc134351202][bookmark: _Toc134366162][bookmark: _Toc134815892]4.3.3 NS11021 lowers barrier to K+ permeation by hydrating the pore
We hypothesized that the small molecule binding in the pore would stabilize the pore hydrated state. Using the US simulations of NS11021 binding, we calculated the 2D PMF of NS11021 binding and pore hydration (Figure 4.3). When NS11021 is outside of the pore, the pore remains stably dehydrated and experienced rare partial hydration events. Across all windows with NS11021 outside the deep pore, only a single partial hydration event occurred in the window centered at 29 Å. Reading from this curve, the estimated free energy difference is ~4 kcal/mol, which is reasonably close to the stability we calculated in a previous publication for the wildtype closed pore (338). However, once NS11021 enters the hydrated state, the stability is dramatically reduced to less than 2 kcal/mol. Furthermore, when the molecule is fully inside the pore, with CoM Z ~14 Å or less, the pore becomes is hydrated.
	
Figure 4.3: Free energy of NS11021 pore binding and hydration.
2D PMF calculated as a function of the number of water in the pore (Nwater) on the horizontal axis, and the distance of the CoM of the molecule NS11021 from the selectivity filter on the vertical axis. The marginal plots are the 1D PMFs along the two vertical and horizontal dimensions. The color bar tick marks and black contours are each distributed in 2 kcal/mol intervals.



We further hypothesized that the effect of NS11021 on pore hydration stabilize would account for most of the decrease in the free energy barrier to K+ permeation. As a preliminary test, we calculated the 2D PMF of K+ distance to the selectivity filter and pore hydration (Figure 4.10) without the NS11021 molecule present in the pore using the same BK channel conformation as in all other calculations. The results are similar to a previously published calculation (338), but here we use the same BK channel conformation as in all other calculations in this paper. The K+ ion permeation proceeds cooperatively with pore hydration up to the tightest region of the pore, but once the ion is beyond ~16 A the pore can become completely hydrated (Figure 4.10). We then calculated the same K+ permeation PMF with the pore already hydrated, which decreased the free energy barrier by ~4 kcal/mol (Figure 4.13). If NS11021 simultaneously hydrates the pore while accommodating the K+ ion, we hypothesized that its effect should be of similar magnitude.
	
Figure 4.4: Free energy of K+ permeation with NS11021 in the pore.
K+ permeation PMFs with NS11021 restrained to the representative states illustrated in Figure 4.2. The green, orange and pink curves are the PMF with NS11021 orientated with the FB group towards the pore, the AZ oriented towards the pore, and with NS11021 flat, respectively. The black curve is the PMF without NS11021 in the pore, and the dashed curve is the bulk PMF taken from unbiased simulations.



After demonstrating that pore hydration can indeed lower the free energy barrier to K+ permeation and the NS11021 hydrates the pore, we needed to calculate the effect that having NS11021 in the pore has on K+ permeation directly. Based on the hydrophobic gate hypothesis, one would expect the effect of NS11021 to mostly explain of the experimentally-calculated 62-fold increase in the intrinsic open probability (44). Presumably this would also correspond to a decrease in the single-K+ permeation free energy barrier of -RT•ln(PNS11021/PO) = 2.5 kcal/mol. However, any effect of the molecule is complicated by the conformational flexibility of NS11021, the number of possible orientations within the pore, and the slow exchange between these orientations. However, there appears to be little orientational preference for the molecule once it is sufficiently deep in the pore. Therefore, if NS11021 only needs to affect pore hydration and accommodate the K+, there might be little conformational dependence on the effect of the molecule on K+ permeation. To address the effect of different conformations on the permeation barrier, we selected the three conformations depicted in Figure 4.3 as representative of the various orientations, one each with the tetrazol oriented towards and away from the filter, and a third with the molecule lying flat. The two initial conformations where the molecule is aligned with the pore axis have the molecule interacting primarily with an S6 helix with the CoM at ~14 Å, and the initial orientation with the molecule orthogonal to the pore axis sits with its CoM ~10 Å. All three initial orientations appear to have relatively stable pore hydration. The resulting K+ PMFs are show in Figure 4.4. The decrease in the free energy barrier is ~3-5 kcal/mol as compared to the empty closed pore. This change is commensurate with the effect of directly prepaying the free energy cost of pore hydration of 4 kcal/mol (Figure 4.13). This is remarkably clear evidence that indeed the effect of NS11021 is conferred primarily by hydrating the pore independent of NS11021 orientation in the pore.
There are interesting differences between the two curves, resulting from the relative placement of the charged group, and the somewhat complex ways the molecule’s conformation and orientation can adjust to accommodate a K+. The molecule confers significant stabilization at the region just below the filter, especially when the tetrazol is also near that region, as in the AZ-up orientation (orange curve, Figure 4.4). This is in agreement to previously published results (137) which argued that NCAs act by stabilizing K+ beneath the filter. While our results suggest that in pore hydration primarily explains the effect of NS11021 on the BK channel, the role of K+ stabilization beneath the filter appears to be an additional factor, but in an orientation-dependent manner. Although the orientation of NS11021 in the pore is nonspecific, in the presence of the depolarized electric field and more than a single K+ in the pore, a more specific orientation may emerge. While NS11021 was allowed to move and reorient in response to the K+ in each window (Figure 4.11), these three PMFs reflect only three slices of the complete free energy surface of NS11021 configuration, orientation, and K+ permeation. The fact that the three PMFs have similar barriers to the barrier of the hydrated pore suggests that drug orientation is not a dominant factor in stabilizing conductance. It should also be mentioned that the effect of NS11021 is similar to that of a surfactant, which raises the question of whether other channel-activating surfactants such as glycerol also interact with pore hydration (267).
[bookmark: _Toc134351203][bookmark: _Toc134366163][bookmark: _Toc134815893]4.4 Conclusions
We performed detailed US-based free energy calculations to explore the binding and mechanism of a small molecule activator NS11021 on the BK channel in the deactivated conformation. We demonstrated that the molecules initially contacts the pore with the hydrophobic end facing into the dewetted, hydrophobic pore, and the charged tetrazol group facing into the solvent. As the molecule continues to enter the deep pore, it has essentially no conformational preference and can undergo reorientations with the charged tetrazol group facing towards or away from the filter. Furthermore, the molecule significantly stabilizes pore hydration, which we hypothesized would impact K+ permeation more than charge placement. We then performed single-ion K+ US permeation calculations with NS11021 restrained in three distinct and representative poses. The decrease of the K+ permeation barrier with NS11021 in the pore in these poses is commensurate with the effect of pore hydration alone without NS11021, and more importantly is in impressive agreement with the experimentally 62-fold increase in conductance (44). This result greatly clarifies efforts to interpret the action of this molecule and may help clarify the mechanism of this or similar NCAs on other channels. This work represents the first time a potential therapeutic agent was demonstrated to act on a channel by modulating the vapor barrier. The molecular details of this mechanism of action may prove useful in future efforts to tune the effects of ion channel activators to target their vapor gates. It is hoped that this discovery will help to usher in a new age in treatment of human diseases linked to the BK channel.
[bookmark: _Toc134351204][bookmark: _Toc134366164][bookmark: _Toc134815894]4.5 Acknowledgements
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[bookmark: _Toc134815895]4.6 Supporting Information
	
[bookmark: _Toc134624449][bookmark: _Toc134965407]Figure 4.5: Illustration of charges on tetrazol-phenyl group.
The charges (unit of elementary charge, e) for the tetrazol-phenyl group were determined following the standard Charmm protocol, as described in the main text. The pseudo-atom denoted as H is representing the -hole, a phenomenon arising from asymmetric charge distribution around halide atoms specifically at the site of the  molecular orbital opposite a -bond. The description and parameterization of -hole groups in the Charmm force field is described by Soteras Gutiérrez, et al. (342).





	
[bookmark: _Toc134624450][bookmark: _Toc134965408]Figure 4.6: Illustration of diaryl-thiourea torsion nomenclature.
These diagrams depict A) anti-anti, B) anti-syn, and C) syn-syn, respectively. This figure was drawn with ChemDraw.




	
[bookmark: _Toc134624451][bookmark: _Toc134965409]Figure 4.7: Thiourea dihedral free energy surface of NS11021 in bulk solvent.
The free energy distribution was calculated from a 100 ns simulation. The resulting 2D histogram was converted to a free energy distribution by -RT ln(H).  corresponds to the anti-anti configuration depicted in Figure 4.6.





	
[bookmark: _Toc134624452][bookmark: _Toc134965410]Figure 4.8: Traces and histograms from AZ-up section of US of NS11021 binding.
Depiction of all windows initiated with NS11021 oriented with the AZ group facing towards the filter.





	
[bookmark: _Toc134624453][bookmark: _Toc134965411]Figure 4.9: Traces and histograms from FB-up section of US of NS11021 binding.
Depiction of all windows initiated with NS11021 oriented with the FB group facing towards the filter.
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[bookmark: _Toc134624454][bookmark: _Toc134965412]Figure 4.10: Free energy of K+ permeation and pore hydration without NS11021.
2D PMF was computed as a function of pore waters (Nwater) on the horizontal axis and the distance of the K+ from the selectivity filter on the vertical axis. The color bar tick marks and black contour lines are drawn at 2 kcal/mol intervals. The marginal plots are the 1D PMF as a function of the Nwater or distance to filter, respectively. This PMF was computed with the same BK channel pore conformation as all other simulations in this study.





	
[bookmark: _Toc134624455][bookmark: _Toc134965413]Figure 4.11: Traces and histograms from K+ US with NS11021 in the pore.
These data come from windows where NS11021 was restrained by CoM and was initially oriented with the FB group facing the filter. 





	
[bookmark: _Toc134624456][bookmark: _Toc134965414]Figure 4.12: Dose-response curve for EC50.
The data (blue dots) in this figure was obtained from Rockman, et al. (2020) (44) and to construct the fitting with the Hill equation (red line). The lowest concentration was nominally 0 µM Ca2+, but to facilitate readability we plotted it as 10-3 µM. Any sufficiently large negative number doesn’t significantly change the log(dose)-response sigmoidal fit or the value of EC50 and the BK channel has nominally zero response for nM [Ca2+].





	
[bookmark: _Toc134624457][bookmark: _Toc134965415]Figure 4.13: Free energy of K+ permeation with the pore restrained.
Pore hydration was enforced using a harmonic restraint on Nwater with a force constant of 1 kcal/mol/Nwater2 in the blue curve. The black curve shows the unrestrained simulation for reference.





[bookmark: _Toc134047880][bookmark: _Toc134048259][bookmark: _Toc134132055][bookmark: _Toc134132080]Chapter 5
[bookmark: _Toc134047881][bookmark: _Toc134048260][bookmark: _Toc134132056][bookmark: _Toc134132081][bookmark: _Toc134226111][bookmark: _Toc134351205][bookmark: _Toc134366165][bookmark: _Toc134815896]Physics-based modeling provides predictive understanding of selectively promiscuous substrate binding by Hsp70 chaperones[footnoteRef:5] [5:  Nordquist E, English C, Clerico E, Sherman W, Gierasch L, and Chen J. Physics-based modeling provides predictive understanding of selectively promiscuous substrate binding by Hsp70 chaperones. PLoS Comput. Biol., 2021, 17 (11): e1009567.] 


[bookmark: _Toc134047882][bookmark: _Toc134048261]To help cells cope with protein misfolding and aggregation, Hsp70 molecular chaperones selectively bind a variety of sequences (“selective promiscuity”). Statistical analyses from substrate-derived peptide arrays reveal that DnaK, the E. coli Hsp70, binds to sequences containing three to five branched hydrophobic residues, although otherwise the specific amino acids can vary considerably. Several high-resolution structures of the substrate -binding domain (SBD) of DnaK bound to peptides reveal a highly conserved configuration of the bound substrate and further suggest that the substrate-binding cleft consists of five largely independent sites for interaction with five consecutive substrate residues. Importantly, both substrate backbone orientations (N- to C- and C- to N-) allow essentially the same backbone hydrogen-bonding and side-chain interactions with the chaperone. In order to rationalize these observations, we performed atomistic molecular dynamics simulations to sample the interactions of all 20 amino acid side chains in each of the five sites of the chaperone in the context of the conserved substrate backbone configurations. The resulting interaction energetics provide the basis set for deriving a predictive model that we call Paladin (Physics-based model of DnaK-Substrate Binding). Trained using available peptide array data, Paladin can distinguish binders and nonbinders of DnaK with accuracy comparable to existing predictors and further predicts the detailed configuration of the bound sequence. Tested using existing DnaK-peptide structures, Paladin correctly predicted the binding register in 10 out of 13 substrate sequences that bind in the N- to C- orientation, and the binding orientation in 16 out of 22 sequences. The physical basis of the Paladin model provides insight into the origins of how Hsp70s bind substrates with a balance of selectivity and promiscuity. The approach described here can be extended to other Hsp70s where extensive peptide array data is not available.
[bookmark: _Toc134132057][bookmark: _Toc134132082][bookmark: _Toc134226112][bookmark: _Toc134351206][bookmark: _Toc134366166][bookmark: _Toc134815897]5.1 Introduction
To maintain a healthy proteome, the cell relies on an extensive network of molecular chaperones and degradation enzymes called the protein homeostasis (or proteostasis) network (343–345). Central to these quality control networks are the highly conserved 70-kDa heat shock chaperones (Hsp70s) (143–146). Hsp70s work with their co-chaperones–J-proteins and nucleotide-exchange factors (NEFs)–to facilitate a range of functions, including promoting protein nascent chain folding, inhibiting aggregation, stabilizing unfolded states for translocation across membranes, working with downstream chaperones and disaggregases, and more (143, 146). A key aspect of Hsp70s’ functions is binding hydrophobic and likely aggregation-prone regions of their client proteins, which protects them from aggregation and promotes productive folding (7). Substrate binding to the Hsp70’s C-terminal substrate-binding domain (SBD) is modulated by the binding and hydrolysis of ATP at the N-terminal nucleotide-binding domain (NBD) (Figure 5.1). When ATP is bound, the SBD is docked onto the NBD, and the α-helical lid of the SBD disassociates from the “β-sandwich” sub-domain of the SBD (βSBD in Figure 5.1) (145, 146, 346). Substrate binding to the βSBD in the ATP-bound state stimulates ATP hydrolysis by the NBD. Upon ATP hydrolysis, the ADP-bound NBD and the SBD undock, and the α-helical lid of the SBD associates with the βSBD, promoting the stable binding of the substrate (slow on/off rates) (347). Hsp70s bind, hold, and release their client proteins by cycling between these two allosteric endpoints.
Although Hsp70s must bind diverse client peptides with a high level of promiscuity to support a multitude of cellular functions (146), they do not bind to all proteins in the cell. That is, Hsp70 binding is “selectively promiscuous”. How does the nature of substrate binding enable Hsp70s to carry out surveillance of the proteome? What are the molecular bases of Hsp70s selectivity and affinity for a sequence in a client protein? Biochemical data have shown that while Hsp70s often bind to short, 7-residue segments rich in hydrophobic residues flanked by positively charged residues (82, 109, 348–350), the bound sequences show high variability. Structural details of substrate binding have been provided by experimental structures of the DnaK (the well-studied E. coli Hsp70) SBD bound to model peptides (351–354) (Figure 5.2A). All high-resolution structures of peptide-bound SBDs show the substrate bound in a hydrophobic cleft in the SBD and in an extended conformation stabilized by several backbone hydrogen bonds with the SBD. Only five ‘core’ residues directly interact with the SBD using five sub-sites dubbed -2, -1, 0, +1, and +2 (351). The central binding site in the chaperone (site 0) is the most stringent, as it consists of a pocket that is frequently occupied by a substrate L that is completely buried within the site.

	
[bookmark: _Toc134624458][bookmark: _Toc134965416]Figure 5.1: Structural overview of DnaK in substrate-bound and -unbound states.
A) Structure of DnaK in an unassociated (ADP-bound, substrate bound) conformation (PDB ID: 2KHO (347)). The nucleotide-binding domain (NBD) is shown in blue. The substrate-binding domain (SBD) has two subdomains: the α-helical lid is shown in red, and the βSBD is shown in teal. The substrate from the canonical NR peptide (PDB ID: 1DKZ (351)) is overlaid in the binding cleft of the βSBD in magenta. B) Structure of DnaK in an associated (ATP-bound, no substrate) conformation (PDB ID: 4B9Q (355)).The ATP molecule is shown based on PDB ID: 3AY9.



The data obtained from peptide array studies have been used for training and testing data to build models that predict DnaK binding sites. Rüdiger et al. developed an algorithm based on peptide array scanning of DnaK binding of 13-mer peptides derived from 37 proteins (82) where they defined a five-residue DnaK-binding core and four-residue flanking sequences on either side. From this information, they determined relative binding free energies from the frequency of each residue in these regions. However, this model does not provide site-specific binding mode information or any other structure-specific insights. Subsequently, van Durme et al. built a DnaK-binding prediction model from their own peptide array data (109). To predict site-specificity, these researchers used the FoldX force field to find the optimal position for heptameric sequence binding in the forward orientation (N- to C-), as observed for NRLLLTG binding to SBD (351). The resulting site-specific model, which is called Limbo, combines sequence- and structure-based binding energies into a position-specific scoring matrix (PSSM) of interaction terms. A position-independent matrix of FoldX-derived terms, ChaperISM, improves Limbo’s ability to predict binding hotspots in peptide sequences but lacks any information about the positions occupied in the SBD or the orientation of the bound peptide (110). Importantly, as an empirical energy function designed for modeling structured proteins and specific protein interactions (356), FoldX is limited in its ability to describe the inherent flexibility and dynamics present in DnaK-substrate interactions. Last but not least, none of the existing models of DnaK-peptide binding has yet considered the C- to N- (reverse) orientation of the bound substrate, which has been observed in high resolution structures (353, 357) and seems to be energetically competitive with the N- to C- orientation (357–359). At present, substrate binding in the C- to N- orientation has only been considered in an algorithm that predicts substrate binding to endoplasmic reticulum-localized Hsp70, BiP (113).
	
[bookmark: _Toc134624459][bookmark: _Toc134965417]Figure 5.2: Conserved βSBD-substrate binding conformation.
A) Overlay of 18 bound substrate structures (Table 5.3), aligned using the backbone atoms of the βSBD. The SBDs are show in gray cartoons, and the substrates in magenta backbone traces. Only the forward orientation substrates are included. B) Overlay of two forward and reverse orientation peptide substrates (forward: NRLLLTG, PDB: 1DKZ; reverse: NRLILTG, PDB: 4EZY; underlines indicate residues at Site 0). The forward orientation is shown in thick bonds and the reverse in thin bonds. The backbone hydrogen bonds between βSBD and the substrate are shown in magenta dashed lines. Note that backbone hydrogen bonds involving M404, S427 and A429 completely overlap in two orientations. Side chains are shown only for the central L at Site 0. For more viewing angles of B), see Movie S1.



In the current work, we sought a deeper understanding of the nature of substrate binding to DnaK using physics-based simulations to develop an improved prediction method that not only recapitulates the sequence preference of DnaK binding but also provides the molecular detail of the bound state including site specificity and binding orientation. Existing structures of DnaK-substrate complexes suggest that the substrate backbone adopts a highly conserved binding conformation in either orientation to allow sampling of alternative side-chain interactions with largely independent surfaces on the chaperone. As such, we deployed mean field theory (360) and atomistic molecular dynamics simulations (113, 361) to sample the interactions of a flexible substrate side chain with the receptor Hsp70 and quantify the interaction energetics. This allows us to calculate a physics-based PSSM of DnaK-substrate interactions that requires minimal training based on experimental data. Such a model should also be more transferable and extendable (113), such as for describing binding in both orientations and for modeling the substrate specificity of other Hsp70s without extensive experimental data. Using the physics-based PSSM, we derive a simple linear model combining information from physics-based interaction energy terms and experimental peptide array data. The accuracy of this method, called Paladin (Physics-based model of DnaK-Substrate Binding), was evaluated by examining its ability to recapitulate the existing peptide array data as well as the binding registry and orientation of substrate peptides with available structures. 
[bookmark: _Toc134047883][bookmark: _Toc134048262][bookmark: _Toc134132058][bookmark: _Toc134132083][bookmark: _Toc134226113][bookmark: _Toc134351207][bookmark: _Toc134366167][bookmark: _Toc134815898]5.2 Results and Discussion
[bookmark: _Toc134047884][bookmark: _Toc134048263][bookmark: _Toc134132059][bookmark: _Toc134132084][bookmark: _Toc134226114][bookmark: _Toc134351208][bookmark: _Toc134366168][bookmark: _Toc134815899]5.2.1 Substrates bind to βSBD in a highly conserved conformation
To better understand the structural basis of substrate binding to DnaK we started by analyzing all 18 existing structures of the DnaK βSBD bound in N- to C- (“forward” orientation) (Table 5.3) (351). For this, we overlaid these structures by aligning the backbone atoms of the βSBD (residues 393–502). Whereas the βSBD is able to undergo large conformational changes during the functional cycle of DnaK (362), the backbone is highly conserved in the substrate bound state and appears to undergo minimal rearrangement to accommodate different substrates (351–354) (Figure 5.2A, Figure 5.8A). Based on the limited number of structures available, the substrates appear to bind in a consistent pose, although for simplicity we focus on substrates that don’t contain P (Figure 5.1A, Figure 5.8B). Furthermore, the average RMSD of the βSBD backbone atoms in all structures is less than 1.5 Å (Figure 5.8A). Importantly, this suggests is that one does not need to consider significant βSBD conformational changes in deriving a predictive model of βSBD-substrate interaction.
[bookmark: _Toc134047885][bookmark: _Toc134048264][bookmark: _Toc134132060][bookmark: _Toc134132085][bookmark: _Toc134226115][bookmark: _Toc134351209][bookmark: _Toc134366169][bookmark: _Toc134815900]5.2.2 Substrate side chains interact with independent, conserved DnaK sites in both orientations
The highly conserved conformation of the backbone of the SBD-substrate complex has important implications on how the side chains interact with DnaK. The bound peptides’ extended backbone projects the side chains of the five interior residues in alternating directions, which interact with a set of well-conserved sites on the surface of the βSBD (Figure 5.3). Residues flanking the central five adopt a much more diverse structural ensemble (Figure 5.2A), where the side chains are largely solvent exposed with no well-defined binding pocket on the adjacent DnaK surface. Zhu et al. proposed that these same five sites play the biggest role in substrate binding to DnaK (351). Beyond these five sites, the substrates’ backbones are highly dynamic and the side chains are largely solvated, having minimal contacts with the βSBD. Strikingly, an overlay of peptides bound in both N- to C- and C- to N- orientations (Figure 5.2B, Movie S1) reveals that the backbone conformations remain conserved and all five hydrogen bonding interactions between the substrate backbone and βSBD are formed in both orientations (thick and thin magenta dashed lines). Importantly, the highly conserved backbone conformation projects the side chains into identical binding pockets regardless of the orientation. For example, Figure 5.2B and Movie S1 illustrate that the slight shift of C positions does not affect the placement of the central L into site 0. As such, the same set of well-defined binding sites likely dictates DnaK-substrate interactions in both orientations, and thus the preferred orientation of substrate binding likely arises from the energetic balance of side-chain interactions but not backbone interactions themselves.
[bookmark: _Toc134047886][bookmark: _Toc134048265][bookmark: _Toc134132061][bookmark: _Toc134132086][bookmark: _Toc134226116][bookmark: _Toc134351210][bookmark: _Toc134366170][bookmark: _Toc134815901]5.2.3 Binding site geometry and surface properties determine the DnaK-substrate selectivity
Analysis of the geometric and surface properties of the five sites on DnaK provides a qualitative understanding of the physical basis of promiscuous selectivity (Figure 5.3). Note that the central site 0 is the most sterically restrictive and hydrophobic pocket, which is known to contribute the most to selectivity (82, 109) (Movie S2). Its walls are composed of I401, F426, V436, I472, and V474, which allows hydrophobic residues to bury deep within the βSBD. From the available structures, it appears the central pocket mainly accommodates branched hydrophobic residues (Table 5.3) as well as cyclohexylalanine (denoted Z in Table 5.3) (82, 109). Indeed, Limbo predicts that primarily I, L, and M are favored at site 0, and V, T, and R to a lesser extent (109). It is difficult to discern any site-specific information from the model from Rüdiger, et al.; it predicts that within the central 5-residue core region, L, I, V, F, Y, and R are preferred (82). The central pocket is considered sterically too restrictive for bulky residues like W or Y (82, 109). Interestingly, there is a possible channel for long-chain charged or polar residues like R to partially escape from within site 0 through an opening to the +1 side of the pocket flanked by two backbone carbonyls (Figure 5.3 and Figure 5.9). Furthermore, on the -1 side there are additional carbonyl groups that can interact favorably with shorter chain polar residues. The presence of these carbonyls on the flanks of the pocket suggests that considering the desolvation of the pocket as well as that of the side chain could be important to describing total binding affinity.
The outer sites are qualitatively different from site 0, having concave patches along the surface of DnaK with which substrate side chains can interact. Site -1 is comprised of M404, Thr428, A429, and R467. As shown in Figure 5.3, it is the next most solvent shielded and likely prefers more hydrophobic residues such as L, P, and M, as well as aromatic residues such as Y or F. Indeed, both Rüdiger et al. and Limbo predict that, besides branched hydrophobic residues, larger aromatic F and Y are preferred at site -1 (82, 109). Because there is an easily accessible basic group (R) and a polar group (T) in addition to the non-polar groups, site -1 is a potential binding site for polar or charged residues (Figure 5.3). While Rüdiger et al. doesn’t provide any indication that polar residues are preferred at any of the central five sites, Limbo suggests that E/Q are slightly preferred, while the shorter-chain N/D are strongly disfavored (82, 109). Site +1 is more solvent exposed than site -1 and is comprised primarily of E402, T403, M404, and A429. It accommodates mainly L, P, and T (Table 5.3), indicating the ability to bind both hydrophobic and hydrophilic residues. Limbo predicts that many residues can favorably interact: branched hydrophobics (L, I, V), aromatics (Y, F), M, P, and R (109). This is the only site at which Limbo predicts P will favorably interact, in strong agreement with crystallographic evidence (Table 5.3) (109, 353). The bridging M404 that covers site 0 is partially shared by Site +1 and Site -1 could provide a mechanism for subtle cooperativity between these sites in substrate binding (Figure 5.3 and Figure 5.9). M404 is a part of the hydrophobic arch which covers site 0 while the peptide substrate is bound and which is known to play a key role in locking substrates in place during binding (363, 364).
The outer two sites are both broad basins on the surface of the βSBD and are each comprised of many polar residues. Both outer sites have structures with R in distinct conformations (Figure 5.3). Conformational heterogeneity at these sites along with their open natures suggest significant side-chain dynamics and few specific interactions. Large available surface area and lack of steric hindrance make these outer sites favorable to bulky aromatics like W. At Site -2, Limbo predicts that branched hydrophobic residues (I, L, V), aromatic residues (F, Y), along with K and R, are preferred. The preference of positively charged residues at the N-terminus is consistent with existing structures including that of the canonical NR- peptide (Table 5.3) (351)). Site -2 is distinct from site +2 in than it displays some preference for branched hydrophobic residues in the available structures (Table 5.3). In contrast, Limbo predicts site +2 to have indistinct preferences, except for a strong preference for W (109). Site +2 is the only site Limbo predicts to be favorable for W (109), and the only site where W is supported in an experimental structure (Table 5.3) (353).
	
[bookmark: _Toc134624460][bookmark: _Toc134965418]Figure 5.3: Substrate-interacting sites of DnaK.
The center image shows a NRLLLTG substrate (magenta sticks) bound to βSBD (gray cartoon) (PDB: 1DKX). Each zoom-in shows the surface of one of the five binding sites on DnaK, colored by atom type: O (red), N (blue), C/H (white), S (yellow). The side-chain conformations shown were selected to clearly illustrate the extent of each site. These additional side-chain and substrate backbone conformations are taken from: site -2) 4JWD site -1) 1DKX site 0) 1DKX (for more viewing angles, see Movie S2) site +1) 1DKZ, 4F00 and site +2) 4JWI, 4EZN, 4EZO. The binding site surface was generated using DnaK residues within 5 Å of the substrate side chain(s) at each site, with some atoms excluded for clarity.


[bookmark: _Toc134047887][bookmark: _Toc134048266][bookmark: _Toc134132062][bookmark: _Toc134132087][bookmark: _Toc134226117][bookmark: _Toc134351211][bookmark: _Toc134366171][bookmark: _Toc134815902]5.2.4 Construction of a new physics-based model of DnaK-substrate binding
We further examine if one could derive a better predictive model by quantifying the energetics of side-chain interactions with each binding site on DnaK. Our overall strategy is to use physics-based atomistic simulations to sample substrate side-chain interactions with DnaK and calculate a set of average interaction energies. These energetic terms are then used as a PSSM basis set to train the Paladin model based on existing peptide array data to quantify the physical origins of selective promiscuity of DnaK. 
[bookmark: _Toc134048267][bookmark: _Toc134132063][bookmark: _Toc134132088][bookmark: _Toc134351212][bookmark: _Toc134366172][bookmark: _Toc134815903]5.2.4.1 Physics-based interaction energy terms
The key to deriving the Paladin model is the matrix of independent energy terms of size 20 residue types x 5 (binding) sites. It disregards contributions of residues beyond the five central sites. Based on our above structural analysis, this should be a reasonable place to simplify the model while retaining the most critical interactions, despite previous evidence that including the statistical preference for residues in a region beyond the central five can improve agreement with peptide array data (82). For the energy terms, we first considered six major physical forces, including van der Waals (vdW) interactions, electrostatic interactions, backbone strain, desolvation, backbone conformational entropy, and side-chain conformational entropy. The backbone strain captures the energetic cost of potential perturbation to the conserved βSBD and substrate backbone conformation to accommodate a specific side chain. For this, we impose mean harmonic restraint potentials on all backbone heavy atoms, with force constants that are consistent with the observed fluctuations in the existing bound structures (see Methods). Since P would incur unusually high backbone strain in the β-like conformation, P in the substrate was not directly restrained but held in place by its neighbors. The backbone strain energy was then calculated as the average harmonic restraint violation energy during atomistic simulations (see Methods). All averaged interaction energies were calculated between the substrate side chain and the rest of the complex (including the substrate backbone). The free energies of desolvation were estimated directly from the percent solvent-accessible surface area (SASA) change of the side chain upon binding, based on experimental transfer free energies of amino acid side chain analogs. This is similar to how FoldX solvation terms are estimated (63) and is a well-established method for estimating nonpolar solvation free energy (365–367). The desolvation terms were calculated separately for substrate side chains and the site (everything else). The desolvation free energy cost of the backbone was calculated using the transfer free energy of the N side-chain as an analog. The entropic cost of locking the substrate into the highly conserved backbone conformation (Figure 5.2) was estimated from the coil propensity of the pentapeptide sequence. The entropic cost of side-chain rotation restriction was estimated based on the Dunbrack rotamer statistics (368) (see Methods). 
The energy terms for site 0 are summarized in Figure 5.4 and the other sites in Figure 5.11. As expected, the van der Waals interaction energies are roughly correlated with the size of the side chain in the confined environment, and electrostatics play a much smaller role in the largely hydrophobic site 0 (Figure 5.4, Movie S2) but are more energetically important in the outer, solvent exposed sites (Figure 5.11). Contrary to our expectations, the backbone strain term was not particularly large even for bulky residues like W or F at site 0, suggesting that the site is not as sterically-hindered as previously believed and that minimal backbone adjustment is required (Figure 5.4). The desolvation term for the substrate side chain appears to largely recapitulate the expectation that residues like L and I are preferred at site 0, owing to a combination of their ideal fit (large percent surface area change) and hydrophobicity (Figure 5.4). It also suggests that charged residues are unfavorable, and that R is particularly unfavorable at site 0 due to a high transfer free energy. In this score matrix, the most important features are present: a clear preference for L, I, V, and M at site 0, more ambiguity at sites -1 and -2 for residues including I, L, V, M, C, and F, an increasing preference for large aromatic residues toward the open outer sites, and positively charged K is favored at outer sites +1 and +2. R’s overall score at these sites is still unfavorable due to the large transfer free energy and thus desolvation term, but it is possible that K at sites +1 and +2 captures the weak preference for positively charged residues at these sites. Surprisingly, the distribution of interaction energies for each residue is very similar across each site (Figure 5.12). This might explain why the position-independent method adopted by ChaperISM is effective (19).
[bookmark: _Toc134132064][bookmark: _Toc134132089][bookmark: _Toc134351213][bookmark: _Toc134366173][bookmark: _Toc134815904]5.2.4.2 A linear model for DnaK-substrate binding: model parameterization
To derive the Paladin model trained using peptide array data, we chose to use a simple linear model of terms that require only a small number of parameters, 
 	(1)
where each wterm is a weight to scale each term, and each  is an energy term for a specific site and residue. Wcp, Ecp are the weight and energy term corresponding to the mean coiled propensity for the whole five-mer, and Ereverse corresponds to a small energy penalty if the peptide binds in the reverse orientation. The simple linear model with only 12 free parameters helps avoid over fitting the low-resolution peptide array data. Non-linear models, such as random forests or neural networks were also tested and they do not improve accuracy, and we expect the added complexity would make them less conveniently interpretable and less transferable. Importantly, a linear model reflects the physical nature of DnaK-substrate binding, that the specificity arises mainly from largely independent substrate side-chain interactions with conserved sites on the βSBD. 

	
[bookmark: _Toc134624461][bookmark: _Toc134965419]Figure 5.4: Individual, unscaled physical interaction terms for all possible substrate amino acid side chains occupying the site 0 in the SBD.
Error bars are calculated as standard error of the mean. The residues are ordered by Wimley-White interfacial hydrophobicity scale to facilitate easy reading (369). Error bars report standard error of the mean from the MD simulations.



We used a Monte Carlo search to select weights that maximize the correlation between the resulting score and the peptide array data from Rüdiger et al. (82) (see Methods). Due to the semiquantitative nature of the assay, 13-mers had been grouped into four classes of peptides: strong-binders (high fluorescence), binders, neutral (ambiguous), and non-binders. We kept these classifications in order to train DnaK on the most important signals in the data as identified in the original study. We randomly selected 80% of that data to use as a training set; the remaining 20% was reserved to validate the final choice of weights (Table 5.1, Figure 5.5). Note, during optimization we found that the weights of the backbone strain, and side chain and backbone conformational propensity terms had minimal positive effect on the correlation between resulting scores and the peptide array data (Figure 5.13). While these three terms should capture some important physical properties of substrates like high flexibility or bulky side-chain strain, their effects on binding specificity are likely weak and the peptide array data may be too noisy to capture these effects. As such, the corresponding weights were set to zero in the final model (Table 5.1). Similarly, we found that the site weights (except site 0) didn’t strongly influence the ability of the model to recapitulate the peptide array data (Figure 5.13), which may also be attributed to limited site-specific information in the experimental data. The final site weights were empirically chosen to reflect existing understanding of the relative importance of each site to binding (see above), and these site weights are included in the combined score 5x20 matrix (Figure 5.12).
[bookmark: _Toc134624400][bookmark: _Toc134811473]Table 5.3: Paladin model weights.
	Van der Waals
	0.1
	Site -2
	0.5

	Electrostatic
	0.6
	Site -1
	0.5

	Backbone Strain
	0
	Site 0
	1.0

	Backbone Conformational Propensity
	0
	Site +1
	0.2

	Side-chain Conformational Propensity
	0
	Site +2
	0.1

	Desolvation FE of Substrate side chain
	1.0
	
	

	Desolvation FE of βSBD site
	0.4
	Reverse penalty (kcal/mol)
	0



The choice of weights for different energy terms also makes sense given the qualitative picture of binding described above. The terms which contribute the most at each site are the desolvation of the substrate side chain and the Van der Waals interaction energy. These terms reflect the importance of the hydrophobic effect and solvent entropy and non-specific contacts between ligand and protein in ligand-protein binding. Electrostatic interactions also contribute for charged residues, especially at some outer sites. The backbone strain and both conformational terms still likely contain relevant information about protein-ligand interactions, but the peptide array data may be too low resolution for our optimization method and linear model to include those terms. The site weights had relatively flat distribution in z-scores (Figure 5.14), so they were selected to mimic the expected distribution described in the qualitative picture of binding above; that is, site 0 dominates, sites -2 and -1 contribute less than site 0 and about equally to each other, and site +1 and +2 contribute minimally, with site +2 contributing the least. This choice of site weights is not unique and not necessarily optimal, but there was insufficient data to consider training them more carefully than this. We considered adding a purely empirical reverse penalty term to reverse-orientation scores to maximize the difference between predicted true forward and true reverse binding peptides, and found that the penalty of 0 is sufficient (Figure 5.7, see binding orientation section for more details).

	[bookmark: _Toc134047888]
[bookmark: _Toc134624462][bookmark: _Toc134965420]Figure 5.5: Receiver operating characteristic curves of various predictors.
The raw score was calculated using the energy terms with uniform weights. A) Discrimination of both strong binders and binders from nonbinders, and B) Discrimination of strong binders from nonbinders. All solid lines were derived from the training set and dotted lines from the validation set. The red dashed diagonal line represents a random prediction.


[bookmark: _Toc134047889][bookmark: _Toc134048268][bookmark: _Toc134132065][bookmark: _Toc134132090][bookmark: _Toc134226118][bookmark: _Toc134351214][bookmark: _Toc134366174][bookmark: _Toc134815905]5.2.5 Paladin can recapitulate the peptide array data
We used receiver operating characteristic (ROC) curves to examine how well the final Paladin model recapitulates the peptide array data, ROC curves provide a quantitative way to summarize the agreement between peptide arrays and predicted energy scores (an example predicted peptide array is given in Figure 5.15). As summarized in Figure 5.5 and Table 5.2, the ROC curves and areas under those curves (AUC) are shown for all binders versus non-binders and strong binders versus non-binders (Figure 5.5A and 5B, respectively). Note that using the raw energy terms directly (i.e., Eq. 1 with uniform weights) can reasonably discriminate both binders and strong binders from nonbinders, with (AUC) ranging from 0.63 to 0.74 (Table 5.1). This result demonstrates that these MD-derived energy terms indeed capture the true physics of DnaK-substrate interactions. The optimized Paladin model performs similarly to Limbo but appears slightly worse than the original Rüdiger, et al. algorithm or ChaperISM. For example, Paladin had a validation AUC of 0.83 in classifying strong binders from non-binders, where by comparison the Rüdiger, et al. (82) method and ChaperISM (110) had an AUC of 0.86 and 0.87, respectively. Re-weighting our energy terms to recapitulate this peptide array data comes with some important caveats. Since only 5 residues interact directly at well-defined sites on DnaK, each 13-mer peptide in the Rüdiger data set has 9 possible five-mers, creating significant ambiguity about which residues interacted at which site (registry). The binding affinities are only semi-quantitative and assigned to 4 categories. Additionally, the arrays contain no information about orientation, so we only scanned in the forward orientation, in line with the common expectation that most peptides bind in the forward orientation (16, 17). These inherent uncertainties seem to limit the ability of all predictive models in recapitulating the peptide array data. 
[bookmark: _Toc134624401][bookmark: _Toc134811474]Table 5.4: Area under the ROC curves (given in Figure 5.5).
	The curves were based on the discrimination of all binders from non-binders, and of only strong binders from non-binders.

	Model
	All binders
	Strong binders

	
	Training
	Validation
	Training
	Validation

	Rüdiger, et al. (82)
	0.80
	0.81
	0.85
	0.86

	Limbo (109)
	0.77
	0.77
	0.85
	0.82

	ChaperISM (110)
	0.81
	0.82
	0.87
	0.87

	Paladin
	0.76
	0.75
	0.82
	0.83

	Raw Terms
	0.63
	0.65
	0.67
	0.74




Additionally, the peptide array dataset was constructed directly from protein sequences and therefore imbalanced, with far more nonbinders than binders (48% nonbinders versus 30% binders, with 12% classified as neutral, see Methods for details). Using an ROC curve to measure correlation in an imbalanced dataset can be misleading; a predictor which mostly predicts nonbinders can perform well, even if it frequently misclassifies true binders. Precision-Recall (PR) curves compensate for this problem by accounting for how the model predicts nonbinders as well. PR curves of the predictions of the same predictions, shown in Figure 5.16 with corresponding AUCs in Table 5.6, reveal that in fact the original Rüdiger model has the most balanced description of the data, which makes sense since it was derived directly from the data and should reflect a near maximum of the information one could derive from the data alone. On the other hand, the other models including Paladin perform comparably and the differences in ROC/PR curves are small. Importantly, apparent better fitting to the data do not necessarily reflect a superior model. Instead, by incorporating the physics of molecular interactions and using only a small number of free parameters (Table 5.1), the Paladin model is designed to be capable of predicting key molecular details of binding including backbone orientation and residue registry. This provides an opportunity to reveal the balance of various interactions from different sites in binding specificity and to model other Hsp70s without extensive peptide array data, only the relevant interactions matrix.
[bookmark: _Toc134047890][bookmark: _Toc134048269][bookmark: _Toc134132066][bookmark: _Toc134132091][bookmark: _Toc134226119][bookmark: _Toc134351215][bookmark: _Toc134366175][bookmark: _Toc134815906]5.2.6 Paladin can correctly predict and explain substrate binding registry
We examine the ability of Paladin to correctly predict substrate binding registry using existing experimental structures of complexes (Table 5.3). Among these, there are 13 unique forward-bound substrate sequences in the PDB with more than five naturally-occurring (Table 5.3). The results, summarized in Figure 5.5, show that the true binding registries have lowest Paladin scores in 10 of 13 cases, exceeding the performance models which outperform on the peptide array data (Figure 5.17). Limbo has a relatively aggressive cutoff for binder scores, meaning almost none of these peptides classify as binders. Ignoring the cutoff, Limbo can clearly predict which seven-mer will bind in 9 out of 12 cases when considering only the forward orientation. ChaperISM on the other hand has a generous default cutoff and identifies nearly every seven-mer as a binder, and cannot discriminate between registers, likely owing to the fact that it was designed to scan for hotspots and indeed does so well (Figure 5.5). Interestingly, Paladin scores the most correct registers between -5 to -10 kcal/mol, consistent with the physical range of actual binding free energies. Many five-mers containing P, especially at site +1, are predicted correctly, even though the presence of P leads to significant perturbation to the conformation of substrate backbone and the binding site. In two cases, RPPRLPRPR and RRPRLPRPR, the correct five-mer (PRLPR in both cases) is lowest in energy by less than 0.2 kcal/mol (Table 5.4). This five-mer only scored -3.3 kcal/mol, somewhat higher in energy than other binding pentamers due to the presence of R at site +2. The only forward-bound peptide Paladin predicts to bind reverse, PRPLPFP, also has an R at site -2, whereas the reverse pentamer (RPLPF bound C- to N-) puts the F at site -2. The fact that these sequences all have the same or similar central motif may overemphasize the stability of R at site -2, but it is possible as previously discussed that R’s highly unfavorable transfer free energy and thus desolvation term may penalize it too much. A more accurate treatment of solvent effects could further improve the accuracy of Paladin. Our treatment of sidechains like R underestimate the solvation free energy, which could be mitigated by treating each sidechain as a whole unit rather than accounting for the drastically different polar head and hydrophobic tail. Additionally, the use of a SASA-based solvation model will systematically underestimate long-range effects arising from protein-water electrostatic interactions (see the Methods section for more discussion of these limitations). 

	
[bookmark: _Toc134624463][bookmark: _Toc134965421]Figure 5.6: Registry predictions for forward-binding substrates.
For each substrate, the Paladin scores are shown for all possible binding registries that allow all five sites on DnaK to be occupied. Both backbone orientations are considered (forward: blue; reverse: orange). The registries as observed in the PDB structures are shown with blue stars. Note that the NRLLLTG peptide has been crystallized in two registries (PDB: 1DKZ, 4EZW).



The physics-based interaction terms and the linear model in Paladin provide an opportunity to further dissect the molecular basis of predicted substrate binding preference and registry. As an example, we examine the binding properties of NRLLLTG (PDB IDs: 1DKZ, 4EZW) and NRLMLTG (PDB ID: 4EZX) (Figure 5.6, Table 5.4). The fact that switching the middle residue from L to M results in a register shift of the peptide while maintaining its forward orientation can be explained by the benefit of -2.4 kcal/mol both for shifting L to site 0 instead of M, and for keeping the other L and M at sites -2 and -1 (forward orientation) (Table 5.4). As a result, Paladin predicts that the five-mers LLLTG and LMLTG are predicted to bind most favorably. Such a quantitative prediction is also consistent with the previous notion that sites -2 and -1 have stronger preferences for hydrophobic residues than sites +1 or +2 (109). Nonetheless, the observation that the other known binding five-mer NRLLLTG (PDB ID: 1DKZ) is not lower in energy than several of the reverse orientation predictions could reflect a limitation in Paladin’s ability to discriminate these similar sequences. But it is worth noting that NRLILTG (PDB ID: 4EZY) binds in the reverse orientation, suggesting that this basic motif presents a variety of potential binding registries and orientations. Interestingly, the observed binding registries share some prominent features: it places a branched hydrophobic residue at site 0 and a maximal number of other hydrophobic or aromatic residues at the sites -2 and -1. Correspondingly, the energetic terms which dominate Paladin’s predictions are the van der Waals and desolvation FE for the substrate side chain. Paladin predicts that a binding sequence should maximize the hydrophobic surface area contacts primarily at sites -1 and -2 and minimize the hidden solvent entropic penalty captured in the desolvation term for both aromatic and hydrophobic residues at those sites.
[bookmark: _Toc134047891][bookmark: _Toc134048270][bookmark: _Toc134132067][bookmark: _Toc134132092][bookmark: _Toc134226120][bookmark: _Toc134351216][bookmark: _Toc134366176][bookmark: _Toc134815907]5.2.7 Paladin can discriminate forward and reverse binding orientation
Recent experimental studies have suggested that the reverse binding orientation is more prevalent for DnaK than was previously thought (358). Even though only forward orientation was considered when training the Paladin model using the peptide array data, the observation that both orientations project the side chains towards the same set of sites on the βSBD (Figure 5.2B, Movie S1) suggest that Paladin may be directly applied to predict the binding orientation and registry in both orientations. For this, we first examined if side-chain interactions for a substrate in the reverse pose would result in similar energy terms. We calculated the interaction energy terms for 10 representative residues at site 0 in the context of a reverse backbone conformation (taken from PDB ID: 4EZY), using the same atomistic simulation protocol (see Methods). As summarized in Figure 5.18, the results confirm that all interaction energy terms are highly similar regardless of the substrate backbone orientation. As such, we considered only a single additional parameter, Ereverse, to capture the free energy difference between the forward and reverse backbone interactions, which is expected to be small. This value could be empirically selected to maximize the separation between the clusters of forward and reverse binders, but which has no real impact on this model’s ability to resolve the binding orientation (Figure 5.7). We found that Ereverse = 0 kcal/mol appears to be optimal with the current Paladin model.
	
[bookmark: _Toc134624464][bookmark: _Toc134965422]Figure 5.7: Prediction of substrate binding orientation by Paladin.
The difference between the lowest forward and reverse scores will be negative when the forward orientation is favored, and vice versa. Substrates that actually bind in the forward orientation are labeled on the left of the red dividing line, and those that actually bind reverse are on the right.



In order to determine whether Paladin can discriminate both forward and reverse orientation, we marked the predicted orientation based on the forward and reverse five-mers with the lowest scores for each peptide in Table 5.1. As summarized in Figure 5.7, Paladin achieves ~73% accuracy, predicting the correct orientation for 16 out of 22 peptide substrates with structural data. Note that even though Paladin gives the correct sign for the free energy difference between two orientations for RPPRLPRPR and RRPRLPRPR, the values are significantly smaller than kT or 0.6 kcal/mol. As such, the binding orientation of these two peptides are considered ambiguous instead of correctly predicted. Limbo performs only slightly worse, with a success rate of 14 out of 21 cases where the peptide has at least 7 residues (109) (Figure 5.19). This is impressive, given that Limbo was not developed considering reverse orientation, but likely owes to the underlying physical basis of Limbo’s FoldX-derived PSSM. On the other hand, these success rates are superior to BiPPred, which predicts the correct orientation of the same dataset in 9 out of 22 cases, and only correctly predicts two in the reverse orientation (113) (Figure 5.20). This likely owes to the fact that BiPPred was designed to recapitulate the binding interactions of a different Hsp70 chaperone.
One important caveat that should accompany the use of the reverse orientation structures is that they come from only a single study and often contain P residues, and so may not be representative of all reverse binding peptides. Additionally, we note that the above evaluation does not require Paladin to correctly predict the binding registry in both orientations. A closer inspection suggests that Paladin is more limited in predicting the binding registry of peptides in reverse orientation (Figure 5.21). Nonetheless, the experimentally observed registries mostly have Paladin scores only slightly worse than the lowest energy registry predicted. It is possible that the model could be improved by re-calculating an independent set of interaction energy terms for the reverse binding pose, but this does not address the limitation of the existing peptide array data used for modeling training, where no orientation information is available. Nonetheless, the apparent ability of Paladin to predict substrate binding orientation given how its basis set was derived suggests that Hsp70 has likely evolved to recognize or ‘read’ sequences in either orientation and the preferred binding orientation and registry is largely determined by the presence of side chains.
A challenging but important example of the sequence dependence of substrate binding orientation involves peptides NRLLLTG (two binding registers observed) and NRLILTG. The first peptide binds in forward orientation, while the second one binds in reverse. It is not obvious why replacing the central L with I in NRLILTG causes the peptide to flip orientation, as both L and I are hydrophobic residues similarly preferred at site 0. Unfortunately, Paladin is not able to recapitulate the orientation flip, which is both a sign of the limitations of the model and the difficulty of this case. It also highlights the limitation of Paladin that, despite previous evidence from peptide array data that L is more strongly preferred in site 0 than I, Paladin predicts that preference to be only -0.18 kcal/mol, about 5-fold lower what is expected based the frequency of L v. I at site 0 in crystal structures. For the true reverse orientation examples, it is difficult to make detailed analysis because Paladin gets the specific registry predictions wrong, even though it predicts another five-mer will bind in the reverse orientation (Figure 5.20). In many of these cases the residue at site 0 is P, which neither Paladin nor Limbo nor the original Rüdiger model predicts will bind favorably at site 0.
To further test Paladin’s predictive ability, we have scanned the Rüdiger data set in both directions, and selected the 100 peptides predicted to bind in the reverse orientation by more than 3 kcal/mol. One example is the sequence GKTLFIS in β-galactase. Paladin predicts the reverse orientation should be favored because it puts all three hydrophobic residues at sites -2, -1 and 0. The five-mer KTLFI has a predicted score of -10.5 kcal/mol, which is more than 3 kcal/mol lower than any other five-mer in either orientation in that sequence. We predict that there are many interesting candidates for further studying the reverse orientation among these peptides.
[bookmark: _Toc134047892][bookmark: _Toc134048271][bookmark: _Toc134132068][bookmark: _Toc134132093][bookmark: _Toc134226121][bookmark: _Toc134351217][bookmark: _Toc134366177][bookmark: _Toc134815908]5.3 Conclusions
Analysis of existing bound structures reveals that substrates bind to DnaK in a highly conserved configuration and that binding specificity likely arises from interactions between side chains on the substrate and distinct regions of the βSBD regardless of the orientation of bound peptide. Motivated by these observations, we derive a new Physics-based model of DnaK-Substrate Binding (Paladin) by calculating a set of energy terms using molecular dynamics simulations to sample the binding configuration of each amino acid bound to each site on the βSBD. These terms were trained to reproduce peptide array data, and the resulting model is able to discriminate binding from non-binding sequences. By avoiding over-training the model on data without information on orientation and limited information about specific binding registry, Paladin is able to accurately recapitulate the specific binding registry and importantly can predict the binding orientation in the limited structures available. Paladin is the first model to consider peptide binding orientation in DnaK and can discriminate between peptides bound in both forward (N- to C-) and reverse (C- to N-) orientation with ~70% accuracy on the limited data available. 
The methodology used to derive Paladin should be more transferable than similar models of Hsp70 binding, due to its physics-based energy terms and minimal training on low-resolution peptide array data. Paladin’s ability to predict substrate binding orientation without any training is evidence of this kind of transferability. We anticipate that the set of weights we selected could perform equally well in a wide variety of slightly different systems, since the model’s results does not depend sensitively on the choice of weights and we carefully avoided overfitting to noisy data. Critically, this prevents the need for additional experimental data that is not available for every system, since one would only need to calculate the energetic terms. This flexibility makes our methodology well-suited for building up models for homologs of Hsp70. An array of predictors mapping the preferences of various homologs of Hsp70s could help tease out the physical rationale for the design of individual Hsp70s and the evolutionary relationships between them as well as to design “super-binder” sequences with enhanced affinity for specific homologs. Furthermore, the possibility of binding of D-amino acids could also be considered. This could become important in design of novel binders, for example, as inhibitors, even though existing data suggest that D-amino acids can bind to DnaJ, a co-chaperone of DnaK in e. coli, but not DnaK itself (370, 371).
[bookmark: _Toc134047893][bookmark: _Toc134048272][bookmark: _Toc134132069][bookmark: _Toc134132094][bookmark: _Toc134226122][bookmark: _Toc134351218][bookmark: _Toc134366178][bookmark: _Toc134815909]5.4 Methods
[bookmark: _Toc134047894][bookmark: _Toc134048273][bookmark: _Toc134132070][bookmark: _Toc134132095][bookmark: _Toc134351219][bookmark: _Toc134366179][bookmark: _Toc134815910]5.4.1 Structural analysis of the binding configuration
When determining the degree of conserved structure, RMSD was calculated after aligning all available structures on the βSBD (residue IDs 389 to 503) using CHARMM as an analysis tool (372). To compute the RMSD between residues of the forward orientation substrates, the residues corresponding to the same site were compared for each substrate peptide indicated in PDB IDs: 1DKZ, 1DKY, 4EZW, and 4EZX (Figure 5.8). Substrates without P and with at least 5 residues were used for this calculation.
[bookmark: _Toc134047895][bookmark: _Toc134048274][bookmark: _Toc134132071][bookmark: _Toc134132096][bookmark: _Toc134351220][bookmark: _Toc134366180][bookmark: _Toc134815911]5.4.2 Atomistic simulations and analysis
All simulations and analysis were performed using CHARMM (372–374). In each simulation, the substrate contains a single residue in a selected initial rotamer state and the rest glycines. DnaK’s α-helical lid was considered too far from the binding sites to interact and removed to speed up the simulations, but R467 was restrained to mimic the effect of a salt bridge with lid residue D520 (Figure 5.22). The backbone conformation is taken from 1DKZ (351) and weakly restrained using harmonic position restraint potentials with force constant of 0.6 kcal mol-1 Å-2. The force constants were chosen to allow similar backbone fluctuations as observed in the available structures (Table 5.3, Figure 5.8B). The Charmm22 force field was used to describe the system (375). For computational efficiency and derivation of well-converged energetic quantities, the solvent effects were described using the distance-dependent dielectrics (RDIE) model with dielectric constant of 4. It has been shown that such electrostatic treatment is comparable to more sophisticated continuum electrostatic methods including the full Poisson-Boltzmann equation (376–378) or the one of the Generalized Born approximations (379) in protein-ligand docking applications (380). Such models also cannot be decomposed into pairwise interactions, which is required for deriving a PSSM. Imbalances between in the electrostatic term and other energy terms for charged residues, particularly R, may be related to the use of the RDIE implicit solvent model. Prior to the production simulations, each initial structure was minimized and then equilibrated for 100 ps, during which the temperature was raised gradually from 100 to 300 K. Then, five production simulations of 3 ns were performed to sample interactions and calculate average energies. We can afford to use such short simulations given that each one only samples a different rotamer state, and the backbone is restrained near the pose in the structures (Figure 5.2A, Figure 5.8). SHAKE (41) was imposed to constrain the length of all hydrogen containing bonds to enable the use of a 2 fs time step (381). Analyses show that the interaction energies for each initial condition converged quickly (Figure 5.23 and Figure 5.24). The final averaged properties were calculated from the last 1.8 ns of the trajectories. We note that sampling of side-chain rotamer states can be limited for large side chains in restricted pockets (e.g., Site 0). For this, multiple starting conformations were generated using the backbone-dependent rotamer library published by Shapovalov and Dunbrack Jr (368). The top-five rotamers in the β-strand basin, (phi, psi) = (-140, 130), were selected for each amino acid. The trajectory with the lowest average total potential energy was selected. All molecular representations were drawn with VMD (248).
[bookmark: _Toc134047896][bookmark: _Toc134048275][bookmark: _Toc134132072][bookmark: _Toc134132097][bookmark: _Toc134351221][bookmark: _Toc134366181][bookmark: _Toc134815912]5.4.3 Parameterization of the Paladin model
The Paladin model considers 6 physics-based terms: vdW interactions, electrostatic interactions, backbone strain, desolvation free energy of the substrate side chain and site on DnaK, respectively, and conformational propensity terms for the substrate side chain and backbone. vdW and electrostatic interaction energies between one substrate side chain and the rest of the complex were calculated in CHARMM and directly used as parameters. The total harmonic restraint energy was also used directly to estimate backbone strain in the binding pose. The restraint energy of the complex with an all-glycine substrate was subtracted from each site, giving free-energy cost of moving the backbone to accommodate the side chain. When calculating the constraint energy for P, the restraint on P itself was released to avoid an unrealistically large energetic penalty. The desolvation free energy is estimated from the fraction of total side-chain surface area buried by hydrophobic residues: , where ΔGchx→ wat is the experimental free energy of transfer from hexane to water (25). A problem with this approach is that like all other residues, R and K are considered as a whole sidechain rather than being split into their hydrophobic chains and polar head groups. While the single transfer free energy incorporates both of these parts of the side chain, the surface area is not split up according to whether it is on the hydrophobic chain or the polar head group. This means that if the apolar chain is buried, the desolvation penalty is much more unfavorable than it should be. Another important drawback of the SASA model that it fails to describe long-range polar solvents, which won’t affect the more solvent-shielded regions but would have increasing effects at the outer sites, particularly on charged residues (367). The desolvation free energy of the site is the complimentary SASA change for all the neighboring βSBD atoms. We approximated the transfer free energy of backbone atoms using asparagine’s transfer free energy. The side-chain conformational propensity was calculated with Er = -kT ln(Pr/P0), where Pr is the probability of the lowest energy rotamer, and P0 is the highest probability. The backbone conformational propensity term Ecp is the mean of 1 - helical propensity (coil propensity) of the five amino acids and was used to estimate the free-energy cost of confining the substrate backbone conformation to the conformation of the bound state. All of these terms are shifted with respect to G5, so they represent a binding free energy in reference to an all-G backbone.
[bookmark: ZOTERO_BREF_RJgcSCUSxBX9]Weights were determined by a combination of Monte Carlo search to optimize the separation of scores of binders and non-binders. The parameter we optimized was a linear combination of several z-scores: , where each z-score separates two classes within the data:, where each μ and σ are the mean and standard deviation for a different group in the array data: strong binder (sb), binder (bi), neutral (nu), or non-binder (nb). This dataset is comprised of the full sequences of 37 proteins. It contains 3477 13-mers, of which 7% are strong binders, 23% are binders, 21% are neutral and 48% are non-binders. These classifications were performed by Rüdiger, et al. (82), and this data was made available to us by request. A total of ~107 steps of the Monte Carlo were computed, where at each step a weight was randomly changed. If the new set of weights improved the Z-score, they were accepted. If not, a random number was drawn and compared to a threshold. If the random number was below the threshold, the new weights were still accepted. Throughout each parallel search, this threshold was incrementally lowered from 0.25 to 0. Ultimately, the site weights were determined to contribute very little to the overall performance, so a set of weights was selected to match the expected relative importance of each site to binding (Figure 5.14C). All plots were made with python’s matplotlib (247). Paladin is written in python3 and freely available at https://github.com/enordquist/paladin. The script takes an input file that contains one or more FASTA-format sequences. Every five-mer in the input sequence(s) will be scored. The computational cost of Paladin is minimal. For example, the Rüdiger dataset can be scored in 0.8 seconds on a single Intel Xeon E5-2620 CPU at 2.10GHz. 
[bookmark: _Toc134047897][bookmark: _Toc134048276][bookmark: _Toc134132073][bookmark: _Toc134132098][bookmark: _Toc134351222][bookmark: _Toc134366182][bookmark: _Toc134815913]5.4.4 Comparison with other predictors
Where relevant, the same predictor evaluations (ROC, Precision-Recall, register and orientation prediction) were performed using each previous algorithm (Rüdiger, Limbo, BiPPred and ChaperISM). In all the tests, every (model-specific) minimally-sized peptide is scored for each protein sequence. Rüdiger, et al. model was not originally designed to score short (about seven to ten) peptides with respect to site-specific register or orientation, so it wasn’t initially evaluated on either. Similarly, ChaperISM shouldn’t by default be used to consider register or orientation, although ChaperISM was evaluated on register prediction alongside Limbo as a benchmark. The datasets of each register prediction are limited to peptides with the minimal number required by each algorithm. Specifically, Paladin and BiPPred each score five-mers and require a minimum of five residues for an orientation prediction and six for a register prediction. Limbo similarly requires seven and eight for orientation and register predictions, respectively.
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[bookmark: _Toc134624402][bookmark: _Toc134811475]Table 5.5: Available structures of DnaK βSBD-substrate complexes.
	The amino acid residue bound at site 0 is bold. Forward means the peptide is bound N- to C- as in Figure 5.2. Z stands for cyclohexlalanine.


	Sequence
	PDB ID
	Orientation

	NRLLLTG
	1DKX
	Forward

	RLLL
	1DKY
	Forward

	NRLLLTG
	1DKZ
	Forward

	KLYFLPRPT
	3DPO
	Forward

	KLYFLPRPTPPRP
	3DPP
	Forward

	NRLLLTG
	4EZW
	Forward

	NRLMLTG
	4EZX
	Forward

	NRLILTG
	4EZY
	Reverse

	ELPLVKI
	4EZZ
	Reverse

	RPPYLPRP
	4EZO
	Forward

	RPYLPRP
	4EZP
	Forward

	RPVYIPRP
	4E81
	Forward

	SYLPRP
	4EZN
	Forward

	PVYIPPP
	4F00
	Forward

	SHPRPIRV
	4EZR
	Reverse

	PRPGPIY
	4EZS
	Reverse

	PPRPIYN
	4EZQ
	Reverse

	PRRPVIMR
	4EZT
	Reverse

	PPRPPQWAVGHFM
	4EZU
	Reverse

	PRPPQWAVGHFM
	4EZV
	Reverse

	LYZZPRPT
	4HY9
	Forward

	LYZIPRP
	4HYB
	Forward

	RPPRLPRPR
	4JWC
	Forward

	PRPLPFP
	4JWD
	Forward

	RRPRLPRPR
	4JWE
	Forward

	RPILLPWR
	4JWI
	Forward


 

[bookmark: _Toc134624403][bookmark: _Toc134811476]Table 5.6: Paladin scores for substrates in of DnaK SBD-substrate complexes.
	Sequence
	n
	5-mer
	Forward (kcal/mol)
	Reverse (kcal/mol)

	NRLLLTG
	0
	NRLLL
	-3.03
	-8.93

	
	1
	RLLLT
	-6.52
	-8.36

	
	2
	LLLTG
	-9.84
	-6.82

	NRLMLTG
	0
	NRLML
	-2.95
	-8.13

	
	1
	RLMLT
	-4.84
	-6.68

	
	2
	LMLTG
	-9.04
	-6.73

	RPPYLPRP
	0
	RPPYL
	1.05
	-2.71

	
	1
	PPYLP
	-2.16
	-3.91

	
	2
	PYLPR
	-6.82
	-4.07

	
	3
	YLPRP
	-2.69
	1.28

	RPYLPRP
	0
	RPYLP
	0.3
	-3.62

	
	1
	PYLPR
	-6.82
	-4.07

	
	2
	YLPRP
	-2.69
	1.28

	RPVYIPRP
	0
	RPVYI
	-2.59
	-6.37

	
	1
	PVYIP
	-3.91
	-4.02

	
	2
	VYIPR
	-7.84
	-4.13

	
	3
	YIPRP
	-2.42
	1.28

	SYLPRP
	0
	SYLPR
	-6.04
	-3.94

	
	1
	YLPRP
	-2.69
	1.28

	PVYIPPP
	0
	PVYIP
	-3.91
	-4.02

	
	1
	VYIPP
	-8.13
	-6.58

	
	2
	YIPPP
	-3.14
	-1.42

	
KLYFLPRPTPPRP
	0
	KLYFL
	-4.38
	-6.46

	
	1
	LYFLP
	-6.47
	-6.63

	
	2
	YFLPR
	-9.03
	-4.35

	
	3
	FLPRP
	-3.18
	1.18

	
	4
	LPRPT
	9.01
	10.34

	
	5
	PRPTP
	2
	0.34

	
	6
	RPTPP
	3.23
	1.07

	
	7
	PTPPR
	-0.09
	1.76

	
	8
	TPPRP
	0.33
	1.98

	RPPRLPRPR
	0
	RPPRL
	2.06
	0.87

	
	1
	PPRLP
	9.82
	8.06

	
	2
	PRLPR
	-3.24
	-3.06

	
	3
	RLPRP
	0.15
	1.72

	
	4
	LPRPR
	9.27
	12.43

	PRPLPFP
	0
	PRPLP
	1.42
	-2.3

	
	1
	RPLPF
	-4.03
	-6.82

	
	2
	PLPFP
	-3.45
	-3.98

	RRPRLPRPR
	0
	RRPRL
	4.76
	1.59

	
	1
	RPRLP
	12.27
	8.36

	
	2
	PRLPR
	-3.24
	-3.06

	
	3
	RLPRP
	0.15
	1.72

	
	4
	LPRPR
	9.27
	12.43

	RPILLPWR
	0
	RPILL
	-4.47
	-9.39

	
	1
	PILLP
	-8.76
	-9.02

	
	2
	ILLPW
	-10.26
	-8.12

	
	3
	LLPWR
	-4.57
	-0.91

	KPPYLPRPRPP
	0
	KPPYL
	-1.09
	-3.23

	
	1
	PPYLP
	-2.16
	-3.91

	
	2
	PYLPR
	-6.82
	-4.07

	
	3
	YLPRP
	-2.69
	1.28

	
	4
	LPRPR
	9.27
	12.43

	
	5
	PRPRP
	2.66
	2.66

	
	6
	RPRPP
	12.79
	10.63

	
	
	
	
	

	NRLILTG
	0
	NRLIL
	-3.04
	-8.67

	
	1
	RLILT
	-6.34
	-8.18

	
	2
	LILTG
	-9.58
	-6.82

	ELPLVKI
	0
	ELPLV
	-4.13
	-4.8

	
	1
	LPLVK
	-8.19
	-8.04

	
	2
	PLVKI
	-7.36
	-5.69

	SHPRPIRV
	0
	SHPRP
	0.96
	2.14

	
	1
	HPRPI
	10.71
	9.08

	
	2
	PRPIR
	1.72
	0.42

	
	3
	RPIRV
	-3.12
	-4.26

	PPRPIYN
	0
	PPRPI
	10.01
	8.98

	
	1
	PRPIY
	1.28
	-2.42

	
	2
	RPIYN
	-3.67
	-5.26

	PRPGPIY
	0
	PRPGP
	1.91
	-0.21

	
	1
	RPGPI
	2.45
	-0.74

	
	2
	PGPIY
	-1.6
	-3.18

	PPRPVIMR
	0
	PPRPV
	10.09
	9.14

	
	1
	PRPVI
	1.25
	-3.14

	
	2
	RPVIM
	-2.74
	-6.96

	
	3
	PVIMR
	-7.94
	-5.43

	PPRPPQWAVGHFM
	0
	PPRPP
	10.34
	10.34

	
	1
	PRPPQ
	2.08
	0.87

	
	2
	RPPQW
	1.54
	-0.53

	
	3
	PPQWA
	1.96
	0.28

	
	4
	PQWAV
	-4.79
	-7.37

	
	5
	QWAVG
	-2.28
	-3.21

	
	6
	WAVGH
	-6.45
	-4.46

	
	7
	AVGHF
	-2.18
	-0.88

	
	8
	VGHFM
	-0.71
	-2.48

	PRPPQWAVGHFM
	0
	PRPPQ
	2.08
	0.87

	
	1
	RPPQW
	1.54
	-0.53

	
	2
	PPQWA
	1.96
	0.28

	
	3
	PQWAV
	-4.79
	-7.37

	
	4
	QWAVG
	-2.28
	-3.21

	
	5
	WAVGH
	-6.45
	-4.46

	
	6
	AVGHF
	-2.18
	-0.88

	
	7
	VGHFM
	-0.71
	-2.48

	EGRHMVLLL
	0
	EGRHM
	9.64
	9.64

	
	1
	GRHMV
	3.27
	-0.65

	
	2
	RHMVL
	-2.62
	-7.3

	
	3
	HMVLL
	-6.08
	-8.4

	
	4
	MVLLL
	-9.68
	-10.48


 

[bookmark: _Toc134624404][bookmark: _Toc134811477]Table 5.7: Paladin 5x20 PSSM.
These scores are derived by multiplying the energy terms in Figure 5.4 and Figure 5.11 by the weights in Table 5.1. These have the unit kcal/mol. The PSSM is displayed visually in Figure 5.12.
	Residue
	Site -2
	Site -1
	Site 0
	Site +1
	Site +2

	E
	-0.27
	0.16
	2.57
	0.22
	-0.02

	D
	1.30
	1.48
	4.19
	0.28
	0.32

	K
	0.38
	0.78
	1.83
	-0.31
	-0.20

	R
	2.53
	2.87
	10.02
	0.75
	0.33

	Q
	0.98
	1.15
	2.27
	0.27
	0.17

	N
	1.46
	1.13
	3.28
	0.37
	0.24

	P
	0.08
	0.18
	-1.07
	0.03
	0.03

	H
	0.77
	0.38
	1.01
	0.10
	0.12

	T
	0.44
	0.54
	0.46
	0.09
	0.07

	S
	0.86
	0.82
	1.39
	-0.13
	0.16

	G
	0.00
	0.00
	0.00
	0.00
	0.00

	A
	-0.49
	-0.86
	-1.36
	-0.11
	-0.12

	V
	-1.12
	-1.58
	-4.75
	-0.34
	-0.21

	M
	-0.74
	-1.29
	-4.87
	-0.40
	-0.21

	C
	-0.54
	-0.83
	-2.27
	-0.12
	-0.14

	I
	-1.27
	-1.83
	-6.37
	-0.49
	-0.29

	L
	-1.29
	-2.09
	-6.55
	-0.48
	-0.33

	Y
	-0.31
	-0.71
	-1.96
	-0.26
	-0.11

	F
	-0.80
	-2.54
	-4.02
	-0.39
	-0.22

	W
	-0.97
	-1.56
	-5.70
	-0.44
	-0.37





[bookmark: _Toc134624405][bookmark: _Toc134811478]Table 5.8: Area under the Precision-Recall curves (given in Figure 5.16).
	Model
	All binders
	Strong binders

	
	Training
	Validation
	Training
	Validation

	Rüdiger, et al. (82)
	0.75
	0.75
	0.63
	0.52

	Limbo (109)
	0.69
	0.68
	0.52
	0.41

	ChaperISM (110)
	0.70
	0.69
	0.45
	0.37

	Paladin
	0.67
	0.70
	0.44
	0.58

	Raw Terms
	0.48
	0.51
	0.19
	0.26













Movie S1: Conformations and backbone hydrogen boning interactions of substrate in forward and backward orientations. 
This supplementary movie is hosted by PLOS Comput. Biol. and is available at the DOI: https://doi.org/10.1371/journal.pcbi.1009567.s005


Movie S2: Substrate binding surface around site 0.
This supplementary movie is hosted by PLOS Comput. Biol. and is available at the DOI: https://doi.org/10.1371/journal.pcbi.1009567.s006




[bookmark: _Toc134624465][bookmark: _Toc134965423]Figure 5.8: Backbone RMSD of available structures.
A) RMSD of βSBD backbone atoms. B) RMSD of the backbone of residues of substrates without prolines by site (1DKY 4EZW, 4EZX). For both figures, the reference structure is 1DKZ. All structures were aligned to 1DKZ based on residues 393 – 503 (βSBD).



[bookmark: _Toc134624466][bookmark: _Toc134965424]Figure 5.9: Site 0 sidechain snorkeling.
The two βSBD residues E402 and T437 have solvent exposed carbonyls which can potentially satisfy and stabilize charged and polar residues buried in site 0, illustrated here with L. This is a snapshot from an MD simulation.




[bookmark: _Toc134624467][bookmark: _Toc134965425]Figure 5.10: Bridging M404 with A429.
A) The interaction between the bridging M404 and A429, which together partially cover site 0, viewed from the site -1 of the complex. B) The same as A) but viewed from the site +1 side. The structure shown is PDB ID: 1DKZ.



[bookmark: _Toc134624468][bookmark: _Toc134965426]Figure 5.11: MD-derived interaction parameters by term for each site.
A) site +2, B) site +1, C) site -1, and D) site -2. Site 0 is included in the main text (Figure 5.4).

[bookmark: __RefHeading___Toc2407_4023635858]
[bookmark: _Toc134624469][bookmark: _Toc134965427]Figure 5.12: Paladin 5x20 PSSM.
These scores are derived by multiplying the energy terms in Figures 4 and 11 by the weights in Table 5.1. The values from this figure are also given in Table 5.5.




[bookmark: _Toc134624470][bookmark: _Toc134965428]Figure 5.13: Monte Carlo optimization of term weights.
The figures plot Z-scores vs various weights for the top 1000 results from all Monte Carlo runs (see Methods) A) vdW interaction energy, B) Electrostatic interaction energy, C) Backbone strain, D) Desolvation FE of the sidechain, E) Backbone conformational propensity, and F) Sidechain conformational propensity.



 
[bookmark: _Toc134624471][bookmark: _Toc134965429]Figure 5.14: The site and term weights are interdependent.
The plots show two weights as a function of Z-score along the color axis for the same top 1000 results from all Monte Carlo runs and additional grid searches as discussed above. The panels show the weight combinations: A) Desolvation for the substrate side chain and van der Waals, B) Desolvation of the substrate side chain and electrostatics, and C) Site 0 and site -2, as functions of the Z-score defined in the Methods section of the main text. 



[bookmark: _Toc134624472][bookmark: _Toc134965430]Figure 5.15: Example peptide array of Luciferase and predictions of Rüdiger, et al. and Paladin models.
A) The raw peptide array data from Rudiger, et al. (82). B) Predicted peptide array from Rudiger, et al. model. Scores were min-max normalized with thresholds of -3 and 6 in order to clarify the distribution. C) Predicted peptide array from Paladin model. Min scores for each 13-mer were min-max normalized with thresholds of -10 and -6 to clarify the distribution. Refer to the Methods section in the main text or original publication (82) for details about peptide arrays.




[bookmark: _Toc134624473][bookmark: _Toc134965431]Figure 5.16: Precision-Recall Curves for peptide array predictions.
The plots are divided in the same manner as Figure 5.5 in the main text, with A) comparing all binders and non-binders and B) comparing only strong binders and non-binders. The solid lines represent the training set, the solid lines represent test set. The dashed red line at is the fraction of true positives (all binders or strong binders) in the data and reflects the precision of a random predictor. The corresponding areas under the curves (AUC) are given in Table 5.6.



[bookmark: _Toc134624474][bookmark: _Toc134965432]Figure 5.17: Binding register prediction comparison for Limbo and ChaperISM.
Forward-orientation register predictions for A) Limbo and B) ChaperISM which both score 7-mers in only the forward (N- to C-). As in Figure 5.6 in the main text, stars denote when a 7-mer is “correct”, that is when it is the 7-mer bound in the crystal structure, whereas circles denote all other 7-mers. Both of these algorithms score 7-mers that bind tightly with a higher score (opposite from Paladin’s energy-like score). Limbo scores were obtained using the free online server (https://limbo.switchlab.org) using the “Best overall prediction” setting and default binder cutoff at 15. ChaperISM is freely available from GitHub (https://github.com/BioinfLab/ChaperISM), and was used in qualitative mode (better for classifications than quantitative mode) with a default cutoff at 0.2.




[bookmark: _Toc134624475][bookmark: _Toc134965433]Figure 5.18: Correlation of Substrate side-chain interaction energy terms at site 0 in the context of forward and reverse backbone conformation.
To calculate the vdW, electrostatic and backbone conformational propensity energy terms at site 0, we performed the identical simulation procedure outlined in Methods section of the main text, except we used the backbone position in 4EZY, (NRLILTG bound C- to N-). We simulated the side chains of: Ala, Leu, Ile, Tyr, Trp, Asn, Glu, Lys, and Arg. Error bars are calculated as standard error of the mean.




[bookmark: _Toc134624476][bookmark: _Toc134965434]Figure 5.19: Limbo Binding Orientation Prediction.

LIMBO scores peptides of length 7, and uses a higher number to mean higher affinity to DnaK (22). Negative delta (forward – reverse scores) indicates that the reverse orientation is predicted to be preferred, and positive delta for the forward orientation. Limbo scores were obtained from the free online server (https://limbo.switchlab.org/).




[bookmark: _Toc134624477][bookmark: _Toc134965435]Figure 5.20: BiPPred Binding Orientation Prediction.

BiPPred scores peptides 0 to 1, where a higher number means higher affinity to the endoplasmic Hsp70 BiP (22). Negative delta (forward – reverse scores) indicates that the reverse orientation is predicted to be preferred, and positive delta for the forward orientation. BiPPred scores were obtained from the free online server:
https://www.bioinformatics.wzw.tum.de/bippred/submit/. 




[bookmark: _Toc134624478][bookmark: _Toc134965436]Figure 5.21: Reverse orientation register predictions.

As in Figure 5.6 in the main text, the Paladin scores are shown for each substrate peptide and all possible binding registries that allow all five sites on DnaK occupied. Both backbone orientations are considered and denoted by color (forward: blue; reverse: orange). The registries as observed in the PDB structures are shown with orange stars.



[bookmark: _Toc134624479][bookmark: _Toc134965437]Figure 5.22: Effect of deleted helical lid.

A) R467 without a salt-bridge (D520-R467) is easily able to interact with E at site -1 of the substrate, resulting in considerable electrostatic contributions that were unexpected. B) Restrained to mimic effect of salt bridge with lid. Interactions are more as expected (and as reported in parameters for site -1).




[bookmark: _Toc134624480][bookmark: _Toc134965438]Figure 5.23: Convergence of Interaction Energies.

To demonstrate that the length of simulations is appropriate, here is an example of traces for a simulation run for Leu at site 0 that was 50 ns long, roughly 10 times the length we thought would be necessary. The interactions plotted are A) Total Interaction Potential energy (kcal/mol), B) Van der Waals, C) Electrostatic, D) Harmonic restraint, and E) Solvent Accessible Surface Area (Å2). The slight transition just before 30 ns corresponded to a conformational change from the rotamer basin corresponding to the initial configuration into a secondary conformational basin. In fact, all of the short simulations of leucine (5 total, started from 5 rotamers) ended up in similar regions to these to rotamer basins.



[bookmark: _Toc134624481][bookmark: _Toc134965439]Figure 5.24: Convergence of Total Energies.

A) and B) show the lowest potential energy traces at site 0 for L and R, respectively. The average total energy was calculated for the last 3/5 of the 3 ns dynamics for each of rotamer-initiated simulation. The lowest-energy trajectory was used to calculate the interaction energies for each site.




Chapter 6
[bookmark: _Toc134619437][bookmark: _Toc134815916]Incorporating physics to address scarcity of protein functional data and derive predictive models of protein function[footnoteRef:6] [6:  This chapter will be submitted as: Erik Nordquist, Guohui Zhang, Shrishti Barethiya, Nathan Ji, Zhiguang Jia, Jingyi Shi, Jianmin Cui, and Jianhan Chen. “Incorporating physics to address scarcity of protein functional data and derive predictive models of protein function”. PLOS Comput. Biol. (in preparation).] 


Machine learning has played transformative roles in numerous chemical and biophysical problems where large amount of data exists including protein folding. Nonetheless, many important problems remain challenging for data-driven machine learning approaches due to the limitation of data scarcity. One method to overcome data scarcity is to incorporate physical principles such as through molecular modeling and simulation. Many mutants of the human big potassium (BK) channel are associated with disease, including numerous neurological diseases and disorders, yet have uncertain molecular effects. In the BK channel, the voltage gating properties of over four hundred fifty site-specific mutations have been measured experimentally, which by themselves remain far too few to derive a predictive model of BK voltage gating. We used physical modeling to first characterize the energetic effects of all single mutations on the open and closed states of the channel, then used these physical descriptors to train a random forest regression model that could reproduce unseen experimental mutation data with RMSE = 30-35 mV and correlation coefficient of R = 0.54-0.80. The model produces predictions that corroborate more sophisticated physical insight into the nature of the gating mechanism of the deep pore. To further validate the model, we tested four novel mutations on the S5 residues L235 and V236. The model correctly predicted the sign of all four mutations, properly assigns their relative ranking with RMSE = 18 mV and a high correlation R = 0.92. This impressive result validates the important role in voltage gating played by this pair of residues and furthermore demonstrate that the model captures nontrivial voltage gating behavior outside of the pore where few mutations are present. The success of the model demonstrates the potential of combining physics and statistical learning for overcoming data scarcity in nontrivial protein function prediction.
[bookmark: _Toc134619438][bookmark: _Toc134815917]6.1 Introduction
Generating molecular models linking the sequence of a protein to its function remains a grand challenge in computational biophysics. Machine learning has enabled enormous advances in many key fields (384–386), most notably for predicting well-folded protein structures from their sequences (90). There is significantly less data available describing the how mutations effect a proteins structure, dynamics, and function. Experiments like cryo-EM describe a protein’s fold under certain conditions with very high resolution, most often of the wildtype (WT) sequence. Functional mutagenesis assays, such as electrophysiology experiments, provide a complimentary, macroscopic view of the functional consequences of a mutation, but the detailed atomistic energetic and dynamic consequences of a mutation on the function of a protein are still elusive. In addition, the expression and purification of proteins is time-consuming and expensive, particularly for membrane proteins, leading to a fundamental data scarcity problem.
Physics-based modeling and simulations are powerful methods to fill the gap between experimental functional data and structural data. A key advantage is that the effects of every possible single mutation can be calculated quickly and cheaply. Thanks to efficient parallelized molecular dynamics simulation software, simulations of solvated membrane proteins with >500,000 atoms routinely reach microsecond timescales. Furthermore, advances in force field accuracy, particularly the Rosetta Energy Function 2015 (62) and membrane-specific Franklin 2019 (67) have enabled accurate prediction of the structural and energetic impacts of single mutations in the context of the membrane (68). Machine learning methos can be used to combine the general semi-empirical and physics-based terms with thermostability data of proteins to build more powerful models of thermostability (66, 111, 387–389) and has been extended to model specific protein stability where sufficient data exists (92). However, quantitative prediction of protein-specific functional properties, particularly those involving multiple conformations, remains challenging.

	
[bookmark: _Toc134624482][bookmark: _Toc134965440]Figure 6.1: Overview of the BK channel structure and mutations.
A) Overview of the BK channel structure 6v38 (135) embedded in lipid bilayer. The protein is drawn in New Cartoon style, with the PGD in green, the VSD in red, the RCK1 in purple, the RCK2 in blue, the Ca2+-binding sites is in yellow, the Ca2+ ions are orange, and the K+ ions in the selectivity filter are gold. The membrane aliphatic chains are drawn in gray bonds, and the polar head groups are drawn in dark grey spheres. This snapshot was taken from an MD-equilibrated simulation. B) All residues with a mutation in the dataset drawn in different-colored VDW spheres. The rest of the BK channel is drawn in transparent black New Cartoon style (135).



The Ca2+ and voltage-sensing K+ channel, also called MaxiK, KCNMA1, slo1, and big potassium (BK), plays a central role in regulating K+ influx during membrane repolarization and is expressed in a variety of tissues including in smooth muscle cells, cardiac muscles, skeletal muscles, and neurons (119). BK channel mutants have been implicated in disease, including stroke, hearing loss, asthma, and a wide array of neurological disorders (390). In many cases, the molecular impacts of these mutations remain uncertain. A reliable prediction of the functional effects of a change in sequence would allow electrophysiologists to better target their efforts in characterizing novel mutations, or conceivably aid in the diagnosis of the molecular mechanism of novel mutations as they are identified.
Much is currently known about the BK channel’s structure and function. It is a 1236-residue homotetramer composed of three major domains: voltage-sensor domain (VSD), pore-gating domain (PGD) and cytosolic tail domain (CTD) (Figure 6.1A). On the N-terminal side, the voltage-sensing domain (VSD) consists of the four canonical transmembrane (TM helices S1-S4 plus an additional S0 helix. The pore-gating domain (PGD) contains two TM helices (S6 and S5) and the K+ selectivity filter. Finally, the cytosolic tail domain (CTD) sits beneath the membrane on the intracellular side and contains two RCK2 domains per monomer and the Ca2+ binding sites. Recently, the channel’s structure was solved in two important functional states: the Ca2+-bound and -free conformations (134, 280, 135). Simulations of the constitutively-closed Ca2+-free conformation suggest that the pore spontaneously dewets forming a vapor gate preventing K+ permeation (139), a prediction consistent with the orthogonal experimental finding that the pore remains accessible to quaternary ammonium pore blockers (136, 141) and methanethiosulfonate reagents (140). The sequence-function relationship of the voltage-gating mechanism has been extensively studied via patch-clamp electrophysiology experiments (130, 131, 142, 267, 319, 391–409). Our literature search yielded 473 total mutations characterized by patch-clamp electrophysiology experiments at 0 μM Ca2+ (Figure 6.1B), an enormous about of work which nevertheless represents only 3% of single mutations to residues resolved in both cryo-EM structures and 2% of all possible single mutations to the gene. A comprehensive and predictive model of the voltage-gating pathway remains a highly nontrivial problem. 
In this study we used physics-based modeling and simulation to describe the effects of all single mutations of the BK channel, then use a machine learning model to train these descriptors to reproduce existing experimental functional effects. We used the Franklin2019 (67, 68) force field describe the effect a mutation has on the local structure and interactions in both the Ca2+-bound and Ca2+-free conformations (135). Molecular dynamics (MD) simulations started from the Ca2+-free conformation were used to describe the protein’s dynamics, flexibility, and the residue-residue coupling. In addition, we included some relevant biochemical features of amino acids and directly calculated basic structural features of the channel. These descriptors were used as inputs to machine learning models, which were trained using 5-fold cross-validation (CV) on 80% of the experimental dataset. Among these, the random forest model was selected as giving the best and most consistent results. This model was then tested on the final 20% of the dataset. The model extrapolates the hydrophobic gating behavior of the S6 helix to unseen mutations, further validating the model and method. Importantly the model also identified a novel hotspot, residues L235 and V236, which have opposing effects on ∆V1/2 upon mutation. We expressed four novel mutations which validated not only the sign but the relative magnitudes of all four predictions. We are publishing all the predictions of the model, including those associated with known neurological malfunction. This set of predictions will be used to identify mutational hotspots on the BK channel relevant to voltage-gating for further testing including experimental validation. Furthermore, the method we used will be useful in prediction of functional perturbations of proteins where functional data is scarce.
[bookmark: _Toc134619439][bookmark: _Toc134815918]6.2 Results and Discussion
[bookmark: _Toc134619440][bookmark: _Toc134815919]6.2.1 Physics-based features describe key properties of BK channel
To minimize the effect of limited functional data compared to the full sequence, we used physics-based modeling to describe the effects of all possible mutations, then use these descriptors directly in the training of the machine-learning model. All the features we calculated are summarized in Table 6.4. Specifically, we used Rosetta ∆∆G calculations to quantify the relative effect of a mutation on the open-pore conformation versus the closed-pore conformation and MD simulations to quantify local structural dynamics. We also calculated some basic structural properties of the closed conformation and used SIFT to predict some genomic-level information about the functional impact of a mutation. From the Rosetta ∆∆G calculations, we extracted not only the overall ∆∆∆G (Figure 6.2A), but also each individual term. These include many specific energy terms which unlikely to have strong predictive power, but some terms very likely contribute significantly. For example, the Lennard-Jones potential terms for attraction (fa_atr) and repulsion (fa_rep) describe favorable packing for unfavorable clashes for mutations to buried residues (Figure 6.2B). The solvation free energy term describes the effects of mutations to exposed residues, which should describe changes in burial between the open and closed states especially in the pore (Figure 6.2C). The Rosetta ∆∆∆G terms also describes changes hydrogen-bonding between the two states, and a variety of estimates of the free energy cost of the conformational changes of both the main chain and side chains.
To describe the dynamics of the channel, we extracted features from an MD simulation of the wild type closed-pore conformational equilibrium. Ideally one would use a trajectory containing many voltage-gating transitions, but such a simulation is currently not feasible. The simulation was only performed for the WT for similar practical considerations, meaning that dynamics at each residue are representative of the effects of any mutation at that residue. We selected the equilibrium of the closed state because it is less thermodynamically stable, so fluctuations in that state might capture more information than in the open-pore ensemble. We calculated the root-mean square fluctuations (RMSF) of the backbone atoms of each residue to describe the flexibility of the position (Figure 6.9) and the percent of solvent-accessible surface area (Figure 6.9). A particularly important metric is the average intra-monomer Cα-Cα covariance matrix, which describes the degree of coupled motion between residues (Figure 6.2D). The two residues, A316 and V287, we selected as they represent of positions containing multiple mutations with large shifts, and with covariances which are not colinear with respect to the other. Figure 6.2E shows the covariance row for all Cα residues with A316. We hypothesized that the coupled motion with the pore, even in the closed-pore equilibrium, would contain information relevant to predicting the open-close transition.
	
[bookmark: _Toc134624483][bookmark: _Toc134965441]Figure 6.2: Overview of some key physics-based descriptors.
A) Rosetta complete ∆∆∆G score. B) Rosetta dispersion term (fa_atr) ∆∆∆G. C) Rosetta solvation term (fa_sol) ∆∆∆G. D) Cα covariance matrix of monomer of closed pore equilibrium simulation. E) Row of covariance matrix (D) corresponding to the pore-lining residue A316.



The features we calculated describe as much as possible the relevant physical descriptors of the effects of mutations on the structural and dynamical stability of the pore, but they alone are insufficient to predict ∆V1/2 directly, such as the Rosetta ∆∆∆G score (Figure 6.10). This may highlight the errors in the calculation, as well as the fact that Rosetta membrane ∆∆∆G calculations are designed to predict the fold stability, not necessarily more subtle effects relating to the voltage-gating response. However, it may also reflect the fact that the conformations available don’t represent the same functional states probed by ∆V1/2 since VSD remains inactivated at 0 mV, even at saturating [Ca2+] (410). Since none of these features alone can really explain the voltage-gating behavior, as even the structures contain incomplete information, this also highlights the need for machine learning methods to identify correlation from among all the various features.
[bookmark: _Toc134619441][bookmark: _Toc134815920]6.2.2 Model reproduces key trends available experimental data
We trained a variety of machine learning models (linear regression, support vector regression (SVR), k-nearest neighbors (KNN), random forest regression (RF), multi-layer perceptron (MLP), and gaussian process (GP)) using a grid search of a wide variety of hyperparameters and 5-fold cross validation (Table 6.4) but found that the RF performed best at minimizing overfitting while still capturing some correlation in the test data. Although the MLP with a single 100-node layer had similar performance on validation data to the RF, it suffered from much more dramatic overfitting, particularly notable in the discrepancy between training and test RMSE of 2 and 32 mV, respectively (Table 6.5). While the KNN model appears to suffer from overtraining less than the RF model, its overall performance on validation data was worse as compared to RF (Table 6.5). However, due to the limited number of training data and poor coverage on most parts of the protein, the RF model still suffers from overfitting. The model, trained with the hyperparameters in Table 6.1 using 5-fold CV (Figure 6.11), achieves a R = 0.96, and RMSE = 16 mV on the full training set and R = 0.70 and RMSE = 30 mV (Figure 6.11, Figure 6.3, upper left). The model’s performance on across the five-fold training splits was more varied: R = 0.45-0.73, and RMSE = 24-36 (Figure 6.11). These results suggest that the features do not fully describe the nature of the voltage-gating transition. However, another contributing factor comes from limited coverage of ∆V1/2 data across the protein. In the PGD and particularly along the S6, the data coverage is the best (Figure 6.12A), and correspondingly the predictions are the most robust. The predictions made for the pore are discussed in detail in the next section. 
To obtain a more robust assessment of the model’s performance across the full dataset, and more importantly, better estimate its performance on unseen data, we resampled the full dataset and performed CV on four additional 80/20 splits of the full dataset. The results are shown in Figure 6.3 and summarized in Table 6.1. Several metrics of goodness-of-fit, namely Pearson’s correlation coefficient (R), root-mean square error (RMSE), and Enrichment Factor (EF), are reported for the five 80/20 training/test splits (Table 6.1). The model’s performance was indeed relatively robust across the five splits: R = 0.54-0.80, RMSE = 30-35, and EF = 2.3-3.4 (Table 6.1). The model appears to perform better, particularly with a higher R and EF, when the data coverage is similar to the coverage in the training set. This is consistent with model performance being hindered by lack of data and more importantly inconsistent coverage between the training and test set. This clearly shows that the model’s performance will not be as good as the best of these splits, but realistically can be expected to provide significant improvement from random selection of mutations. This is highlighted by the EF of 2-3, suggesting that mutations selected near the top of the predicted distribution, regardless of the semi-quantitative nature of the predictions, is sufficient to give 2-3 times greater concentration of large shifts (more than ± 50 mV) than by randomly drawing from the experimental dataset directly. The results of validation using random splits of the dataset demonstrate that while the model is not expected to be quantitatively accurate across all unseen data it can likely be used to scan for hotspots of large shifts or relevant physical trends in the channel.

	
[bookmark: _Toc134624484][bookmark: _Toc134965442]Figure 6.3: Results of training and validation in 5 random data splits.
Correlations of predicted and true ∆V1/2 for 5-fold cross-validation on 80% of dataset (blue) and independent test validation on 20% of data set (orange). The dashed lines indicate trends for training and test, and the solid line marks x=y. The bue points show the performance on the training dataset, with overall R = 0.98, RMSE = 16 mV. The orange points show the independent test set with R = 0.70, RMSE = 30 mV.



The physics-based terms we used to overcome the data scarcity problem were crucial to the model’s performance. Most of the top-ranking features are physics- and dynamics-based, including the covariance with the pore-lining residue A316, solvation and VDW attractive terms (Figure 6.13). To further validate the importance of the physics-based features, we trained a best-effort control model using the same RF hyperparameters but inputting only information from the sequence and structure of the BK channel. The control model performed significantly worse than with the physics-based features included, with GOF metrics ranging from R = 0.1-0.6, RMSE = 29-39 mV, and EF = 1.6-3.2 (Figure 6.14, Table 6.1). It also appears to be somewhat more sensitive to overfitting, since the performance on each training set (Figure 6.14) performs very similar to the training set with the physics-based features (Figure 6.11). This validates that physics-based features, including dynamics, are important to significantly enriching a model of protein function, particularly when data is scarce.

	[bookmark: _Toc134624406][bookmark: _Toc134811479]Table 6.1: GOF metrics on the initial 80/20 split and subsequent four splits.
The R is the Pearson’s correlation coefficient R. RMSE is the root mean-square error. EF is the enrichment factor (see Methods). The primary RF model was trained with the physics-based features while the control model was trained only with features containing sequence or structural information.


	
	Physics-based features
	Control model 

	Split
	R
	RMSE (mV)
	EF
	R
	RMSE (mV)
	EF

	1
	0.79
	32
	3.2
	0.42
	37
	3.0

	2
	0.54
	30
	2.5
	0.10
	29
	1.6

	3
	0.69
	35
	2.3
	0.45
	39
	2.3

	4
	0.80
	31
	3.4
	0.27
	33
	3.2

	5
	0.70
	31
	2.5
	0.60
	36
	2.5



While the primary diagnosis of significantly decreased model performance on test data is overfitting, the model also tends to predict smaller magnitude ∆V1/2 than the true distribution. This is likely because of the imbalance of the number of mutations which ∆V1/2  0 as compared to large ∆V1/2 (Figure 6.12A). Given that the model is suffering from overfitting, this at least means we don’t expect large, spurious predictions popping up in distal regions where data is scarce, as might be expected from an overly complex model suffering from overfitting. However, this means that the predicted ∆V1/2 is at more like a semi-quantitative score. 

	
[bookmark: _Toc134624485][bookmark: _Toc134965443]Figure 6.4: Max. experimental and predicted ∆V1/2 mapped onto BK structure.
The maximum is based on the absolute magnitude of the shift, but the sign is preserved in the coloring and truncated at ± 60 mV for clarity.



Having robustly examined the RF model’s performance both on fitting training data and predicting unseen data using several random splits, we trained a production model using the same RF hyperparameters using all the data. This was deemed prudent given the limited size of the dataset. The predictions of this model are used throughout the rest of the paper, and the GoF metrics reported in Table 6.1 should be interpreted as the expected performance. We predicted every possible single mutation using this production model. Given the model’s moderate performance on unseen validation data, we carefully inspected the predictions for the complete channel to ensure they somewhat match our expectations. As shown in Figure 6.4 and Figure 6.12B, the best coverage of data is around the pore and PGD-VSD interface. The model captures the expected trend and extrapolates it to other pore-lining residues. This agreement is discussed in greater detail in the next section. There are no mutations predicted to have a significant shift within the VSD or CTD, except near the interfaces with the PGD (Figure 6.4). This agrees with the expectation that residues at or near the interface will contribute to gating. Perhaps unsurprisingly the model fails to capture mutations with a large impact in the CTD distal to the TM domains. This is likely because the features we calculated are not descriptive enough of the complete gating transition and there is too sparse experimental coverage in the CTD (Figure 6.4). These trends support the idea that the model captures some nontrivial aspects of the BK channel without extrapolating large shifts in distal regions of the channel.
	
[bookmark: _Toc134624486][bookmark: _Toc134965444]Figure 6.5: Experimental (A) and predicted (B) ∆V1/2 of N-scan mapped to structure of TM domains.
The left panel shows the experimentally derived N mutations in the full dataset used to train the production model. The pore-lining residues of S6 helix are circled. The right panel shows the predictions of N to all residues. The color shows the ∆V1/2 in mV, with a color threshold at ± 60 mV to improve clarity.


[bookmark: _Toc134619442][bookmark: _Toc134815921]6.2.3 Model predictions match physical knowledge of pore gate
The pore gate domain is the central part of the BK channel and contains the majority of mutations with large ∆V1/2. Much is known about the gating mechanism in the pore domain and the delicate sequence-function relationship therein. A comprehensive D scan of the S6 helix (308 to 328) revealed three residues, namely L312, A313 and A316, became constitutively open upon mutation to D (142). Mutations to L312, A313 and A316 were subsequently found to sensitively perturb ∆V1/2 in a way strongly correlated with the solvation free energy of the sidechain. MD simulations since revealed the BK pore undergoes spontaneous hydrophobic dewetting, and that pore hydration can be stabilized or destabilized by hydrophilic or hydrophobic mutations (42, 139, 338). Because the delicate hydration transitions of the pore exist on >100 ns timescale, quantitatively characterizing the effects of a single mutation requires more detailed sampling for each mutation (42, 338). Therefore, pore hydration properties are not described in any of the MD- or Rosetta-based features, although residue hydrophobicity, percent SASA and the Rosetta solvation terms all provide a limited description.
Despite these missing physics, the model appears to appropriately interpolate to the other pore-lining polar and charged residues on S6 based on their hydrophobicity. As an example, Figure 6.5A depicts the experimental N scan of the PGD and VSD and Figure 6.5B depicts the predicted N scan. Residues which line the pore all have a predicted ∆V1/2 < 0 along the length of the S6 helix. The model likely recovers this feature for polar residues because there is greatest coverage of mutations in and near the pore (Figure 6.12), and because the simple features available give enough information that it predict the effects of hydrophobic dewetting to other residues. The trend is not extrapolated to other residues for branched-chain hydrophobic amino acids. In this case, only a few sites have branched amino acid mutations, meaning that the model may have failed to extrapolate of the effect of polar mutations to nonpolar ones.
[bookmark: _Toc134619443][bookmark: _Toc134815922]6.2.4 Model correctly identifies novel trend on S5 helix
To validate the model’s usefulness given its limitations, we need an additional, truly independent test. Using the approximate cutoff of 30 mV, we looked on the S5 and S4 helix for predictions which seemed both promising and nontrivial extensions of what was already known. We identified a pair of residues near the S5-S6 linker, L235 and V236 (Figure 6.6) which are predicted to shift the voltage in opposite directions for most mutations (Table 6.2). This trend, if validated, would have interesting implications on how the mechanical information from the VSD is communicated through this region, given that the two residues would appear to have opposing roles. We expressed and determined the ∆V1/2 of four mutations with patch-clamp electrophysiology: L235F, L235H, V236H, and V236N. These predictions, and the known experimental shifts for the same residues, are summarized in Table 6.2. Given the limitations of the model, we treat these predictions only semi-quantitative. We selected L235F as a promising prediction for L235 with high predicted ∆V1/2, though still a nontrivial prediction given the complexity of side-chain packing and the significant difference between W and F. The dual mutations L235H and V236H were selected as an interesting test of the trend that mutations to the same site have opposing effects. Finally, we selected V236N as representative of the effect of introducing a polar mutation with a small side chain. Charged residues where also predicted to give strong effects but might have introduced more noise relating to the charge rather than disturbing the role of this part of S5 alone. After experimentally testing these four mutations, we found an impressive agreement between experimental and predicted ∆V1/2.
	
[bookmark: _Toc134624487][bookmark: _Toc134965445]Figure 6.6: S5 helix residues L235 and V236 and neighboring residues.
A) Two opposing TM domains of with L235 and V236 highlighted on one monomer. L235 is colored in red. V236 is colored in blue in both panels. B) Zoomed-in view of base of S5 and L235/V236. Residues within 3 Å of either L235 or V236 are also drawn in with the Bonds representation, with carbon atoms colored teal, oxygen atoms colored red, and nitrogen atoms colored blue, and Hydrogen atoms not drawn for clarity. The two PGD helices S6 and S5, as well as the contacting VSD helix S4, are labeled.



The model correctly predicted the opposing sign of all four mutations, which is a strong validation of the key trend we observed (Figure 6.7, Table 6.2). More impressively, the relative ranking of all four mutations is correct, resulting in a R = 0.96 and RMSE = 16 mV, far better than would be expected from any randomly-selected four mutations based on the validation scores derived during model training (Figure 6.3, Table 6.1). While these results do not suggest that the model will perform this well in general, they do provide a remarkably strong confirmation that the model captures highly nontrivial voltage gating behavior of the BK channel. This prediction is particularly impressive considering L235 and V236 contained only one and two experimentally-determined mutations during training, respectively. This suggests that the model has identified a real feature of the VSD-PGD coupling.

	[bookmark: _Toc134624407][bookmark: _Toc134811480]Table 6.2: Experimental and predicted ∆V1/2 of L235 and V236 mutations.
The four novel mutations are bolded. >150 signifies that the complete G-V curve could not be measured due to extremely low activity. The wildtype mutations L235L and V236V demonstrate the uncertainty in the model. Reference given for data published elsewhere. Unpublished data from the Cui lab is denoted “unpublished”.
*Mutation was published after model training completed, but before publication of this study.


	Mutation
	Experimental ∆V1/2 (mV)
	Predicted ∆V1/2 (mV)
	Predicted error (mV)
	Reference


	L235W
	>150
	105
	45
	unpublished

	L235A
	>150
	17
	8
	(411)*

	L235H
	13
	34
	23
	

	L235F
	56
	59
	4
	

	L235L
	0
	20
	2
	

	
	
	
	
	

	V236A
	-38
	-19
	10
	(392)

	V236W
	-43
	-13
	13
	unpublished

	V236H
	-35
	-12
	8
	

	V236N
	-11
	-8
	5
	

	V236V
	0
	4
	4
	



The successful identification of a novel voltage-gating hotspot suggests the model could be useful in identifying additional hotspots, but also for diagnosing mutations of known functional impact but lacking voltage-sensitivity measurements. There are a number of neurological mutations implicated in a wide array of deleterious neurological conditions termed KCNMA1-linked channelopathies (390, 412–414). We have compiled these mutations in Table 6.6 along with their known functional consequence and our predicted ∆V1/2. These mutations present significant challenges to the model, as the loss- or gain-of-function could result from changes in Ca2+ or Mg2+ sensitivity, changes in the expression level, or even to cellular effects like localization, aggregation, or degradation of the channel. These effects are not captured in our modeling, so we don’t expect the model to be very useful beyond scanning for hotspots in the voltage-gating pathway near the PGD and VSD interface, where many mutations might lead to higher confidence predictions.
	
[bookmark: _Toc134624488][bookmark: _Toc134965446]Figure 6.7: Correlation of experimental and predicted ∆V1/2 for S5 helix predictions.
Error bars report the estimated uncertainty on the predictions, and a uniformly estimated 10 mV experimental uncertainty, respectively. The dashed red line denotes the line of best fit with R2 = 0.92 and the gray line denotes the x=y line.



It would be highly valuable to produce a reliable confidence score, which we have attempted to do using bagging to produce the predicted error bars in Figure 6.8 and Table 6.2. We have also calculated the distribution of mutations found on residues within an 8 Å cutoff of each residue as a qualitative confidence score (Figure 6.15). We expect that predictions at or near sites with more mutations available will be more reliable (such as the PGD-VSD interface). Notably neither of these metrics is a strong predictor of true error. We can see this immediately by the fact that for the mutation L235A has a predicted error > 10 mV (Table 6.2) and mutation distribution confidence score relatively high ~30 (Figure 6.15), despite having a true error of over 100 mV. In this case the prediction is still of the correct sign, which highlights how the model’s predictions should be interpreted in general. The success of the model in identifying previously known and novel mutational hotspots in the BK channel can be attributed to the quality of the experimental data coverage and the physical descriptors despite these important limitations.
[bookmark: _Toc134619444][bookmark: _Toc134815923]6.3 Conclusions
We identified an opportunity to, to construct a predictive model of the effects of single point mutations on voltage-gating of the BK channel, a key target of biological interest, by leveraging both a relatively large set of mutagenesis data (130, 131, 142, 267, 319, 391–409), and high-resolution cryo-EM structures of both the conductive and non-conductive functional states (134, 280, 135). Despite the relative abundance of high-quality of experimental data, we recognized that most of the protein sequence was sparsely covered with many residues seeing at most one or no mutations. We have used MD simulations of the closed-pore state of the channel and Rosetta-based ∆∆∆G calculations, to build a physical description of the consequences of all point mutations and trained these descriptors to reproduce the available functional ∆V1/2 data. The model achieves impressive success on the existing data, with RMSE = 28-38 mV and R = 0.60-0.76 across five training/test splits. The physics-based terms, including those derived from MD simulations, are among the most important for model performance, and a control model constructed without these terms achieves significantly worse performance. The most important validation of the model is that it recovers trends and identifies key hotspots in the voltage-gating behavior of the channel. It predicts that mutations of pore-lining residue to polar residues as likely to produce a left-shift in V1/2, in agreement with the hydrophobic gate. The model identified a novel hotspot at residues L235 and V236, where mutations to these two residues would produce opposing shifts in V1/2. Experimental patch-clamp measurement of these mutants revealed that the model correctly predicted the sign and relative ranking of all mutations. The success of this approach reveals that MD simulations and point-mutation calculations in empirical- and statistical- potentials like Rosetta are a powerful way to describe the effects of mutations. Such descriptors can be used in machine learning efforts to predict the effects of mutations in protein-specific cases where data is too limited to build a purely data-driven model. Such modeling is relatively inexpensive, even for large membrane-protein systems like the BK channel, and the results can be impressively accurate for the specific purpose of identifying high-confidence trends and hotspots, even if quantitative agreement of effects to all protein sites remains elusive.
[bookmark: _Toc134619445][bookmark: _Toc134815924]6.4 Methods
[bookmark: _Toc134619446][bookmark: _Toc134815925]6.4.1 Electrophysiology data collection and preparation
We conducted a literature search for single mutations of the BK channel with V1/2 recorded at any Ca2+ concentration (130, 131, 142, 267, 319, 391–409). In addition, many unpublished mutations have accumulated in the Cui lab which are unpublished. Each mutation is associated with the WT V1/2 measurement and ∆V1/2. These data are included in the Supplementary information. In a few cases, there were multiple mutations reported in different papers. For the most part, the ∆V1/2 differed by less than ~20 mV. In such cases, we kept the data from the Cui lab where possible to minimize variability, although the effectively choice was arbitrary given the magnitude of the variation compared to experimental variation. In five cases, namely T189A, R201Q, R207Q, R213Q and K228Q, the differences in ∆V1/2 were larger than ~20 mV. Such mutations mostly correspond to glutamine mutations of voltage-sensing charged residues on the S4 helix, which are plausibly more sensitive than most sites to subtle variation in experimental conditions. We chose to use an average ∆V1/2 in these few cases. We collected a total of 473 mutations either in the hslo1 gene or compatible with the hslo1 gene that had a ∆V1/2 at nominally 0 µM Ca2+. There were 201 mutations with at least one ∆V1/2 entry higher Ca2+ concentration, often 1-10 µM. 101 mutations had a measurement, usually in the 10-100 µM Ca2+ range, and fewer than 100 had a reading at three or more concentrations simultaneously. We included mutations which had ∆V1/2 to large than were recorded, often because the mutant’s V1/2 was above 200 mV or below -200 mV. We used flag values set to the largest ∆V1/2 in the data set for all mutations with very low or very high conductance. To minimize differences between large shifts without affecting the relative ordering in the ∆V1/2 data we applied a switching function, , with  = 200 (Figure 6.16), so that all ∆V1/2 values would maximize at 200. The switching function compresses the large shifts as they grow above 100 mV, while having little or no effect on shifts less than 100 mV.
[bookmark: _Toc134619447][bookmark: _Toc134815926]6.4.2 PDB structure preparation and Rosetta calculations
We used PDB entries 6v3g and 6v38 as starting structures for the Ca2+-free and -bound (closed- and open-pore, respectively) structures, respectively. Each needed some preparation prior to use in the Rosetta tools. The chains were truncated to the minimal subset in common between each structure, on the assumption that mutations on modeled loops or terminal tails would introduce noise in the calculation, and that mutations at such sites likely have minimal functional effect. We used the Positioning of Proteins in flat and curved Membranes (PPM 3.0) server (415) to obtain the membrane-aligned pdb-format structure, then used the Rosetta tool mp_span_from_pdb to generate a Rosetta TM span file. We used the included clean_pdb.py python script included in Rosetta tools to satisfy Rosetta’s internal formatting conventions. Note that everywhere in this manuscript, residue IDs are consistent with the PDB numbering unless otherwise noted.

	
[bookmark: _Toc134624489][bookmark: _Toc134965447]Figure 6.8: Diagram of Rosetta ∆∆∆G calculations.
The reference state for all proteins is the unfolded state where only internal energies are considered. A wild type (WT) amino acid is represented as a green circle and the corresponding mutant (MT) amino acid is drawn as a red circle. For simplicity only the TM region is represented in this cartoon as a simple channel with an open and closed state. For brevity, the difference between the open and closed free energy is denoted O-C.



We used PyRosetta4 (416) and the membrane protein framework and force field franklin2019 (67, 68) to calculate the effects of point mutations on a membrane protein’s structure and interactions. The franklin2019 force field (68) is identical to the current standard Rosetta Energy Function 2015 (62) except for the addition of an additional membrane solvation term which accounts the free energy cost to transfer the residue from an aqueous to lipid environment using an implicit membrane model similar to IMM1 (68). The workflow to calculate the ∆∆∆GFold,Open-Close,Mutation scores is depicted in Figure 6.2. We used a slightly modified version of Rebecca Alford’s script released with PyRosetta for calculating ∆Gfold for mutations of a membrane protein to extract individual energy terms for scaling prior to the mutation delta. It’s worth noting that a default Rosetta energy score of a structure are already a ∆Gfold with respect to a reference state corresponding to a solvated but completely unfolded conformation, i.e. one with no nonbonded interaction energies (62). The formatted, initial PDB structures were subjected to a short relaxation step in franklin2019 prior to the mutation calculations in which residue side chains are allowed to move but backbone atoms are not. We performed the same mutation process, including the 8 Å side-chain relaxation on the WT “mutation” as the other mutations. Prior to subtraction, we applied a switching function the total score to minimize meaninglessly large energies arising from unresolved steric clashes using the truncation function , with  = 50 Rosetta Energy Units (REU). This truncates large scores arising from steric clashes to a maximum of 50 REU while having minimal effect on scores less than 25 REU (Figure 6.16). Only the total score was truncated, since the repulsive LJ term was deemed likely relatively unimportant and none of the other scores had large energies. The final ∆∆∆G scores are calculated from the difference between the mutation and the WT for each channel state:
.	(1)
The same formula was used to calculate the change in each Rosetta energy term in Table 6.3. All the Rosetta features are summarized in Table 6.5.
[bookmark: _Toc134619448][bookmark: _Toc134815927]6.4.3 Atomistic simulations and calculation of dynamical properties
We performed the molecular dynamics simulations in the Charmm36m protein (15) and Charmm36 lipid (24) force fields. All simulations were performed with the MPI-enabled version of Gromacs 2019 (296, 297). The MD simulation was performed starting from the closed-pore conformation derived from PDB 6v3g (135). The solvent boxes and simulation inputs were generated using Charmm-GUI web interface (303, 293–295). We performed system minimization and equilibration in several steps while reducing the strength of restraint on protein and lipid heavy atoms from 4000 to 0.1 kcal/(mol A2) (303, 294). The final production MD simulation was run with 2 fs step size and with all hydrogen-containing bonds constrained with LINCS (299). Electrostatics were treated with the particle mesh Ewald algorithm (300) with a 12 Å cutoff and van der Waals forces were smoothly truncated from 10 to 12 Å. We used the Nosé-Hoover thermostat (301, 302) to maintain 303.15 K with a coupling time  = 1 ps-1. In simulations with constant number of particles, pressure, and temperature (NPT), the Parrinello-Rahman semi-isotropic barostat was applied in x and y directions to maintain 1 bar with compressibility of 4.5•10-5 bar-1 and coupling time  = 5 ps-1.
We calculated three dynamical properties from the 100 ns trajectory with snapshots every 1 ns: the complete Ca-based covariance matrix, the root-mean square fluctuations (RMSF), and the percent solvent-accessible surface area (SASA). The covariance matrix was calculated with Charmm using the covariance command in coordinate manipulations (corman). The complete matrix corresponds to the tetramer, so the portions corresponding to the intra-monomer and directly-neighboring-monomer for residues A316 and V278, respectively. These two residues were selected because each has multiple mutations with a significant ∆V1/2 and because their corresponding rows of the covariance matrices were not correlated with one another. We calculated RMSF of all Cα atoms using Charmm. Finally, we calculated the percentage of solvent-exposed surface area by calculating the SASA for each residue using the Charmm corman surface function divided by the average SASA of a fully solvent-exposed residue.
[bookmark: _Toc134619449][bookmark: _Toc134815928]6.4.4 Additional structural and sequence-based features
We used Charmm to calculate structural features from the initial structure of the closed-pore channel. We identified residues within 5 Å of water molecules and residues within 5 Å of lipid molecules, as well as residues at the interface, or both water-exposed and lipid-exposed, and residues which are buried, or neither water-exposed nor lipid-exposed. We calculated the secondary structure of each residue (α-helix, β-sheet or coil) using the Kabsch and Sander definition (417) as implemented in Charmm. We included the predicted impact of the mutation using the tool SIFT (77), a genomic-level tool based on the comparison of aligned homologous sequences. This should account for the evolutionary pressure to conserve sequences like the highly-conserved selectivity filter TVGYG sequence and ignore flexible loops without strong sequence dependence across other channels. All the calculated features, its abbreviated name, a brief description, and the type of calculation are listed in Table 6.5.
[bookmark: _Toc134619450][bookmark: _Toc134815929]6.4.5 Model training and validation
We performed a grid search of hyperparameters for a variety regression models included in the python scikit-learn library (418), specifically linear regression with l2-regularization (Ridge), SVR, KNN, RF, GP and MLP. Prior to training, we checked the correlation of all the features we calculated in the previous section (Figure 6.17) and discarded features with correlation greater than 0.8, then standardized the remaining features. We performed the grid search using 5-fold cross validation on the training data. Where implemented in the scikit-learn models (RF, Ridge, SVR, MLP), we used recursive feature elimination to train with an optimal feature set for each model (419). The space of model hyperparameters optimized over for each model, along with the top performing parameters for each, is summarized in Table 6.5. We selected the RF model, as the resulting model gave optimal results on validation data while also being the relatively insusceptible to variation in training data or choice of hyperparameters. There was no significant performance boost to dropping any features from the RF model, which is expected from this type of model when the features aren’t correlated. The performance of the RF model on the 5-fold CV splits and the 20% independent test set is reported in Figure 6.11. The enrichment factor (EF) is defined as:
, (2)
where =0.22, the fraction of mutations where true  > 50 mV in the dataset.
We noticed substantial variance across different splits owing to differences in the distribution of the experimental ∆V1/2 between train and test sets. We expected that the true model performance might be under- or over-estimated given only a single random split. To better estimate the RF model’s performance if trained on the full dataset, we performed the same CV on five separate 80/20 splits, and the RF model appeared relatively stable across these tests (Figure 6.3). The final RF hyperparameters were then used to train a production model on the complete dataset. The predictions of the production model are available as an excel file in the SI. Where shown, error bars denote prediction uncertainty estimated using the bootstrap aggregation (bagging) method described and implemented by Wager, et al. (420, 421). To test the effect of the physics-based features, we trained a control model without any of the MD- or Rosetta-based features using a RF with the same hyperparameters. To these we added 19 previously-published principle component descriptors (79), themselves the PCA eigenvectors of over 500 biochemical and biophysical properties of amino acids from the AAIndex database (422).

	[bookmark: _Toc134624408][bookmark: _Toc134811481]Table 6.3: Final RF model hyperparameters.
Initial choice selected with 5-fold CV on the 80% training data (and additional round of CV to make sure fit is robust/stable). Description of hyperparameters adapted from SciKit-learn documentation.


	Name
	Description
	Value

	n_estimators
	Number of estimators in model (trees) in forest
	500

	min_samples_split
	Minimum samples to split internal node
	2

	max_leaf_nodes
	Maximum number of leaf nodes, best first
	100

	max_depth
	Maximum tree depth
	20

	max_features
	Maximum features to train with
	1.0

	ccp_alpha
	Cost-Complexity Pruning alpha
	0.01

	bootstrap
	Bootstrap Aggregation (BAGGing)
	True

	oob_score
	Out-Of-Bag Score (error estimate)
	True

	max_samples
	Maximum fraction of samples to train each tree
	1.0

	min_samples_leaf
	Minimum number of samples in leaf
	1



We used python3 for all the machine learning scripts including the pandas (423), scikit-learn (418), and forestci (421) packages. We rendered all the numerical plots with matplotlib (247) and all the molecular rendering we did with VMD (313). We used the biopython (424) library to write data to the b-factor PDB field to be rendered as colors in VMD. The relevant scripts and data files are available on GitHub at: 
https://github.com/enordquist/bkpred.


[bookmark: _Toc134619452][bookmark: _Toc134815930]6.5 Supporting information
	
[bookmark: _Toc134624490][bookmark: _Toc134965448]Figure 6.9: Mean RMSF (blue) and percent SASA (orange) by Residue ID (ResID).
The RMSF has the units of Å, and the mean percent SASA is a unitless percentage. These features were calculated from 100 ns MD simulation of BK channel closed conformation.





	
[bookmark: _Toc134624491][bookmark: _Toc134965449]Figure 6.10: Correlation of experimental ∆V1/2 with the complete Rosetta ∆∆∆G.
The Pearson correlation coefficient is R < 0.01. See method section for description of how the Rosetta ∆∆∆G scores were calculated.






	
[bookmark: _Toc134624492][bookmark: _Toc134965450]Figure 6.11: 5-fold CV on initial training split.
In all panels, blue denotes a data point used to train that iteration of the model, orange denotes validation or testing. The first five panels correspond to the 5-fold CV, and the final panel (bottom right) corresponds to the 80/20 training/test split 1 from Table 6.2.






	 
[bookmark: _Toc134624493][bookmark: _Toc134965451]Figure 6.12: Histograms of A) experimental and B) Residue ID (ResID).
The red dashed lines in panel B mark the transition between the VSD, PGD, and CTD, respectively.





	
[bookmark: _Toc134624494][bookmark: _Toc134965452]Figure 6.13: Feature Importance.
Importance is reported as the mean decrease in Gini impurity score. Names of features and their source are provided in Table 6.5.





	
[bookmark: _Toc134624495][bookmark: _Toc134965453]Figure 6.14: Performance of control model trained without physics-based descriptors.
In all panels, blue denotes a data point used to train that iteration of the model, orange denotes the independent test data.





	
[bookmark: _Toc134965454]Figure 6.15: Distribution of mutations within 8 Å of each ResID.
These contacts were calculated from the closed structure 6v3g with residues not found in both 6v3g and 6v38 removed.






	
[bookmark: _Toc134965455]Figure 6.16: Illustration of switching function.
This illustrates how data in blue input gets mapped to the truncated output in orange.
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[bookmark: _Toc134965456]Figure 6.17: Feature correlations.
Correlation is reported as the Pearson correlation coefficient. Names of features and their source are provided in Table 6.5.





[bookmark: _Toc134624409][bookmark: _Toc134811482]Table 6.4: Summary of models, hyperparameters and performance.
The set of hyperparameters which correspond to top correlation coefficient (R) and RMSE obtained during on a validation set during 5-fold CV are bolded, except where the choice made minimal impact on final model performance.
	Model
	Hyperparameters
	Train, Test R
	Train, Test RMSE (mV)

	Ridge
	alpha: 1e-6, 1e-4, 1e-2, 1, 10, 1e2, 1e4, 1e6
	0.15, 0.08
	35, 38

	SVR
	kernel: 'linear', 'poly', 'sigmoid', 'rbf'; degree: 2, 3, 6; gamma: 'auto', 'scale'; C: 1e-2, 1e-1, 1, 1e1, 1e2; coef0: 0, 1; epsilon: 0, 1e-4, 1e-2, 1, 1e2
	0.45, 0.05
	29, 39

	RF
	n_estimators: 50, 100, 250, 500, 1000;
min_samples_split: 2, 5, 10, 20;
max_leaf_nodes: 2, 5, 10, 20, 50, 100, 200;
max_depth: 2, 5, 10, 20, 50, 100;
max_features: 0.1, 0.25, 0.5, 0.75, 0.9, 1.0;
ccp_alpha: 1e-3, 1e-2, 1e-1, 1, 10, 100;
max_samples: 0.1, 0.25, 0.5, 0.75, 1.0; 
min_samples_leaf: 1, 2, 5, 10, 20;
min_weight_fraction_leaf: 0, 0.01, 0.1, 0.25, 0.5;

	0.96, 0.70
	16, 30

	KNN
	n_neighbors: 3, 7, 11, 21, 51, 101; weights: 'uniform', 'distance'; leaf_size: 5, 10, 50, 100; p: 1, 2, 3; algorithm: 'ball_tree', 'kd_tree', 'brute'
	0.79, 0.57
	23, 31

	GP
	n_estimators: 10, 50, 100, 500, 1000; max_depth: 2, 4, 16, 32, 64; bootstrap: True, False; oob_score: True, False; min_samples_split: 2, 4, 16, 32, 64; max_features: 0.25, 0.5, 0.75, 1.0; ccp_alpha: 0, 5e-3, 10e-3, 20e-3
	0.90, 0.38
	33, 36

	MLP
	solver: 'sgd'; learning_rate: invscaling; power_t: 1e-6, 1e-4, 1e-2, 1; activation: 'tanh’; hidden_layer_sizes: (10), (50), (100), (500), (100,10,100); alpha: 1e-6, 1e-4, 1e-2, 1
	0.98, 0.66
	3, 31




	[bookmark: _Toc134624410][bookmark: _Toc134811483]Table 6.5: List of features and their descriptions.
All Rosetta terms are in fact the ∆∆∆G described in the Methods. The descriptions of the energy terms are based on:
https://www.rosettacommons.org/docs/latest/rosetta_basics/scoring/score-types and https://www.ncbi.nlm.nih.gov/pmc/articles/PMC5717763/table/T1/.

	Feature
	Description
	Method

	score
	Complete ∆Gfold
	Rosetta ∆∆∆G

	fa_atr
	Lennard-Jones attractive between atoms in different residues.
	Rosetta ∆∆∆G

	fa_rep
	Lennard-Jones repulsive between atoms in different residues.
	Rosetta ∆∆∆G

	fa_sol
	Lazaridis-Karplus solvation energy.
	Rosetta ∆∆∆G

	fa_intra_rep
	Lennard-Jones repulsive between atoms in the same residue.
	Rosetta ∆∆∆G

	fa_elec
	Coulombic electrostatic potential with a distance-dependent dielectric.
	Rosetta ∆∆∆G

	pro_close
	Proline ring closure energy and energy of Ψ angle of preceding residue.
	Rosetta ∆∆∆G

	hbond_sr_bb
	Backbone-backbone hydrogen bonds close in primary sequence.
	Rosetta ∆∆∆G

	hbond_lr_bb
	Backbone-backbone hydrogen bonds distant in primary sequence.
	Rosetta ∆∆∆G

	hbond_bb_sc
	Side chain—backbone hydrogen bond energy.
	Rosetta ∆∆∆G

	hbond_sc
	Side chain–side chain hydrogen bond energy.
	Rosetta ∆∆∆G

	dslf_fa13
	Disulfide geometry potential.
	Rosetta ∆∆∆G

	rama
	Ramachandran preferences.
	Rosetta ∆∆∆G

	omega
	A harmonic restraint on planarity of the ω backbone dihedral with standard deviation of ~6°.
	Rosetta ∆∆∆G

	fa_dun
	Internal energy of side-chain rotamers as derived from Dunbrack's rotamer statistics (2010 Rotamer Library used in Talaris2013).
	Rosetta ∆∆∆G

	p_aa_pp
	Probability of amino acid at Φ/Ψ.
	Rosetta ∆∆∆G

	yhh_planarity
	A special torsional potential to keep the tyrosine hydroxyl in the plane of the aromatic ring.
	Rosetta ∆∆∆G

	ref
	Reference energy for each amino acid that balances the internal energy of amino acid terms.
	Rosetta ∆∆∆G

	fa_intra_sol_xover4
	Intra-residue LK solvation, counted for the atom-pairs beyond torsion-relationship.
	Rosetta ∆∆∆G

	fa_intra_elec
	Intra-residue Coulombic interaction, counted for the atom-pairs beyond torsion-relationship.
	Rosetta ∆∆∆G

	rama_prepro
	Backbone torsion preference term that takes into account whether preceding amino acid is Proline or not.
	Rosetta ∆∆∆G

	lk_ball
	Anisotropic contribution to the solvation.
	Rosetta ∆∆∆G

	cov316
	Row of intra-monomer Ca-Ca covariance matrix corresponding to residue A316, describes coupled motion with the pore
	MD

	cov278
	Row of intra-monomer Ca-Ca covariance matrix corresponding to residue X278, 278 also has several mutations with large shifts and is not covariant with the pore
	MD

	cov316-n
	Row of directly-neighboring inter-monoer Ca-Ca covariance matrix corresponding to residue A316, describes coupled motion with the pore
	MD

	cov278-n
	Row of directly-neighboring inter-monomer Ca-Ca covariance matrix corresponding to residue X278, 278 also has several mutations with large shifts and is not covariant with the pore
	MD

	RMSF
	Root-mean square fluctuations, describes chain flexibility
	MD

	pSASA
	Percent Solvent-Accessible Surface Area, describes solvation effects including in the deep pore.
	MD

	dHyd
	Change in hydrophobicity (425) from wildtype to mutant
	

	WATX
	Residue is within 5 Å of water in initial snapshot
	Charmm

	PORX
	Residue is pore-lining
	Charmm

	MEMX
	Resdiue is within 5 Å of lipid in initial snapshot
	Charmm

	BORDER
	Both WATX and MEMX, residue is at membrane interface
	Charmm

	SECS
	Secondary Structure (helix, coil, sheet)
	Charmm

	SIFT
	Sorting Intolerant from Tolerant, predict effect of single nucleotide polymorphism (77)
	Genomic prediction





	[bookmark: _Toc134624411][bookmark: _Toc134811484]Table 6.6: Neurological mutations, their effect on the BK channel’s current, the experimental effect if known, and the predicted ∆V1/2 shift. 
VUS stands for Variant of Uncertain Significance, NE stands for No effect, LOF stands for Loss of Function, and GOF stands for Gain of Function. CoRDS is the Coordination of Rare Diseases at Sanford, a standardized patient registry in a de-identified format.

	PDB Mutation Name
	Mutation
Name (hslo1 gene)
	BK channel activity
	Mechanism
	Predicted ∆V1/2 (mV)
	Reference

	
	G20D
	VUS
	
	0
	(390)

	
	I29F
	VUS
	
	0
	(390)

	L206F
	L271F
	VUS
	
	16.55
	(390)

	S286Y
	S351Y
	LOF
	No current at 160 mV and 10 μM Ca2+.
	25.21
	(426)

	G289S
	G354S
	LOF
	G-V shift to depolarized potentials, restored by NS1619
	7.16
	(319)

	G291R
	G356R
	LOF
	No current at 160 mV and 10 μM Ca2+.
	-2.69
	(426)

	G310R
	G375R
	LOF
	No current
	-3.94
	(426)

	C348Y
	C413Y
	LOF
	G-V shift to depolarized potentials, decreased expression
	1.8
	(426)

	D369G
	D434G
	GOF
	G-V shift to hyperpolarized potentials, increased open probability, faster activation, slower deactivation, increased Ca2+ sensitivity
	-12.9
	(319)

	H379Q
	H444Q
	LOF
	
	2.92
	(427), CoRDS

	K392E
	K457E
	LOF
	G-V shift to depolarized potentials
	34.12
	(428)

	I447V
	I512V
	VUS
	
	-2.31
	(429), CoRDS

	K453N
	K518N
	NE
	
	-7.16
	(430)

	A467V
	A532V
	VUS
	
	-5.54
	CoRDS

	N471H
	N536H
	GOF
	
	-9.13
	(431)

	E500A
	E565A
	NE
	
	0
	(430)

	G502S
	G567S
	VUS
	
	-7.52
	CoRDS

	E591A
	E656A
	VUS
	
	0
	(430)

	I598V
	I663V
	LOF
	
	-1.86
	(426)

	E671K
	E736K
	VUS
	
	0
	(390)

	D735Y
	D800Y
	VUS
	
	0
	CoRDS

	P740L
	P805L
	LOF
	G-V shift to depolarized potentials, decreased expression
	-16.03
	(426)

	E819K
	E884K
	NE
	
	-1.08
	(432)

	D900V
	D965V
	LOF
	
	-13.14
	(390, 427)

	D919N
	D984N
	LOF
	
	0
	(426)

	N988S
	N1053S
	GOF
	G-V shift to hyperpolarized potentials, increased open probability, faster activation, slower deactivation, Ca2+-independent mechanism
	0
	(390), CoRDS

	R1018K
	R1083K
	VUS
	
	-12.59
	(433)

	R1032H
	R1097H
	LOF
	
	0
	(427)

	T1046R
	T1111R
	VUS
	
	-6.66
	(390)

	R1063W
	R1128W
	NE
	
	0
	(434)

	T1089I
	T1154I
	VUS
	
	0
	(390)

	N1094S
	N1159S
	NE
	
	0
	(430)




CHAPTER 7
[bookmark: _Toc134815931]Conclusion

[bookmark: _Toc134815932]7.1 Summary
Advancing our understanding of protein structure-function relationships at the molecular level remains a fundamental yet necessary challenge to aid in the treatment of human disease. In this dissertation, we have employed atomistic molecular dynamics simulations to enumerate the configurational ensembles of two biologically relevant proteins and a model nanopore system and to quantify the structural, dynamic, and energetic, consequences of a wide range of functionally-relevant perturbations, namely mutation, salt, amphipathic cosolvent, and a drug-like small molecule. It’s useful to divide my work into two major thrusts: the use of free energy calculations to study the effect of hydrophobic dewetting in model and protein nanopores and the use of machine learning methods to build predictive models of protein function by integrating experiments and physics-based modeling and simulation.
In Chapter two, we described the development of metadynamics protocol to quantify the free energy of hydrophobic dewetting in a protein-like model nanopore and demonstrated that the protocol could work for a wide range of pore geometries and associated cosolvents. In Chapter three, we described reasons that metadynamics protocol fails in the protein BK channel. We then used a similar protocol with the umbrella sampling technique to derive free energy surfaces for the open and closed state of the BK channel for the wildtype and three mutants A316I, A316S, and A316D. This represents the first time such detailed free energy calculations have been performed in a real protein system. We demonstrated that the open pore does not spontaneously dewet in any mutant, and that the effect of mutation on the experimental ∆V1/2 shift strongly correlates with the closed state ∆Ghydr, suggesting that a key thermodynamic step in gating is indeed the hydrophobic gate. In Chapter four, we described the use of umbrella sampling calculations to binding of the small molecule activator NS11021 on the BK channel. We demonstrated that the molecule binds nonspecifically to the pore and calculated the binding affinity to within remarkable agreement with experimental EC50 values. Subsequently, we demonstrated that in three separate and representative binding poses, the effect of NS11021 on the pore agrees with the expected effect on the limiting PO, and that effect could be primarily explained by the hydration of the pore alone. This is also a very challenging set of calculations that are essentially the first of their kind and demonstrate the first time a small molecule’s molecular mechanism of action has been directly linked to hydrophobic dewetting.
In Chapter five, we used carefully designed molecular dynamics simulations to build a basis set of dynamic and energetic interactions between substrate side chains in the experimentally-defined binding pose. This basis set was then reweighted using nine free parameters into a simple linear model to maximally reproduce the available low-resolution peptide binding affinity data. The resulting model produced excellent agreement with independent, high-resolution crystallographic data describing binding interactions in not only the relatively well-understood “forward” pose, but also in the previously-underappreciated “reverse” pose. Taken together, these methods clearly demonstrate the crucial importance of information in physical modeling when using machine learning to construct predictive models of protein function. In Chapter six, we described the use of molecular dynamics simulations and Rosetta mutation ∆∆∆G calculations to describe the structural, dynamic, and energetic consequences of mutations on both the open and closed states of the BK channel and used as descriptors in a random forest model to reproduce the existing experimental dataset. This effort was motivated by the recognition that functional data was abundant enough to consider training a model, but too sparse to build a purely-data driven or sequence-based model. The use of physics-based modeling shown to be crucial in several ways including by out-performing purely sequence- and structure-based control model trained on the same data. The resulting model recovered important and nontrivial physical trends in of the BK channel’s voltage gating mechanisms and most remarkably identified a novel hotspot involving two S5 residues. All four predicted mutations at this hotspot were in remarkable agreement with the corresponding experimental electrophysiology data, suggesting that the model has indeed extended information in the physical modeling and experiments to novel hotspots.
[bookmark: _Toc134815933]7.2 Future directions
A significant amount of space in this dissertation was devoted to the study of the structure-function relationship in a potassium channel, primarily using all-atom MD simulations of the proteins embedded in a lipid and water solvent box. A key limitation of this type of simulation is the significant gap between protein functional timescale and time accessible on GPU clusters. This is well recognized in the field and motivates continual improvements in code efficiency and the use of enhanced sampling protocols, such as those employed in this dissertation. However, as these disparate timescales connect, there will be a growing need to account more complexity and heterogeneity in these simulation boxes such as in more complex or heterogeneous lipid composition, or additional proteins or regulatory subdomains. It’s important to note that while there are often ways to reduce the complexity to answer clear and simple questions about protein function, the full complexity of life is an emergent phenomenon. As the functional timescale accessible to simulations increases, along with the size and resolution of cryo-EM complexes, problems which cannot be easily reduced to a single protein channel in a homogeneous membrane may become more pressing. There is already a recognition for example that different lipid compositions can give rise to significantly different protein dynamics, unsurprisingly given that many membrane proteins are designed to function based on a specific bilayer composition. Effects of protein-protein complexes will also be necessary to capture emergent biological processes with high fidelity. This will require advancements in enhanced sampling simulations we can run to achieve long timescale sampling of large systems, such as improved methods for combining coarse grain sampling and all-atom resolution.
Another related problem to achieve higher resolution will be improve the accuracy of all-atom nonpolarizable force fields, especially their treatment of electrostatics in the bilayer. It is possible that improvements in sampling efficiency will enable higher-quality benchmarking datasets to drive the development of more accurate fixed-charge lipid models. This is necessary for the accuracy of membrane protein simulations to continue to increase. It is possible that the lingering discrepancy of simulation-based conductance measurements of potassium channels with their experimental counterparts may bely the need for explicit treatment of polarization effects within the confinement of the selectivity filter. A key challenge in using polarizable force fields is the steep computational cost makes their use unfeasible in many practical situations. In the studies presented here it was sufficient to explain the functional consequences of mutations and even small molecules on the function of an ion channel using nonpolarizable force fields because a quantitative, absolute measure of conductance was unnecessary, because the filter changes a negligible amount between the open and closed states, and because the small molecule neither bound near nor had a significant effect on the filter. However, if the molecule simultaneously interacts with the lipids and with a potassium ion in a selectivity filter, the complexity and diversity of those dielectric environments could easily challenge the assumption that charge states assigned in vacuum calculations are sufficient everywhere in the cell simultaneously. This presents an interesting catch twenty-two given the formidable challenge of accounting for lipid dynamics in nonpolarizable all-atom simulations. To address this challenge will require the improvement of GPU-accelerated codes for polarizable force fields, and the use of enhanced sampling techniques which has advanced the corresponding nonpolarizable field so far. An additional approach might involve the coupling of nonpolarizable and polarizable simulations using multi-scale methods, as is often done in coarse-grain modeling of protein conformational studies.
[bookmark: _Int_pi0diOzA]On a separate but related note, improving our understanding of Hsp70 chaperone-substrate binding sites and their relative affinity currently faces many challenges based on the fundamental nature of the problem and others based on the emerging complexity and scale of data available. The challenge of assigning a single preferred orientation based on structural data may be comparable to the fundamental challenge to assigning single, unique conformations to non-globular proteins or conformations of bound conformations of clients and their promiscuous chaperones. The energetic differences between different bound states are very small, such that the energy landscape is quite flat for available conformations. Besides this fundamental challenge there are deeper questions as well. One such question is in the sequence context dependence of binding interactions, which are not well-represented in most crystallographic studies of binding yet have some weak but measurable effects. Experimental information about the nature and relative magnitude of such effects is required. The field will likely want to consider how co-chaperones and co-factors modulate specificity, which dramatically broadens the scope and demands for data. Finally, perhaps the greatest challenge is to begin map out how post-translational modifications (PTM) affect Hsp70 substrate recognition, part of the so-called Chaperone Code, and integrate that data into computational modeling.
A foundational premise of these investigations is the direct relationship between a biomolecule’s composition, a single well-defined structure, and a single well-defined function. There is a recognition that this paradigm can be incomplete for a wide variety of biomolecules, including proteins with intrinsically disordered regions. However, in the next few years, as structures of well-folded proteins becomes even cheaper than ever before, the methods which quantify the relationship of sequence and structure with dynamics and function will become increasingly important. We expect this to have implications on how flexible and dynamic regions of the proteins are treated. Some limitations of the work presented can be illustrative here, such as the recognition that some impactful mutations of the BK channel exist on regions not resolved in the two cryo-EM structures. The cryptic dependence of non-directly-interacting residues on binding the Hsp70 mentioned in the previous section also emphasizes the need to challenge the paradigm that the only interactions that matter are present in well-defined structures. While in chapters five and six have made efforts to integrate dynamics into predictive modeling of protein function, we have employed relatively short simulations often lacking significant conformational transitions, despite their relevance as mentioned previously. This motivates the use of longer, more comprehensive simulations likely employing free energy calculations and the use of better encodings of dynamics which describe the key transitions in simple, well-defined and low-dimensional properties. This is easier said than done, as any dynamical change should likely be described explicitly in a simulation of each mutation, not just for the wildtype. One relatively simple approach would be to construct a set of test simulations of different functional states (A and B), define order parameters which describe the transitions between them (A  B), and then run brief simulations of all relevant mutations to measure the relative stability of the mutant for state B from a simulation started in state A. The weighting of different order parameters could be determined by preliminary test cases of mutations with experimentally-known and significant functional consequences.
Towards the ultimate goal of quantitative predictive models of protein function, a remaining challenge will be the prediction of the consequences of composition changes on protein dynamics. Currently, the only well-established computational method for generating dynamics are simulations directly exploiting either physics-based or knowledge-based force fields, but there is an opportunity for machine learning methods to learn the conformational landscape and cheaply generate dynamic ensembles. The key difference is the sheer size of the problem. The powerful simplification of the sequence-structure-function paradigm is that even if dynamics are important, the only dynamics that matter are relatively small, local fluctuations around the lowest-energy conformation. The approaches to realize this goal will be superficially like those presented in this work, where a predictive model relies on a curated set of data for training. Such data will need to be very carefully evaluated and curated, given that a generative model of protein dynamics must itself be trained on simulations. This means that great care must be taken in selecting the force fields, systems and simulation length to be used as training input.
If such models of protein dynamics prediction come to fruition, they could be exploited to directly predict how changes in composition will affect function via dynamics. Such a model would predict the dynamics of the protein as well as how dynamics changes with composition, then correlate changes in that embedding caused by mutation to changes in function. It seems likely such models will rely on a projection of the full configurations space which significantly reduces the size and apparently complexity of the energy landscape down to a few dimensions. If the field knew how to procure such a reduced set of dimensions already, we could exploit that knowledge directly to run enhanced simulations with far greater efficiency. It seems likely that advancements will come in a protein-specific fashion. A predictor which can for a given protein with abundant data reduce the dimension of dynamics appropriately, then correlate changes in that embedding caused by mutation to changes in function, will likely not extrapolate to proteins with significantly different dynamics and functional roles. This will be due to the exceedingly vast number of ways to reduce the vastness of conformational space down to a handful of dimensions. Such a universal low-dimensional description of the energy landscape likely exists but may not be obvious without an enormous amount of data which fully captures the complexities of various protein dynamics-function relationships as an emergent cellular-level phenomena.
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