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ABSTRACT

GENERATIVE ��LANGUAGE ��MODELS ��FOR ��
PERSONALIZED ��INFORMATION ��UNDERSTANDING

FEB�3�6�"�3�:��2024

PENGSHAN��CAI

B.E.,��WUHAN��UNIVERSITY

M.Sc.,��UNIVERSITY ��OF��CHINESE��ACADEMY ��OF��SCIENCES

Ph.D.,��UNIVERSITY ��OF��MASSACHUSETTS��AMHERST

Directed��by:��Professor��Hong��Yu

A��major��challenge��in��information��understanding��stems��from��the��diverse��nature��

of��the��audience,��where��individuals��possess��varying��preferences,��experiences,��educa-

tional��and��cultural��backgrounds.��Consequently,��adopting��a��one-size-�ts-all��approach��

to��provide��information��may��prove��suboptimal.�� While��prior��research��has��predomi-

nantly��focused��on��delivering��pre-existing��content��to��users��with ��potential��interests,��

this��thesis��explores��generative��language��models��for��personalized��information��under-

standing.��By��harnessing��the��potential��of��generative��language��models,��our��objective��

is��to��generate��novel��personalize��content��for��individual��users.��As��a��result,��users��from��

diverse��backgrounds��can��be��provided��with ��content��that ��are��tailored��for��their��need��and��

better��aligns��with ��their��interests.

The��crux��of��this��research��hinges��on��addressing��the��following��two��aspects:��1.��Per-

sonalized ��Content :�� How��to��harness��user��pro�les��t o��c reate��t ailored��c ontent��for

iv



individual users; 2. E�ective Communication : How to engage with users in order

to pro�ciently convey information. For the �rst aspect, i.e. personalized content, we

explored personalized news headline generation. By analyzing users' reading history,

our proposed framework identi�es perspectives that users are interested in, which can

further guide generating news headlines that are attractive to users. For the second as-

pect, i.e. e�ective communication, we developed personalized reading assistive agent,

which assist users understand complex information in news article or academic doc-

uments through conversations. Compared to reading, obtaining information through

conversations is more interactive and requires shorter attention span.

We further incorporate the above aspects in personalized information systems in

a real-life scenario, i.e. patient education. Speci�cally, we propose a novel after-visit

summaries (AVS) writing assistant. After-visit summaries notes are documents given

to patients to help them understand their clinical visits and disease self-management.

Our approach not only automatically generates AVS drafts, but also detects poten-

tial errors in the generated drafts, allowing physicians to revise and produce AVS

notes with higher e�ciency and accuracy. Moreover, we present PaniniQA, a patient-

centric interactive question answering system designed to help patients understand

their discharge instructions. PaniniQA �rst identi�es important clinical content from

patients' discharge instructions and then formulates personalized educational ques-

tions for distinctive patients. In addition, PaniniQA is also equipped with answer

veri�cation functionality to provide timely feedback to correct patients' misunder-

standings.

Overall, we aspire to contribute to the advancement of information dissemination

techniques, promoting a more inclusive and e�ective means of communication in our

information-driven world.
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CHAPTER 1

INTRODUCTION

1.1 Motivation

When presenting information to people from distinctive backgrounds, a one-size-

�ts-all approach may undermine individuals' distinct interests, life experiences, ed-

ucational attainments, and cultural context that shape their capacity to e�ectively

grasp information. [46] Personalized information service has been investigated, with

the goal of providing individuals with information that is relevant, meaningful, and

bene�cial to their unique circumstances. [61, 95, 43] However, existing studies per-

taining to personalization predominantly concentrated on aligning existing content

with individuals' based on their preferences. These encompass personalized search

engines [44] and recommendation systems [25].

Recent years have witnessed a rapid and remarkable advancement in generative

language models [15, 92]. These models enable the creation of new content that is vir-

tually indistinguishable from human-generated content, and support a wide spectrum

of applications, from automated summarization to interactive dialogues and question

answering. By harnessing the capabilities of generative language models, we have the

potential to tailor the presentation of information to better suit individual needs and

interests. [169]

This aspect gains particular signi�cance in the realm of healthcare and patient

education [75, 177], where individuals seek to comprehend their health status and

adhere to self-care instructions. Given that each patient may contend with unique

medical conditions and varying levels of health literacy, it becomes imperative that
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the information imparted to them is meticulously personalized to facilitate accurate

health status understanding and e�cient patient self-management.

This thesis delve into the emerging application of generative language models to

revolutionize personalized information access. Our primary objectives are to address

two key questions: 1. How to analyze user pro�les and leverage them for guiding

the generation of personalized content; 2. How to pro�ciently convey information

to users through conversational interfaces. To answer the �rst question, we present

Personalized News Headlines Generator : This system aims to generate per-

sonalized news headlines tailored to individual users. By analyzing users' browsing

history, the system provides news summaries that align precisely with their informa-

tion needs. This approach facilitates users' e�cient discovery of relevant informa-

tion and enhances their overall information access experience. To answer the second

question, we presentInteractive Dialog Agent for Reading : We introduce an

interactive dialog agent that engages users in conversation to assist reading. Instead

of passive consumption, users can interact with the content, ask questions, and seek

clari�cations. The interactive nature of this agent fosters better comprehension and

engagement, enabling users from diverse backgrounds to understand the content more

easily. To assess the practicality of the aforementioned systems in real-world scenar-

ios, we integrate them into patient education applications. Speci�cally, we create

the following two systems: 1.Personalized Discharge Instructions Generator :

This system is designed to assist professions in e�ciently and accurately producing

discharge instructions personalized for distinctive patients. This personalization em-

powers patients to better understand their health situation, and e�ectively manage

their post-discharge activities. 2.Dialogue Agent for Patient Education : This

dialogue system provides crucial support for patient education. Patients are engaged

in a conversation with the agent, and required to answer a series of questions closely

2



related to their discharge instructions. Going through the conversation ensures pa-

tient have a clear understanding of their medical conditions and treatment plans.

These proposed systems hold the promise of transforming information access and

understanding. By embracing the capabilities of generative language models, we envi-

sion a future where information delivery is personalized, interactive, and empowering,

ultimately fostering a more inclusive and informed society. In the following sections,

we provide a detailed exploration of each of these systems.

1.2 Generating User-Engaging News Headlines

Personalized news recommendation systems, such as Google News and Yahoo

News, help users discover articles that align with their interests [71]. However, these

systems often present the same article headline to all users, making it di�cult for them

to understand the connection between their interests and the recommended article,

potentially reducing the e�ectiveness of the recommendation system. To address this,

we propose a new framework for generatingpersonalized, engaging headlinesthat

clearly show the connection between a user's reading history and a recommended

article. Our framework has the potential to improve the e�cacy of personalized news

recommendations, and recommendations for short videos, articles, recipes,etc. [106,

69, 49]

Generating personalized headlines is a challenging task due to the constraints of

conciseness and the need to capture the reader's attention. A personalized headline

should (a) e�ectively convey the main message of the article and (b) provide a clear

link to the user's reading history, using only about 10 words on average [11]. There

are two main challenges in this task. First, a headline that entices users to click,

but only presents limited information and fails to convey the essential story, becomes

clickbait rather than a useful headline [13, 127]. Second, it is di�cult to �nd large

scale annotated datasets containing news articles, multiple personalized headlines,
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¥ Triplet Townhouses on New YorkÕs 
Upper East Side Seek $120 Million ¥ 
In Fight Against Trash Station, Upper 
East Side Cites Injustice ¥ More Than 
90 Art Shows and Exhibitions to See 
This Fall ¥ Detailed Maps Show How 
Neighborhoods Shape Children for 
Life É

UserÕs Reading History

The Pope Francis' New York Visit

ÒWhy is this article 
recommended to me?Ó

Personalized 
Headline Generation

Non-personalized
Headline Generation 

The Pope is coming to dinner ... The 
person who devotedly placed each 
plate in front of the Holy Father 
during the Papal New York City visit 
from September 24 to 26 is none 
other than renowned, 69-year old 
Manhattan restaurateur Angelo 
Vivolo, who has owned and run 
Vivolo, an Italian eatery on 
ManhattanÕs Upper East Side, for 38 
yearsÉ

A Recommended News Article

An Upper East Side Restaurant Owner 
Serves the Holy Father

ÒI love reading 
stories about Upper 
East Manhattan!Ó

Anchored to the 
Source Article

Relevant to the UserÕs 
Reading History Upper East Manhattan

Signature Phrase Selection 

¥ Restaurant ¥ Pope Francis ¥ Upper East Side Manhattan ¥ New York CityÉ

Collection of Candidate Phrases

Figure 1.1: An example of generating a personalized news headline using our frame-
work (solid green line) as compared to generating general headlines directly from the
news article (grey dotted line). Both headlines are appropriate for the news article,
but the green headline is more attractive to users interested in the topicUpper East
Side, Manhattan.

and associated user pro�les. Such a dataset would be useful in developing personalized

headlines, but it is currently unattainable.

The key to e�ective personalization is to develop acomprehensive frameworkthat

enables us to (a) understand users' interests based on their reading histories, (b)

produce personalized headlines, and (c) evaluate the e�ectiveness of these headlines

in terms of user preference. Previous studies on headline generation have primarily

focused on producing headlines that accurately summarize a given news article or its

�rst sentence [154, 180, 107, 152, 70], but have not considered the potential bene�ts of

personalization. In this study, we propose a pipeline that incorporates user pro�ling1

and a comprehensive synthesis of automated and human evaluation methods for user

preference to produce personalized headlines that cater to a varied audience.

Our approach focuses on learning a relevance function that condenses a user's

reading history into a collection of signature phrases. This method for user pro�ling

is both e�cient and adaptable, as the signature phrases can be easily updated as

1We are interested in analyzing users' reading histories, i.e., the sequence of news headlines they
have recently browsed, to gain a deeper understanding of their interests and preferences. We do not
have access to users' demographic data.
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the user's interests evolve [7]. These signature phrases are derived from news article

based on the user's reading history through contrastive learningwithout the need for

annotated data.For example, if the phraseUpper East Sidefrequently appears in the

user's reading history, it could become a signature phrase for that user (Figure 1.1).

These signature phrasesdo not need to appear verbatimin the user's reading history

and can indicate broader interests, e.g., if the phrasesAvengers and Hulk appear

in the user's reading history, it could indicate a love for Marvel movies andMarvel

Studios could be a signature phrase that re
ects this interest. We build a synthetic

dataset that trains the model to generate personalized headlines for a news article.

Using signature phrases, our model is able to create a connection between the recom-

mended article and the user's interests, resulting in personalized headlines that are

both engaging and anchored to the article to avoid clickbait.

Evaluating personalized news headlines presents unique challenges [47]. It would

be ideal to have human evaluators judge the e�ectiveness of system headlines. In-

deed, we have conducted a human evaluation in this study. However, this process

is time-consuming and costly, making it impractical during the system development

phase. Thus, we proposea comprehensive synthesis of automated and human evalu-

ation methodsto assess headline relevance and user preference. By using signature

phrases, we can synthesize user pro�les of various types. We hypothesize that per-

sonalized headlines generated for these user pro�les will be preferred by the same

users over generic, non-personalized headlines according to recommender-driven met-

rics [72, 173]. We also experiment with a variety of automatic metrics to assess head-

line quality in terms of informativeness, relevance to the source article, and content

accuracy [82, 37].

In this paper, we make the following contributions:

ˆ we present a comprehensive framework for generating personalized news headlines

that convey the essential message of the article and capture the reader's attention
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while also aligning with their interests. Our framework utilizes a learnable relevance

function to derive signature phrases from users' reading histories and uses them to

personalize the headlines;

ˆ we thoroughly synthesize automated and human evaluation methods to assess the

e�ectiveness of headlines in terms of their accuracy and user preference. We further

compare our proposed framework with strong headline generation baselines, present

results on benchmark news datasets, and identify promising directions for future

research through an in-depth analysis of system outputs.

1.3 Learning as Conversation Reading Assistant

Communication is the central process of education [27]. In learning as conversation

[148], a student does not read a passage but gains information and knowledge through

conversation with a teacher who reads the passage. Compared to the traditional

learning by reading, learning as conversation has the advantages that conversation

helps students stay engaged and that information is provided piece by piece, which

helps strengthen learning with a shorter attention span.

The advantages of learning as conversation have been veri�ed with educational

evidence [113, 91, 48]. For example, studies have shown that when children read sto-

rybooks, parents' guided conversation, e.g., posing questions and providing responsive

feedback, substantially ampli�es the learning bene�ts. While high-quality conversa-

tions with experts are not always available, it would be helpful if AI-empowered chat

bots could be applied to facilitate users to gain information or knowledge.

In recent years, there has been signi�cant research in content-grounded dialogue

generation, where external passages are used to inspire knowledge intensive dialogues.

However, these systems or datasets are either for chit chat [208, 29] or for goal-

oriented information seeking [40, 21], little work has explored applying chat bots for

the learning as conversation purpose.
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In this work we propose a novel task for learning as conversation: information-

acquisition-oriented dialogue generation. Given a passage, our chat bot actively en-

gages with an end-user to form a coherent conversation, so that the user could gain

knowledge without reading the passage. Our task has a broad range of potential ap-

plication venues in which people traditionally rely on reading to obtain information,

including:

ˆ Education: Chat bot helps a user gain knowledge from books or research papers;

ˆ News and Media: Through conversation, a user could be provided stories tai-

lored for his/her preference;

ˆ Tutorial: While reading an instruction book could be tedious and time-consuming,

a chat bot could e�ciently walk a user through the process.

As shown in Figure 1.2, for our task, a good conversation should have the following

characteristics:

1. Coverage: The chat bot should try to convey as much information in the passage

as possible, instead of mumbling about irrelevant information;

2. Coherence: The chat bot's response should be coherent to the user's utterance,

making the user feel that his/her questions are followed and addressed.
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Figure 1.2: The teacher bot educates a user about "BERT" through conversation
generated from the document.

In summary, we propose a novel framework which consists of the following two

chat bot modules: 1) Teacher bot, which attempts to transfer the information in an

input passage to a user through conversation; and 2) Student bot, which responds

to Teacher bot to form coherent conversations during training. The two bots are

trained in a two-phase manner: In Phase 1, we pre-tune the two chat bots onWizard

of Wikipedia [29] dataset, enabling both bots with the basic ability of conversing over

a passage. In Phase 2, we �ne-tune Teacher bot through self-play with Student bot,

guided by reinforcement rewards. In this process, we enhance Teacher bot to be more

informative while maintaining the ability to coherently address human users. Specif-

ically, the �ne-tuning phase is unsupervised, i.e. Teacher bot could be transferred to

various domains or corpora without additional annotated dialogue datasets.
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Our contributions include: 1) A novel task of information-acquisition-oriented dia-

logue system; 2) A novel unsupervised learning framework which enables a teacher bot

to carry out informative and coherent conversations with human users for information

acquisition purpose; 3) Extensive experiments with human evaluation demonstrate

the e�ectiveness of our proposed approach.

1.4 Assisting Physicians in Writing Patient After-Visit Sum-

maries

Studies have shown that the majority of patients do not understand their clinical

visits [117]. After-visit summary note (AVS) is a summary given to patients after

their clinical visit, it is intended to summarize patients' clinical visits and help their

disease self-management [39]. Compared to clinical notes, an after-visit summary has

the following characteristics: 1) it is written in lay person language thus is easy for

patients to read and comprehend; 2) it only contains information that patients should

be aware of, leaving out redundant details, e.g. unimportant lab results. Studies have

shown that around 36% of American adults have limited health literacy [83], and

94.4% of patients found that lay language after-visit summary helps them understand

their clinical visits [123]. However, the implementation of after-visit summary is

challenging. Many physicians face excessive workloads [170] and do not have time

to complete the summaries in a timely manner [58]. Thus, there is a real need

for|and this study contributes to|automatic generation of after-visit summaries to

unburdening physicians with complex information work
ows.

We explore best-performing neural abstractive summarizers to generate after-visit

summaries from electronic health records (EHR) notes. The summaries are rated by

physicians as concise and easy to read. However, they can not be presented directly

to patients, as they frequently contain two types of errors: 1)Missing content. A

summary often leaves out important details such as medication dosage and route, un-
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[É]-year-old female with past medical history of diabetes chronic back 
pain presented with acute onset of low back pain 9/10 in severity with 
radiation to back of left lower extremity numbness or tingling [É]

Patient was evaluated by neurosurgery and neurology while in the 
emergency room and recommended no surgical intervention  and to 
continue conservative management [É] 

Patient was continued on metformin  thousand milligrams twice daily 
with insulin sliding scale and her glucose ranged from 179-308 [É]

Clinical Notes

You were admitted for evaluation of worsening lower 
back pain and weakness. MRI scan of your spine was 
reported unremarkable. You were seen by neurosurgery 
and neurology in the emergency room who 
recommended surgical intervention . You were given 
Tylenol muscle relaxant and anti-inßammatories 
medication [É] Please continue to take your medication. 
Your blood glucose was high on presentation. Please 
follow-up with your PCP in 7 to 10 days.

After-Visit Summary

Type I Error 
(Hallucination)

Error Alerting

Summarization

Type II Error 
(Missing Content)

Figure 1.3: An example after-visit summary generated from electronic health records
(EHR) notes associated with a patient. A novel alerting mechanism is proposed in
this work to report errors found in the summary, including missing medical events
and hallucinated facts. We aim to build e�ective detectors with self-supervision on
unlabeled data for error alerting.

dermining patients' medical self-management. 2)Hallucination. Summaries contain

hallucinated content or content not supported by the input documents. For example,

an abstractive summary onkidney infection was generated from an input document

that describesurine infection. These types of errors are not uncommon in abstractive

summarization [86, 108, 120], but they could be disastrous to patients.

In this study, we build systems to facilitate detection and correction of those types

of errors, allowing physicians to correct or edit system generated summaries. As

illustrated in Figure 1.3, Summarizationproduces a system summary;Error Alerting

automatically detects errors from the generated after-visit summary. Crucially, we

build e�ective detectors with self-supervision on unlabeled data for error alerting. A

novel dataset is constructed by synthesizing summaries containing medical events that

are inconsistent with their source documents. Using this simulated dataset, we train

a hallucination detection model, which alerts physicians of potential hallucination

content. Further, by aligning medical events in EHR notes to those in after-visit

summaries using MetaMap [6], we identify key events important to patients, and

alert physicians of salient medical events not covered in the generated summaries as

missing content.

The contributions of our research are as follows:
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ˆ We propose a new task that generates lay language AVS from EHR notes, build

and evaluate state-of-the-art NLP models for this task. A novel alerting mechanism

is proposed to report errors, including missing medical events and hallucinations.

The training of our error detectors is self-supervised, using only unlabelled text.

ˆ Clinical applications demand high performance. Existing automatic metrics are

not adequate for evaluating the quality of generated AVS. Therefore, we conduct a

qualitative assessment of system outputs with medical practitioners. Our �ndings

show that the alerting mechanism could provide a promising avenue towards making

the writing process easier for physicians.

1.5 Enhancing Patient Education Through Interactive Ques-

tion Answering

Limited patient understanding of their medical conditions can lead to poor self-

care at home. Upon hospital discharge, physicians often provide discharge instruc-

tions to aid in patients' recovery and disease self-management [39]. However, some

patients may have di�culty understanding and memorizing instructions due to low

health literacy, limited memory, or an absence of supervision. For example, research

shows that patients only retain a minimal amount of information from discharge in-

structions, with an immediate forgetting rate of up to 80% [73, 140]. Further, when

instructions are misinterpreted by patients, there is often a lack of corrective inter-

vention. Limitations in a patient's understanding of their medical conditions hinder

their prospects of recovery. It is imperative to investigate new methods of patient

education to enhance health outcomes.

In this study, we explore a novel method inspired byDialogic Reading [171] to

educate patients through interactive question-answering. Dialogic Reading actively

involves patients in the learning process by following the PEER sequence: Prompt,

Evaluate, Expand, and Repeat, which enables patients to engage in a meaningful
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dialogue, further strengthening their understanding and retention of the material. As

illustrated in Figure 1.4, our dialog agent asks questions about key aspects of dis-

charge instructions and encourages patients to read and understand the instructions

to provide accurate answers thoroughly.

Crafting questions that e�ectively meet educational objectives is challenging [14,

32]. A suitable question should be based on the patient's discharge instruction and

aim to improve their understanding of health conditions, such as \What was the

probable cause of your chest pain?". Conversely, the question \How does cardiac

catheterization help treat a heart attack?" illustrated in Figure 1.4, may exceed the

education scope, as it is unanswerable or requires knowledge beyond the provided

discharge instruction. Such questions are considered unsuitable for patient education.

We introduce new question-generation methods that draw on the advancements

of LLMs [15, 119, 118]. Utilizing OpenAI's GPT-3.5 model, we generate informative

questions from discharge instructions. Further,we combine LLMs with medical event

and relation extraction to constrain the model, producing questions that target salient

medical events identi�ed in the discharge instructions. We create a new dataset with

expert-annotated medical events and relations for discharge instructions from the

MIMIC-III [65] database. While earlier e�orts have annotated events that physicians

would discuss during patient hando� [121, 89], our focus is on identifying pairs of

medical events with correlational or causal relationships. By posing questions about

one event, we guide patients toward the other as potential answers.

Our system further incorporates an answer veri�cation module to provide instant

patient feedback. When patients give correct answers, the bot con�rms them, re-

inforcing their understanding. If answers are incorrect or partially correct, the bot

clari�es misunderstandings and provides additional information. Extensive automatic

and human evaluations demonstrate the e�cacy of our question-generation methods
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and show that PaniniQA holds great promise for promoting patient education. To

summarize, our research contributions are as follows.

� We explore a new way of educating patients regarding their health conditions

through interactive question-answering. Our approach aligns with the P.E.E.R. di-

alogic reading theory that promotes patients' active participation in comprehending

medical events.

� We compare questions generated using OpenAI's GPT-3.5 model, our enhanced

method with medical event extraction, and human-written questions tailored for

patient education. We meticulously evaluated all questions, answers, and patients'

educational outcomes.

� Through comprehensive human evaluations, we demonstrate that PaniniQA holds

promise for patient education. Future work includes controlling the di�culty of

questions, prioritizing questions given patients' health literacy, and enabling inter-

active learning of medical concepts.
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What is causing your symptom of 
chest pain?

You are right about that!

I had a heart attack .

How was your heart attack treated?

By a stent procedure.

Your answer is partially correct. You 
underwent cardiac catheterization  and 
two stents were placed in your left 
anterior descending artery.

How does cardiac catheterization help 
treating heart attack?

ÒYou were admitted to the hospital with chest pain and 
were found to have a heart attack . You underwent 
cardiac catheterization  and two stents were placed in 
your left anterior descending artery ÉÓ

VeriÞed. 
Correct Answer

VeriÞed. 
Partially Correct
Answer

Question is 
beyond the 
education scope

Figure 1.4: An illustration of PaniniQA, our interactive question-answering system
for patient education. It generates questions from discharge instructions, helping
patients understand their health conditions through interactive question answering.
An answer veri�cation module con�rms correct responses or expands feedbacks on
partially correct ones. The �nal turn shows a GPT-generated question. Its answer
is absent from the discharge instruction and it is deemed inappropriate for patient
education.
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CHAPTER 2

LITERATURE REVIEW

In recent years, language models have demonstrated remarkable e�ectiveness in

a wide array of text generation tasks, such as automatic summarization, dialog sys-

tems, and question answering. Leveraging the success of these text generation tasks,

we can apply similar approaches to create personalized content that supports users in

better understanding information. For instance, by analyzing users' pro�le, we may

better understand their interests and utilize automatic summarization techniques to

condense complex content into simpler text snippets that cater to users needs. This

enables users to grasp essential information quickly and e�ortlessly. Similarly, when

dialogue agents have conversations with the users, by analyzing users' dialogue his-

tory, the agents may obtain the users' underlying intention and focus, thus may lead

the conversation to address users' concerns promptly and contextually, enhancing

their overall information access experience. In the following chapter, we delve into

prior research endeavors that are closely aligned with the focus of our work. Our dis-

cussion begins by elucidating the realm of language models and their manifold utility,

followed by introduction previous researches concerning personalized information ser-

vice. Subsequently, we focus on supporting technologies we applied for the thesis,

including automatic summarization, dialogue generation and other technologies for

patient education.
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2.1 Language Modeling

Pre-trained Language Models Language models are a type of arti�cial intel-

ligence model designed to understand and generate human language text. These

models have gained signi�cant attention and popularity in recent years due to their

remarkable ability to model the probability of language and to process and generate

natural language in a way that closely resembles human communication. Modern

language models predominantly rely on the transformer architecture, initially intro-

duced by Vaswani et al. [164]. These models can be tailored for speci�c purposes

through variations in training data selection and the creation of synthesized training

datasets.

Language models come in diverse structural forms. Some exclusively function as

encoders, as seen in models like BERT [26], RoBERTa [103] and Transformer-XL [196].

These models transforms a sequence of text into context vectors, which are usually

utilized to support downstream tasks like token-level classi�cation and sequence-level

classi�cation. Another category of language models, such as ELMo [125], GPT-

3 [15], and GPT-4, operate solely as decoders. These models generate output text

direct following the input text prompt. Additionally, there are models employing

both encoder and decoder components, as observed in BART [92], Pegasus [196], and

T5 [132]. These models �rst apply encoder to transform the input text into context

vectors, and then apply decoder to generate output text based on the context vectors.

The focus of the research in this thesis predominantly revolves around decoder-only

or encoder-decoder structured language models, which are deemed more suitable for

tasks involving text generation.

The performance of language models is profoundly in
uenced by the selection

of pre-training corpora and task-speci�c objectives. Notably, language models pre-

trained on biomedical literature, such as BioBERT [88], or clinical records, exempli-

�ed by ClinicalBERT [94], exhibit enhanced e�cacy in bio-medical tasks compared to
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models pre-trained on general-domain text. In our exploration, we also demonstrated

that language models pre-trained on clinical documents consistently demonstrate bet-

ter performance in patient education tasks. On the other hand, language models

like Pegasus [196] and BART-CNN/Daily mail [92] that undergo pre-training for ab-

stractive summarization also showcase superior performance in summarization tasks.

Their advantages over ordinary pre-trained language models are also re
ected in our

experiments in news headline generation and medical document summarization.

Large Language Models Recent research reveals the substantial bene�ts of scal-

ing up pre-trained language models [167]. Although scaling is mainly conducted in

model size (with similar architectures and pre-training tasks), these large-sized lan-

guage models display di�erent behaviors from smaller language models, leading to

signi�cant improved performance across a spectrum of downstream tasks. For ex-

ample, GPT-3 is capable of the ability of in-context learning and zero-shot learning,

whereas GPT-2 can not do well. [203]

Particularly remarkable are the achievements of large language models �ne-tuned

through reinforcement learning with human guidance, as demonstrated by Wang et

al. [165]. These models showcase exceptional pro�ciency in elevating the quality of

generated text while mitigating issues like hallucination and the use of toxic language.

Signi�cantly, the prowess of large language models extends to supporting various

text generation tasks, including tasks such as automatic summarization [199, 162],

dialogue systems [22, 100], and question answering [141, 55]. Notably, these tasks

serve as foundational components for personalized information comprehension.

2.2 Applying LMs for Information Personalization

Personalized Information Service Personalized information service refers to ser-

vice that tailors information and content to the individual preferences, needs, and

interests of users. It leverages data analysis and user input to deliver relevant news,
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recommendations, updates, or other information, ensuring a more customized and

engaging user experience. This service can be found in various contexts, such as

news apps, social media algorithms, recommendation engines, and more, all aimed

at enhancing user satisfaction and engagement by delivering content that aligns with

their unique preferences and behaviors. Current researches concerning personalized

information service mostly focus on the following perspectives:

1. User Pro�ling is applied to create detailed and comprehensive pro�le of indi-

vidual users based on various data points and information. This pro�le is used

in various applications and services, to understand and predict user behavior,

preferences, and characteristics. Previous researches have explored creating user

pro�les based on user behavior [34], search history [157], demographic informa-

tion [80], and social information [98].

2. Content Analysis in the context of a personalized information service is a cru-

cial process that involves examining and understanding the content or informa-

tion available to the service. This analysis is essential for delivering tailored and

relevant content recommendations to individual users. Content analysis include

researches topics such as text embedding [72, 193], keyword extraction [42, 9],

content categorization [3, 20].

3. Recommendation Algorithms are applied to match user pro�les with rel-

evant content. Traditional recommendation algorithms include collaborative

�ltering [159], content-based �ltering [8], and hybrid approaches [90]. These

algorithms identify patterns and similarities among users and content items

to make personalized recommendations. In recent years, pretrained language

models show remarkable performance in recommendation systems due to their

accurate representation of textual content [176, 41, 175].
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Privacy Protection Privacy is a signi�cant and complex issue when it comes to

personalized information services. These services, which often rely on collecting and

analyzing user data to provide tailored experiences, must strike a balance between

customization and respecting users' privacy rights. Researches concerning protecting

user privacy mostly focus on the following perspectives:

1. Data Security is a paramount concern for personalized information services,

which often deal with sensitive user data to deliver customized experiences.

Ensuring the security of this data is essential to protect user privacy, maintain

trust, and comply with data protection regulations. This includes topics such

as data collection [64], data storage [183] and data sharing [206].

2. Privacy-preserving Techniques are used to safeguard sensitive information

while still allowing for useful data analysis or processing. These algorithms are

particularly important in contexts where data privacy and security are critical,

such as in healthcare, �nance, and personal information management. These

approaches includes federated learning [97, 96], homomorphic encryption [172,

115], data masking [62, 187].

2.3 Applying LMs for Automatic Summarization

The goal of automatic summarization is to condense one or multiple passages into

one short paragraph of text, which is expected to cover the major information in the

input passages. This thesis focus on two aspects in two subtasks in automatic summa-

rization: 1. Summarizing news articles to generate news headlines; 2. Summarizing

clinical documents into after-visit summaries for patients.

Generating News Headline Automatic headline generation aims at generating

headlines that can capture the gist of the input articles. This task has made signi�cant

progress in recent years [107, 59, 85, 153, 50], thanks in part to the development of
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large language models [92, 132, 195, 15, 23] and the availability of benchmark news

datasets such as Gigaword, XSum, and Newsroom [143, 116, 53]. These datasets

include a single headline for each news article, serving as the ground truth for the

models. In contrast to previous works, we aim to personalize headline generation to

improve content recommendations, where a personalized headline should convey the

main points of the article and capture the user's attention.

Speci�cally, evaluating personalized content is a largely under-explored area, partly

due to the lack of ground truth for personalized content generation [47]. Without

ground truth, it is challenging to apply commonly used text generation evaluation

metrics such as ROUGE, BLEU, BERTScore, MoverScore, BLEURT. [99, 126, 198,

204, 147]. To leverage recent advances in data synthesis [122, 4, 105], we propose

synthesizing user pro�les of various types. We then evaluate system headlines against

these pro�les along multiple dimensions, including their alignment with user interests,

relevance to the source article, and content accuracy.

Clinical Document Summarization Automatic summarization is the task of

condensing a long passage into a concise paragraph. Compared to summarizing doc-

uments in general domain, summarizing clinical documents has higher requirements

for accuracy and readability. In previous researches, Zhang et al. [201] propose to

generate the impression section of a radiology report using seq2seq models. Miura

et al. [111] perform image-to-text radiology report generation by optimizing entity-

based rewards with reinforcement learning. Studies are performed for summarizing

doctor-patient dialogues [67, 79] and evaluating system generated notes [114]. It

is important for an after-visit summary generated from EHR notes to avoid type

I and type II errors. A type I error (false positive) suggests that there is false

or inaccurate information in the summary, due to hallucinations, incorrect ground-

ing, etc. It is a challenging and lingering problem facing natural language genera-

tion [38, 87, 82, 107, 120, 163]. A more surprising observation is that the type II error
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(false negative) is deemed particularly harmful to patients. When salient medical

events such as diagnoses or treatments are left out of the after-visit summaries, it

could have a detrimental e�ect on patients' self-care after being discharged from hos-

pitals [133, 156]. This empirically motivates our work, where we seek to e�ectively

identify salient medical events in EHR notes and alert physicians of any missing

events to help them avoid those errors. A distinguishing characteristic of after-visit

summaries is that they arepatient-oriented. The summaries provide relevant and ac-

tionable information to patients, such as reasons for visit, diagnoses and procedures.

Di�ering from physician-oriented clinical notes, these summaries are written in an

easy-to-understand language, and they remain understudied in NLP.

2.4 Applying LMs for Content Grounded Dialogue System

Content grounded dialogue generation is the task of using the information provided

in external content (e.g. a passage) to guide dialogue generation. Compared to previ-

ous research, the task explored in this thesis has the following novelties. 1) Compared

to content-grounded information-retrieval-oriented dialogue such as doc2dial [40] and

ABCD [21] where the chat bot responds to user query in a passive way, we expect

our chat bots to convey knowledge proactively. 2) Compared to chit chat-oriented

dialogue such as [208, 29, 77, 179], our task is more focused on extensive conversation

in a particular topic, and aims at helping the end user acquire knowledge or infor-

mation from a given passage. 3) Contrasted to chat bots that are applied in a single

domain [208, 112, 178], our chat bot could be transferred to other domains through

self-talk based �ne-tuning. Another line of research works focus on content grounded

text generation models [128, 205]. Compared with ordinary text generation models

(e.g. BART [92]), these models are speci�cally designed to model external content

as an additional input, and achieve better performance on content grounded dialogue

generation tasks includingCMU DoG [205] andWizard of Wikipedia [29]. There
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have also been research works applying dialogue systems for educational purposes.

Some chat bots are for language practice. [142, 158, 60] Others are specially designed

for education in a single domain or task, e.g. moral education [124], educational de-

bate [188]. Compared with previous educational dialogue systems, our system is for

information acquisition without domain restriction. Our task is also related to con-

versational question answering (CQA), e.g. [76, 135, 68, 192]. However, most existing

CQA systems passively response to user queries in single turn conversations, while

our system actively engage with users in multi-turn conversations.

2.5 Applying LMs for Patient Education

There is a growing need to improve patients' understanding regarding their hos-

pital experiences [39, 166, 84]. Lack of understanding can result in non-adherence

to discharge instructions and readmission to the hospital due to poor self-care at

home. Previous research has attempted to generate hospital course summaries for

patients using lay language [28, 1, 2, 16, 56]. This paper goes a step further by uti-

lizing interactive question answering to communicate essential medical events from

discharge instructions to patients, thus enhancing their understanding and retention

of the material.

Our proposed method di�ers from existing clinical question-answering studies in

several aspects. Most clinical QAs are designed to satisfy individuals' information

needs, with questions modeled after those that can be asked by physicians [121, 63,

134, 89]. These systems focus on improving the accuracy of their answers [155, 136,

189, 190]. In contrast, our goal is to educate patients and prompt them with questions

that will enhance patients' understanding of their doctors' visits. A successful QA

system should becomprehensiveand exhaustive, asking all relevant questions and

prioritizing them based on the patient's medical history and health literacy.
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Successful patient education requires e�ective questioning [129]. Particularly,

question generation has been studied using template-based [57, 19, 36] and neural

seq2seq models [30, 31, 74, 160, 149]. Instruction-tuned LLMs have demonstrated

exceptional abilities in conversing with humans [15, 144, 119, 23, 104]. However,

most research has been conducted using CommonCrawl, Wikipedia, and other generic

texts. Considering the factuality issues of neural language models [108, 120], question

generation in the medical domain remains challenging.

Learning through conversation can improve education outcomes [48, 200, 17, 184,

184, 182].Dialogic Reading[171, 113, 91] has demonstrated that engaging children in

a guided conversation with parents while reading storybooks can signi�cantly enhance

their learning outcomes. While engaging physicians in high-quality conversations may

not always be feasible, the use of question answering facilitated by a chatbot could be

a valuable means of helping patients acquire a deeper understanding of their health

conditions.
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CHAPTER 3

GENERATING PERSONALIZED NEWS HEADLINES

In this chapter we present a novel framework that addresses these challenges by

incorporating user pro�ling to generate personalized headlines, and a combination of

automated and human evaluation methods to determine user preference for personal-

ized headlines. In Section 3.1, we introduce our framework which utilizes a learnable

relevance function to assign personalized signature phrases to users based on their

reading histories, which are then used to personalize headline generation. In Sec-

tion 3.2 we introduce creating synthesizing users to enable training and evaluating

the models' performance. In Section 3.3, we demonstrate the e�ectiveness of our

proposed framework in generating personalized headlines that meet the needs of a

diverse audience through extensive evaluation. Our framework has the potential to

improve the e�cacy of news recommendations and facilitate creation of personalized

content.

3.1 Approach

Our goal is to generate a user-engaging headline that conveys the main idea of a

given news articled for a speci�c useru. To achieve this, we have developed a three-

step framework: (1)Signature phrases identi�cation. Using a key-phrase generation

module, we identify a set of candidate signature phrasesZd = f z1; z2; : : : g that cover

various aspects ofd (Section 3.1.1); (2)User signature phrases selection. From the

set of candidate signature phrases, we select a subsetZ u
d � Zd that relates to useru's

interests as the user signature phrases (Section 3.1.2); (3)Signature-oriented headline
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generation. Based on the news articled and the selected user signature phrasesZ u
d , we

generate a headline that introduces the content of the articled from the perspective

of the useru's personalized interests (Section 3.1.3).

3.1.1 Signature Phrases Identi�cation

We approach this task as a conditional text generation problem, in which the

model takes a news article or headline as input and outputs all candidate signature

phrases in the input sequence, separated by semicolons. We use a BART model that

has been pretrained on the KPTimes dataset1. KPTimes [45] is a large-scale dataset

containing 279K news articles paired with editor-curated signature phrases. Unlike

other datasets for signature phrase identi�cation [109, 78] that focus on scienti�c

research papers, KPTimes focuses on extracting signature phrases in news articles,

making it well-suited for our task. The model is trained by minimizing the cross-

entropy loss between the predicted signature phrase sequences and the human-curated

signature phrase sequences.

3.1.2 User Signature Selection

In this step, we rank all candidate signature phrases inZd based on their level of

engagement with useru's reading historyHu, and select the topk candidate signature

phrases as the user signature phrases. Suppose that the user's historyHu can be

de�ned as a set of headlines of articles that the user has previously read, i.e.,Hu =

f t1; t2; : : : g. We �rst convert each signature phrasezi 2 Zd into a dense vectorzi

using a signature phrase encoder. To calculate the user-engaging scores for each

candidate signature phrasezi , we consider two di�erent encoding strategies for the

user's history:

1https://huggingface.co/ankur310794/bart-base-keyphrase-generation-kpTimes
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(1) Holistic history encoding . We concatenate all headlines in the user's reading

history Hu with additional semicolons for headline separation. Then we encode the

concatenated headlines into a dense vectorhu using a holistic history encoder. The

engaging scoreS(zi ; Hu) of a signature phrasezi 2 Zd for user u is obtained by the

dot product of the two vectors:

S(zi ; Hu) = z>
i hu: (3.1)

(2) Individual history encoding . Each individual headlinet j 2 Hu is encoded as

a dense vectort j using an individual headline encoder. The user-engaging score is

then de�ned as the maximum dot-product relevance between the signature phrasezi

and each individual headline in the reading history:

S(zi ; Hu) = max
t j 2 H u

z>
i t j : (3.2)

In practice, we train the user signature phrase selection model using an in-batch con-

trastive learning approach [131]. We consider a batch of synthesized usersf u1; u2; � � � ; uNB g

whereNB is the batch size, and each userui has exactly one user signature phrasezi .

The reading history H i for user ui is then constructed by randomly sampling news

articles whose candidate signature phrases containzi , i.e., H i = f d j zi 2 Zdg. In this

way, (zi ; H i ) is considered as a positive pair, and (zi ; H j ) ( i 6= j ) is considered as a

negative pair. The contrastive loss for this batch is de�ned as follows:

L select =
1
2

 
NBX

i =1

log
S(zi ; H i )

P NB
j =1 S(zi ; H j )

+ (3.3)

NBX

j =1

log
S(zj ; H j )

P NB
i =1 S(zi ; H j )

!

(3.4)
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3.1.3 Signature-Oriented Headline Generation

We model the user-speci�c headline generation process as a conditional generation

task. Given a news articled and a useru, along with the user signature phrases

Z u
d � Zd, our goal is to generate a headlinet = [ w1; w2; : : : ] for d, wherewi is the i -th

token in t. The loss for this generation step is calculated as the negative log-likelihood

of the conditional language generation:

Lgen = �
X

i

logPr(wi j w1;��� ;wi � 1;Z u
d ;d) (3.5)

Speci�cally, the input to the generator is the concatenation of the user signature

phrasesZ u
d and news articled, and the output is the signature-based headlinet.

During the training stage, Z u
d is identi�ed from t, the ground-truth headline of d.

During the inference stage,Z u
d is identi�ed from d itself and selected by user signature

selection models, since the headlinet is not available before generation. We use BART

here as the generator for headline generation.

3.2 Corpora Processing

In this section, we describe the corpora processing step, including the creation of

synthesized users and the generation of signature phrase based headlines. Our data is

sourced from two existing news corpora: Newsroom [53] and Gigaword [143, 51]. The

Newsroom corpus contains 995,041 article-headline pairs in its training set, 108,837

in its validation set, and 108,862 in its test set. The Gigaword corpus contains

7,704,419 instances in its training set, 394,390 in its validation set, and 381,045 in its

test set. For each corpus, we construct two datasets: a synthesized user dataset and

a headline generation dataset. The �rst dataset is used for training the use signature

phrase selection model (Section 3.1.2) and evaluating the entire system, while the
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Corpus Newsroom Gigaword
Synthesized user dataset

Train
# instances 994,680 6,848,000
# signature phrases per user 1 1
Avg. # articles read by a user 16.17 16.31

Dev
# instances 49,860 49,984
# signature phrases per user 1 1
Avg. # articles read by a user 16.32 16.33

Test
# instances 10,000 10,000
# signature phrases per user 1~5 1~5
Avg. # articles read by a user 15.03 14.99

Headline generation dataset
# train instances 995,041 7,704,419
# dev instances 58,530 394,390
Avg. # words/article 661.58 421.42
Avg. # words/headline 8.73 8.44
Avg. # signature phrase/article 11.36 10.81
Total # of signature phrases 48,820 25,084

Table 3.1: Statistics of the datasets. For each corpus, the synthesized user dataset
is used for training the signature phrase selection module and evaluating the entire
system, while the headline generation dataset is used for training the headline gener-
ation module (it does not have a test set because the generation step is evaluated in
the entire system using the test set of synthesized user dataset).

second dataset is used for training the signature-oriented headline generation model

(Section 3.1.3). Further data statistics can be found in Table 3.1.

Synthesized User Creation. As real user data is not available, we generate synthe-

sized users to mimic real users' reading histories. The process for creating synthesized

users is illustrated in Figure 3.1 and consists of the following steps: (1) Identi�cation

of signature phrases in all news articles of a corpus to build a candidate phrase pool;

(2) Mapping of each signature phrase to a series of news articles that contain that

phrase; (3) Random sampling of a subset of phrases from the candidate phrase pool

as each synthesized user's area of interest; (4) Random sampling of a set of news

articles that contain each user's chosen interest phrase using the phrase-article map

established in step 2.

During the training stage of the signature phrase selector, each synthesized user is

assigned only one interest phrase to enable contrastive learning (Eq. 3.4). However,
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Figure 3.1: Synthesizing user pro�les. The synthesized user's interests contain ran-
domly selected interest phrases, i.e.Stanford University, Diabetes, Boeing. Some
news headlines related to these phrases are chosen to represent the synthesized user's
reading history. During the inference stage, one news article containing the interest
phraseStanford University is selected as the source article for headline generation.

when evaluating the model, each synthesized user is assigned 1� 5 interest phrases

to mimic real-world scenarios. It is important to note that it is easier to generate

personalized headlines for users with simpler backgrounds (e.g. users whose reading

histories only relate to one or two topics). To study the e�ect of the number of users'

interested phrases on the generated headlines, we create 2,000 synthesized users with

1 � 5 number of interested phrases respectively.

In general, headline personalizing is only e�ective when the source article content

aligns with the user's interests. To ensure relevancy, we randomly select one of the

user signature phrases from each synthesized user, and then randomly choose one

news article that contains the selected phrase as the input for the test case. This

ensures that the news article whose headline needs to be generated is relevant to the

user. The evaluation details are further explained in Section 3.3.

Headline Generation. In order to generate signature phrase oriented headlines,

we use the signature phrases identi�cation model to extract signature phrases from

the original headlines. These generated phrases, along with the corresponding news
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article contents, are then fed into the headline generation model to generate the

original headlines. In our experiments, we truncate all news articles to a maximum of

512 tokens and only keep signature phrases that appear in more than 10 news articles.

On average, around 10 candidate signature phrases are identi�ed in each news article,

providing a diverse range of perspectives for headline generation.

3.3 Experiments

We thoroughly evaluate our proposed system from di�erent perspectives, including

objective evaluation (3.3.2), subjective evaluation (3.3.3) and ablation studies (3.3.4),

for personalized headline generation.

3.3.1 Baseline Methods

We compare the performance of our system with the following baseline approaches:

(1) PENS-EBNR and (2) PENS-NRMS [5] are LSTM-based personalized headline

generation models. Both were trained on the PENS dataset, but using di�erent

reading history encoding models; (3)Vanilla System is a BART-large model �ne-

tuned directly on headline generation datasets without using signature phrases; (4)

Vanilla Human refers to original headline given by the author of the news article; (5)

SP-headlineuses signature phrases identi�ed in the original human-written headline

to guide headline generation; (6)SP-randomrandomly selects signature phrases in

the news article to guide headline generation. (7)SP-holistic and (8) SP-individual

were introduced in previous sections.

3.3.2 Objective Evaluation

We use various metrics to evaluate the entire personalized headline generation

pipeline:

(1) Relevance Metrics. We use pre-trained DPR [72] and Sentence-BERT [138] models

to calculate the relevance score between texts. Speci�cally, we report dot-product
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Methods
User Adaptation Metrics Article Loyalty Metrics Other Metrics

H-U Relevance
REC Score

H-A Relevance
FactCC R-L Ext Cvrg Length

DPR SBERT DPR SBERT
Newsroom

Baselines

PENS-NRMS 50.85 0.221 2.449 60.25 0.659 0.498 17.98 0.982 9.99
PENS-EBNR 50.89 0.219 2.476 60.84 0.666 0.521 19.75 0.984 10.00
Vanilla System 51.78 0.249 2.697 64.31 0.681 0.639 37.02 0.828 8.51
Vanilla Human 51.39 0.241 2.690 64.00 0.642 0.682 N/A 0.749 8.96

Ours

SP Headline 52.42 0.270 2.577 63.74 0.651 0.694 42.63 0.772 7.53
SP Random 52.26 0.263 2.735 64.31 0.652 0.680 29.40 0.817 8.87
SP holistic-N 53.23 0.286 2.896 64.33 0.654 0.673 29.52 0.817 8.83
SP individual-N 54.19 0.313 2.735 64.57 0.659 0.670 30.14 0.818 8.87
SP holistic-F 54.00 0.310 2.882 64.24 0.655 0.662 29.92 0.814 8.79
SP individual-F 55.05 0.342 2.947 64.85 0.658 0.695 29.83 0.820 8.98

Gigaword

Baselines

PENS-NRMS 52.30 0.22 3.144 63.72 0.678 0.524 23.06 0.999 9.97
PENS-EBNR 52.51 0.221 3.224 64.51 0.696 0.551 22.30 0.997 10.00
Vanilla System 53.28 0.241 3.526 66.90 0.702 0.636 44.95 0.797 8.22
Vanilla Human 52.80 0.236 3.489 66.08 0.652 0.684 N/A 0.716 8.57

Ours

SP Headline 52.94 0.236 3.478 66.39 0.684 0.655 54.68 0.782 8.13
SP Random 52.44 0.235 3.216 64.33 0.625 0.718 33.33 0.764 7.86
SP holistic-N 53.39 0.253 3.414 64.81 0.638 0.697 35.39 0.768 7.84
SP individual-N 54.08 0.272 3.455 65.25 0.648 0.695 36.36 0.776 7.87
SP holistic-F 54.14 0.278 3.396 64.77 0.636 0.704 35.16 0.769 7.87
SP individual-F 54.82 0.299 3.459 65.34 0.643 0.738 34.65 0.778 8.06

Table 3.2: Objective evaluation results of all methods. \-F" means using the �ne-
tuned signature phrase encoder, headline encoder and user history encoder, while
\-N" means using the naive DPR models as encoders. \REC Score" refers to recom-
mendation score. Vanilla approaches do not consider human preference.

similarity when using DPR, and cosine similarity when using Sentence-BERT. These

relevance metrics are calculated for both theheadline-user relevanceand theheadline-

article relevance. For headline-user relevance, the score is calculated between the

generated headline and the user signatures. Forheadline-article relevance, the score

is calculated between the generated headline and the entire news article.

(2) Recommendation Score. Following [173], we train a news recommendation system

using the MIND dataset [174]. The system takes in a user's reading history and a

headline of a news article, and outputs a score indicating the degree to which the

system would recommend the news to the user.

(3) Factual Consistency. We apply the pre-trained FactCC model [82] to obtain

the factual consistency score between the generated headline and the news article.

We report the percentage of generated headlines that are predicted to be factually

consistent with the news article by the FactCC model.

(4) Surface Overlap. We use ROUGE-L F1 and Extractive Coverage to evaluate the

surface overlap between the generated headline and the reference headline/news ar-

ticle. ROUGE [99] scores are widely used to evaluate the surface level coverage of
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generated summaries against golden standards. Speci�cally, ROUGE-L F1 measures

the longest common sub-sequence between the generated output and reference. Ex-

tractive Coverage [53] is the percentage of words in the generated headline that are

from the source news article, measuring the extent to which the summary is derived

from the text.

Table 3.2 presents objective evaluation results for generated headlines. We elab-

orate our observations from the following perspectives:

User Adaptation. (1) The methodsSP holistic and SP individual generally show

better performance, indicating that our signature phrase based headline generation

framework is able to generate more user-oriented headlines. In contrast, whileVanilla

Systemand SP Headlineachieve higher Rouge-L scores, they have lower scores in user

adaptation, suggesting that they have higher similarity with the original headline

but do not achieve personalization. (2) Comparing SP based methods, we observe

that using selectors �ne-tuned on our signature selection datasets (i.e.-F) leads to

more user-preferred headlines than their naive counterparts (i.e.-N). This re
ects

the improvement of �ne-tuning signature phrase selector. It is worth noting that

the performance ofSP Randomis signi�cantly lower than SP holistic/individual , and

almost similar to Vanilla System, which suggests that user adaptation is only achieved

when signature phrases of users' interests are well-selected. (3)SP individual shows

better performance thanSP holistic, indicating that individual encoding better aligns

users' reading history with their interests.

Article Loyalty. (1) While Vanilla Systemgenerally achieves better performance in

headline-article relevance,SP individual-F generates more headlines that are identi-

�ed as factually consistent by FactCC. Our analysis found that headlines generated by

our SP-based methods are usually anchored to news articles by the signature phrase,

i.e. the generated headlines may contain content in the context of the signature

phrase (as shown in the example in Figure 3.1). This keeps the generated headlines
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related and factually consistent with the news article, thus avoiding click-bait head-

lines. (2) The extractive converge of the original human headlines is lower than all

machine-generated headlines, which implies that human written headlines are more

abstractive. This explains the original headlines' low performance in article loyalty

metrics. Note that ROUGE scores do measure our goal of headline personalization,

we present the results only to show the generated headlines' surface-level resemblance

to the human written ones.

3.3.3 Subjective Evaluation

We conduct a two-step human evaluation using 16 evaluators who have high En-

glish pro�ciency. In the �rst step, we collected 2,260 news headlines from 113 com-

mon topics in Newsroom and Gigaword corpus. We presented the volunteers with

the article headlines and corresponding topics and asked them to select around 20

headlines of their interests mimicking their interest phrases and reading histories. In

the second step, we generated headlines for 12 randomly selected news articles con-

taining the volunteers' interested phrases (6 from Newsroom and 6 from Gigaword).

We then asked the volunteers to evaluate the generated headlines through the fol-

lowing �ve approaches: (1)Vanilla Human; (2) Vanilla System; (3) SP-random; (4)

SP-individual-N; (5) SP-individual-F. We evaluated the headlines from three perspec-

tives: (1) User adaptation; (2) Headline appropriatenessand (3) Text quality . The

grading scale ranges from 1 (worst) to 3 (best).

According to Figure 3.2, our signature-oriented headline generation approaches,

SP-Individual-F and SP-Individual-N, perform better than other baseline methods in

terms of user adaptation. This is in line with the objective results that our signature-

oriented framework generates headlines that cater more to users' interests.

Further, the headlines generated byVanilla System obtain the highest scores in

headline appropriateness. However, after analyzing the generated headlines, we re-
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Figure 3.2: Result of human evaluation scores on the generated headlines w.r.t. text
quality, headline appropriateness, and user adaptation.

1

User Signatures : Mark Zuckerberg; Bill Gates
News Article : The Giving Pledge, invented by Bill and Melinda Gates and Warren Bu�ett to spur the
philanthropy of billionaires, ... assuredly the coolest recruits are Facebook co-founders Mark Zuckerberg and
Dustin Moskovitz, who each turned 27 in May ...
Generated Headline : The Giving Pledge: Zuckerberg and Gates at 27

2

User Signatures : The Force Awakens
User Interest Phrase : Star Wars
News Article : Star Wars: Episode 7 has revealed its full title - it will be called Star Wars: The Force
Awakens ...
Generated Headline : Star Wars Episode 7 to be called Star Wars: The Force Awakens

3

User Signatures : Shanghai Composite Index
News Article : China stocks fell more than 1 percent on Tuesday morning ... the Shanghai Composite Index
lost 1.4 percent ...
Generated Headline : Shanghai Composite Index falls 1.4% despite market-soothing measures

4

User Signatures : Photography
News Article : ... Self-publishing is not a new development in photography, but recently the trend to make,
edit, design and produce ...
Human Headline : Self-publish or be damned: why photographers are going it alone
Generated Headline : Self-published photography books to be showcased at Photographers' Gallery

Table 3.3: Examples of generated headlines.

alized that some identi�ed signature phrases did not correlate well with the article's

main point, thus diverging from the article. For example, in the third example in

Table 3.3, the generated headline focuses onShanghai Index's drop, which is only a

minor evidence to support the article's main point, i.e.China's stock market crush,

and is therefore not appropriate to be included in the headline.

Moreover, theVanilla Human did not receive the highest scores. We found some

of the human written headlines are overly rhetorical and not easily understandable

to ordinary readers (see the fourth example in Table 6.8). All NLP models achieve

good performance (around 1.8 points) in text quality, which is similar to the scores

of the human-written headlines.
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Selector Hit@1 Hit@3 Hit@5 Mean Rank#
Newsroom

Random 9.28 27.79 46.28 5.071
Holistic-N 18.30 41.82 57.95 4.395
Holistic-F 30.10 54.69 68.81 3.376
Individual-N 30.99 57.05 71.68 3.193
Individual-F 40.34 67.57 79.64 2.395

Gigaword
Random 9.28 27.79 46.28 5.071
Holistic-N 16.91 39.56 58.31 4.142
Holistic-F 29.21 55.44 70.95 3.094
Individual-N 23.98 50.09 67.50 3.438
Individual-F 34.05 64.01 79.71 2.426

Table 3.4: The impact of di�erent signature phrase selectors.

# User's Interest Phrases
User Adaptation Metrics Article Loyalty Metrics Other Metrics

H-U Relevance
REC Score

H-A Relevance
FactCC R-L Ext Cvrg Length

DPR SBERT DPR SBERT
1 55.63 0.362 4.532 65.14 0.665 70.2 30.28 0.826 9.04
2 55.04 0.347 3.077 64.87 0.656 69.2 30.03 0.818 9.02
3 54.96 0.343 2.555 64.84 0.660 68.5 29.55 0.821 9.04
4 54.96 0.330 2.262 64.53 0.653 68.9 29.31 0.815 8.82
5 54.65 0.328 2.310 64.88 0.658 70.7 29.97 0.821 8.98

10 54.39 0.323 1.871 64.96 0.655 69.3 29.18 0.813 8.89
20 53.74 0.305 1.65 64.7 0.657 66.9 30.01 0.812 8.93
30 53.14 0.291 1.778 64.66 0.658 69.1 29.55 0.817 8.94

Table 3.5: Result of generated headlines for newsroom articles when synthesized users
have di�erent number of interest phrases.

3.3.4 Ablation Study

Selectors Evaluation. To evaluate the performance of signature selection, we

rank all candidate signature phrases within an article for a synthesized user and

report the following metrics: (1) Hit@K, which is the percentage of times that the

correct signature phrase is ranked among the top K; (2) Mean rank, which is the

average rank of the correct signature phrase. We use our synthesized user evaluation

dataset to evaluate both headline generation and signature selection.

As shown in Table 3.4,Individual-F demonstrates the best performance among

all selectors. This explains the high user adaptation scores of headlines generated by

SP individual-F. We have observed that the selector does not always choose the gold

user signature phrases, yet the generated headline still relates to user's interests. For

example, in the second example of Table 3.3, even though the user's interested phrase
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Methods
User Adaptation Metrics Article Loyalty Metrics Other Metrics

H-U Relevance
REC Score

H-A Relevance
FactCC R-L Ext Cvrg Length

DPR SBERT DPR SBERT
History Oriented (GPT-3) 51.76 0.277 4.277 64.05 0.676 0.64 29.99 0.751 7.02
Topic Oriented (GPT-3) 52.73 0.296 4.562 64.21 0.685 0.65 26.32 0.759 7.80

SP individual-F 54.75 0.330 4.618 64.85 0.672 0.71 36.89 0.835 9.14

Table 3.6: Performance of GPT-3 generated headlines compared to ourSP individual-
F.

History Oriented : Assume a reader has already read a series of articles titled [Title 1], [Title 2], . . . . Here's
an input news article: [Article]. Generate a compelling headline within ten words for this news article that the
reader would �nd interesting.

Topic Oriented : [Article]. Generate a compelling headline within ten words for the above news article that a
reader who has already read a series of articles on the topics of [Topic 1], [Topic 2], . . . . would �nd interesting.

Table 3.7: Two paradigms of applying GPT-3 in personalized headline generation.
History Oriented uses GPT-3 to generate headlines for users based on their reading
history. Topic Oriented �rst obtains focused signature phrases using our signature
identi�cation and selection modules, and then generates the headline based based on
the focused topics using GPT-3.

Star War was not chosen as the user signature, the generated headline is still relevant

to Star War, as the selected signature phraseThe Force Awakensis the subheading

of a movie in theStar War movie series.

Factors A�ecting Headline Generation. Through our experiments, we have

identi�ed that the following factors a�ect the quality of the generated headlines:

(1) Number of topics that the user is interested in. As shown in Table 3.52, the

evaluation results of headlines generated from newsroom articles for synthesized users

with varying number of interest phrases indicates that, as the number of interest

phrases increases, the user adaptation scores decreases, while other scores remain

roughly the same. This suggests that it is easier to generate personalized headlines

for users who read news related to fewer interest phrases. However, even when the

number of interest topics increases to 30, our proposed method still achieves better

user adaptation scores then the vanilla systems, while showing similar performance in

2In this experiment, we additionally include 3 groups of synthesized users who has 10/20/30
interest topics, each single user has 50-60 news in their reading histories.
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article loyalty metric. (2) Number of user signature phrases. Our analysis of generated

headlines revealed that when the signature-oriented headline generator takes multiple

user signature phrases as input, the generated headline may contain factual errors.

This is because the generator is compelled to incorporate irrelevant signature phrases

into a coherent headline, as seen in the �rst example in Table 3.3). As a result, we

only use a single signature phrase to guide headline generation.

Applying GPT-3 for Personalized Headline Generation. Recently, GPT-3

[15] has been found to be e�ective in zero-shot prompting automatic summarization

[50]. In this section, we investigate whether prompts can inspire GPT-33 to generate

personalized headlines of good quality. To achieve this goal, we conduct experiment

with 100 random samples from our newsroom test set using two paradigms, as shown

in Table 3.7, and present the results in Table 3.6.

Our SP individual-F method outperforms GPT-3 based methods in terms of user

adaptation metrics and ROUGE-L score. This suggests that despite GPT-3's strong

ability in zero-shot setting, it is still incomparable to models that are speci�cally

trained for our headline generation task. Speci�cally, thetopic oriented method shows

better performance in user adaptation metrics than thehistory oriented method,

which implies that our topic selector e�ectively reveals users' interests.

3.4 Conclusion

We investigate the generation of personalized headlines tailored to various users'

interests. We propose a topic-focused generation framework and methods for creat-

ing synthesized data to support the training of our framework without the need for

human-annotated datasets. Additionally, we explore evaluation methods that enable

3In our experiment, we use OpenAI's text-davinci-003.
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the automatic evaluation of the generated headlines from multiple perspectives. Our

experiments demonstrate the e�ectiveness of our proposed approaches.

38



CHAPTER 4

LEARNING AS CONVERSATION: DIALOGUE SYSTEMS
REINFORCED FOR INFORMATION ACQUISITION

In this chapter we present novel AI-empowered chatbots for learning as conver-

sation where a user does not read a passage but gains information and knowledge

through conversation with a teacher bot. Our information-acquisition-oriented dia-

logue system employs a novel adaptation of reinforced self-play so that the system can

be transferred to various domains without in-domain dialogue data, and can carry out

conversations both informative and attentive to users (Section 4.1). In Section 4.2

we introduce our experiment settings. In Section 4.3 and Section 4.4 we report our

objective and subjective results on three large public data corpora.

4.1 Approach

In order to obtain an informative and attentive teaching dialogue system, we

propose a framework that consists of two chat bots in di�erent roles, and leverage

both supervised learning and unsupervised reinforcement learning, as illustrated in

Figure 4.1. The unsupervised reinforcement learning enables the system to be �ne-

tuned on other text corpus where no annotation or dialogue data is required.
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Figure 4.1: Our two-phase training framework

4.1.1 Model Architecture

Given a passageP, the conversation between Teacher botX and Student bot Y

can be denoted as a sequence of turnsC = f UX
1 ; UY

1 ; :::; UX
N ; UY

N g, where N is the

number of turns in the conversation. In order to mimic our use case, Teacher bot has

access toP whereas Student bot does not.

Teacher bot X aims at transmitting the information in P to the student. At the

nth turn, X takes as inputP and the conversation historyH Y
n = f UX

1 ; UY
1 ; :::; UX

n� 1; UY
n� 1g,

and outputsUX
n . Teacher botX adopts DoHA [128], a pre-trained model for document-

grounded text generation, and is tuned in supervised phase and unsupervised self-play

phase.

In order to �ne-tune Teacher bot X with reinforcement learning on full conversa-

tions, as a practical approach, we train aStudent bot Y to carry on conversations
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with X . Student bot Y takes the conversation historyH Y
n = f UX

1 ; UY
1 ; :::; UX

n g as

input, and output UY
n . It adopts BART [92] model.

4.1.2 Phase 1: Supervised Pre-Tuning

This phase trains Teacher botX to initialize and carry out conversations based on

a given passageP, and trains Student bot Y to respond appropriately toX . To this

end, we pre-tune bothX and Y on the Wizard of Wikipedia (WoW ) dataset. WoW

was chosen as the pre-tuning dataset because of its two characteristics: 1) Open-

domain: WoW contains conversations on a broad range of topics and domains across

Wikipedia, thus the pre-tuned Teacher and Student bots have greater potentials to

be successfully transferred to other domains during the �ne-tuning stage; 2) Content-

grounded: in WoW, the teaching bot's utterances are grounded on passages, which

is similar to our task. We present the gold passage to Teacher bot directly, though,

di�erent from the WoW 's original setting [29] where Teacher bot searches a large

corpus for supporting passages.

We optimize the maximum-likelihood objective for Teacher bot by minimizing the

following loss:

LX
mle = �

NX

n=1

M nX

m=1

log(p(xm jx1;:::;xm� 1;H X
n ;P))

where N is the total number of turns in the conversation,f x1; :::; xM n g is Teacher

bot's response at thenth turn, M n is the number of words inUX
n . The loss function

for Student bot, LY
mle , is similar to LX

mle , with the exception of not including a passage

P as input.

LY
mle = �

NX

n=1

M nX

m=1

log(p(ym jy1; :::; ym� 1; H Y
n ))

wheref y1; :::; yM n g is Student bot's response at thenth turn.
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4.1.3 Phase 2: Unsupervised Self-Play Fine-tuning

In this phase, we aim at improving Teacher bot's ability to present informative and

coherent conversations. This is achieved by reinforcement learning on Teacher bot

with the help of Student bot, and could be applied in a novel target domain even where

dialogue dataset is absent. We adopt a self-play approach, i.e. we let Teacher bot

and Student bot chat with each other over a passage in the target domain to generate

multiple turns of conversations. In this �ne-tuning phase, we keep Student bot frozen,

and reward Teacher bot when the generated conversation achieves higher scores. In

order to reduce the variance of the gradient estimate, we apply self-critic reinforcement

learning [139]. Speci�cally, at each turn, we let Teacher bot generate two separate

utterances: 1)Us, which is sampled from the model, i.e.xs
m � p(xjxs

1; :::; xs
m� 1), and

2) U� , which is obtained by greedy search, i.e.x �
m = arg maxw p(xjx �

1; :::; x�
m� 1). We

optimize the model by minimizing the following RL loss:

LX
rl = �

NX

n=1

(R(Us
n ) � R(U�

n ))
M nX

m=1

log(p(xs
m jxs

1; :::; xs
m� 1; H X

n ; P))

where R() is the reward function, which we will cover in Section 4.1.4, andP is a

passage from the target domain corpus.

If not taking into account language modeling, optimizing RL loss alone would lead

Teacher bot to generate inarticulate and even grammatically incorrect utterances. To

keep the 
uency of Teacher bots, we optimize a combined lossLX consisting of RL

lossLX
rl on the new target domain data and MLE lossLX

mle on the pre-tuning dialogue

dataset, so the language style acquired during the pre-tuning phase would not get lost

during RL �ne-tuning:

LX = 
L X
rl + (1 � 
 )LX

mle
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where 
 2 (0; 1) is a scaling factor accounting for the emphasis onLX
rl and LX

mle .

We note that while LX
mle should be obtained on an annotated content-grounded di-

alogue dataset (e.g.WoW ), LX
rl could be obtained on any target domain passage

corpus even without dialogue data. This enables our approach to be transferred to

an unsupervised text corpus.

4.1.4 Reward Functions

4.1.4.1 Coverage

We de�ne the coverage reward of a Teacher bot's utteranceUX as:

Rcov = Rouge 1(P; H + UX ) � Rouge 1(P; H)

where Rouge1(P; H) is the Rouge-1 F1 [99] score of the conversation historyH to

the input passageP. Intuitively, this function favors utterances that cover more

information in the passage and have less overlap with the conversation history.

4.1.4.2 Coherence

Dialogue coherence datasets We explore neural coherence scoring models trained

on two open-domain dialogue coherence datasets:

1. WoW-coherence dataset We reuse theWoW dataset to heuristically build a

dialogue coherence classi�cation dataset. Speci�cally, for each multi-turn dialogue

in WoW, we label the ground truth response to its conversation history ascoherent

response, and all later responses in the same dialogue asincoherent responses.

2. InferConv dataset [33] This is an open-domain dialogue coherence classi�cation

dataset built from PersonaChat conversational data [197]. The dataset casts a re-

sponse as the hypothesis and the conversation history as the premise, thus convert

dialogue coherence evaluation into an NLI task. The dataset classi�es the relation-
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ship between the response and the conversation history into three categories:entailed,

neutral and contradict. Table 4.2 summarizes statistics of these datasets.

Coherence scoring models Based on the same pre-trained model BERT [26], we

train two di�erent coherence scoring models on the two dialogue coherence classi-

�cation datasets respectively. Both models take the concatenation (with [SEP]) of

the conversation history and a candidate response as input, and minimize the cross

entropy loss between the predicted label and the gold label. We use di�erent methods

to attain the coherence rewardRcoh from the two models.

For model WoW-coherence, we de�ne the coherence reward with softmax:

Rcoh =
eoc

eoc + eoi

whereoc and oi are the logits forcoherent and incoherent labels in the output layer.

For model InferConv, we observe some responses labeled asneutral are appropriate

responses but are not closely related to conversation history (e.g.\That's interest-

ing!" ), we thus heuristically assign constant scoresse, sn and sc as coherence reward

Rcoh when the response is predicted asentailed, neutral and contradict. In the re-

mainder of the paper, we useWoW-coherenceas the default coherence model, and

compare it with InferConv in Section 4.3.

4.1.4.3 Mixed Reward

The coverage and coherence rewards are combined with a hyper-parameter� ,

yielding the �nal reward:

R = �R cov + (1 � � )Rcoh
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4.2 Experimental Setting

We proceed by describing our datasets, comparison systems and evaluation met-

rics. We then show the performance of our proposed approach compared to state-of-

the-art in Section 4.3.

4.2.1 Datasets

Wizard of Wikipedia [29] contains a total of 22,311 human-human conversations

crowdsourced via Amazon's Mechanical Turk. The conversations are grounded in

Wikipedia passages covering a wide range of topics:e-book, toga party, armadillo, etc.

Both Teacher and Student bots are pre-tuned on theWoW dataset during Phase 1.

Di�erent from WoW 's original setting, we present the gold passage to the Teacher

bot directly, instead of searching a large corpus for supporting passages. This allows

us to focus less on retrieval and more on creating a Teacher bot to deliver informative

and attentive dialogues.

We consider knowledge sources of various sorts as Teacher bot's target domain

during �ne-tuning. CNN/DailyMail contains a large collection of online news articles

with an average of 781 tokens per article [146]. The full content of the article cannot

be conveyed in a short conversation. Thus, we use the �rst 130 tokens of each article

as a supporting passage, assuming it covers the most important content of the news

article.

Academic papers have become an omnipresent source of knowledge. We create our

own dataset containing papers published in recent years (2017{2021) at major venues,

including ACL, EMNLP, NAACL, EACL, Findings and ICLR conferences. Similarly,

we use paper abstracts as supporting passages instead of full articles. Moreover, we

include Wikipedia passages from theWoW dataset, without conversations, as another

source of knowledge. TheCNN-DM, Paper Abstracts and Wikipedia datasets are
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Pre-Tuning WoW-Train WoW-Valid
#Utterances 166,787 17,715
#Dialogues 18,430 1,948

#Words/utterance 16.6 16.6
#Words/passage 110.3 109.8

Fine-Tuning Wikipedia CNN-DM Paper Abs.
#Passages 50,000 50,000 22,512

#Words/passage 111.7 129.8 149.3

Test Set Wikipedia CNN-DM Paper Abs.
#Passages 1,000 1,000 500

#Words/passage 112.7 129.9 148.1

Table 4.1: Datasets statistics.

WoW-Coh Coherent Resp. Incoherent All
Train 74,092 233,142 307,234
Valid 3,939 12,362 16,301
Test 3,865 12,098 15,963

InferConv Entail Neutral Contradict All
Train 218,181 579,434 261,984 1,059,599
Valid 28,072 12,242 9,780 50,094
Test 3,119 1,087 1,360 5,566

Table 4.2: Details of the datasets used to train our neural coherence scoring models.

used in Phase 2 of unsupervised self-play �ne-tuning. Statistics of these datasets are

summarized in Table 4.1.

4.2.2 Comparison Models

Our baseline Teacher bot builds on the state-of-the art content-grounded dia-

logue generation model:DoHA [128]. It includes two improvements to the archi-

tectures of pre-trained encoder-decoder models [92]: building context-driven repre-

sentation of the supporting document, and enabling document-headed attention to

acquire information from the document. DoHA has demonstrated strong perfor-

mance in document-grounded generation. AllDoHA models are pre-tuned on the

WoW dataset.

Our Full Teacher bot is created to converse in an informative and coherent man-

ner. It extends DoHA by incorporating both coverage and coherence rewards in
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Coherence
3 TeacherBot provides coherent responses to the evaluator's input.
2 TeacherBot provides largely coherent responses (with minor coherency issues) to the evaluator's input.
1 TeacherBot does not respond properly to the evaluator's input.

Readability
3 TeacherBot's responses are easy to read, containing no grammatical or semantic errors.
2 TeacherBot's responses read smoothly but may contain 1-2 grammatical or semantic errors.
1 TeacherBot's responses contain> 2 grammatical or semantic errors, or are nonsensical.

Overall Quality
An initial score of 3 is given to a dialogue, then 1 point is
deducted for each of the following issues, with a minimum
score of 0.
� Uninformative, i.e. it provides < 2 correct answers during QA.
� Incoherent, i.e. the average coherence score is< 2 points.
� Low readability, i.e. the average readability score is < 2.5 points.
� Any other issues that could lead to an ineffective conversation e.g. words are repeated between turns.

Table 4.3: A scoring rubric provided to human evaluators.

Dataset Model
Coverage Metrics Coherence Metrics Subjective Metrics

Avg Len
R-1 R-2 R-L QA Conf QA F1 WC IC DPR QA Human Coh Read Overall

Wiki

DoHA 48.09 41.27 44.31 19.76 19.39 0.503 0.550 0.555 30.0 2.07 2.79 1.84 15.51
+Cov 74.62 71.66 72.25 30.90 34.38 0.307 0.466 0.543 45.63 1.85 2.85 2.12 28.11
+Coh 44.87 35.87 39.64 18.96 17.17 0.807 0.694 0.578 33.12 2.42 2.81 2.34 17.11
Full 62.78 58.83 60.61 25.94 27.01 0.617 0.630 0.556 38.74 2.26 2.88 2.37 20.69

CNN-DM

DoHA 38.89 30.09 32.91 15.90 15.80 0.521 0.567 0.538 28.12 2.28 2.67 1.87 16.29
+Cov 81.52 78.52 73.73 30.98 38.46 0.253 0.381 0.525 58.59 2.14 2.79 2.37 36.08
+Coh 30.45 18.61 24.0 13.31 11.31 0.845 0.692 0.561 40.15 2.40 2.48 1.93 16.23
Full 65.77 60.45 57.83 25.5 30.36 0.604 0.692 0.559 52.5 2.57 2.71 2.53 29.76

Papers

DoHA 36.27 28.20 30.60 10.29 5.34 0.565 0.452 0.557 30.5 1.58 2.55 1.4 15.61
+Cov 72.63 69.69 49.18 20.32 17.61 0.271 0.141 0.529 57.5 1.73 2.77 1.96 33.55
+Coh 32.96 21.24 26.21 8.18 3.95 0.806 0.547 0.576 25.47 1.82 2.26 1.25 16.3
Full 59.65 54.22 47.88 15.46 13.81 0.766 0.501 0.560 51.76 2.16 2.53 2.09 27.37

Table 4.4: We compare Teacher bots based on naive DoHA[128] model to variants
�ne-tuned using di�erent reward functions, Avg len refers to average utterance length,
WC refers toWoW-coh, IC refers to InferConv-Coh

unsupervised self-play �ne-tuning. Additionally, we ablateFull model by remov-

ing each of the two rewards:+Cov uses only the coverage reward for �ne-tuning,

i.e. setting � = 1 in our reward function (Section 4.1.4). +Coh utilizes only the

WoW-coherencereward, i.e. setting� = 0. Please refer to appendix for more imple-

mentation details and hyper-parameters.

4.2.3 Evaluation Metrics

We investigate a wide range of metrics to evaluate Teacher bot's performance.

Objective metrics measure the content coverage and coherence of Teacher bot's ut-

terances.Subjective metrics, devised with human-in-the-loop, provide a holistic eval-
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uation of a conversation, focusing on its overall e�ectiveness and various aspects of

linguistic quality.

Objective Metrics. Teacher bot converses with Student bot over a passage for

three turns. That is, Teacher bot initiates the dialogue and provides two responses to

Student bot. We objectively evaluate Teacher bot's utterances in terms of information

coverage and coherence as follows.

ˆ Rouge [99] is one of the most widely used metrics for measuring information

coverage. We consider three variants in this study:R-1 , R-2 and R-L , which respec-

tively measure the overlap of unigrams, bigrams and the longest common subsequence

between the given passage and Teacher bot's utterances.

ˆ QAF1 and QAConf are two variants of SummaQA [145], a question answering-

based evaluation metric. If a conversation is rich in information, it could be used as a

surrogate for the passage to answering important questions. To this end, SummaQA

generates Cloze-style questions from a passage by masking out entities, then employs

a QA system to answer those questions based on a conversation. A higher QA perfor-

mance suggests the conversation has better coverage. Particularly,QAF1 reports the

F1 score for question answering;QAConf measures the con�dence of the QA system

in predicting answers.

ˆ WoW-Coherenceand InferConv are neural coherence scoring models (Section4.1.4.2)

repurposed for evaluation. These models quantitatively assess if Teacher bot has pro-

duced a coherent response given the conversation history, or not.

ˆ DPRRelv provides a new perspective on dialogue coherence evaluation [194]. It

draws on the Dense Passage Retriever model (DPR; Karpukhin et al., 2020) to predict

if a Teacher bot's response is relevant to Student bot's input. A higher relevance

score means the input and response share the same topic, suggesting a coherent

conversation.
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Subjective Metrics. We recruit 24 human evaluators to interact with Teacher bots.

Each evaluator is asked to converse with bots over four passages. For each passage,

the evaluator chats with four di�erent Teacher bots for three turns, where Teacher bot

initiates the conversation and responds twice to the evaluator's input. We randomly

select 48 passages for evaluation, i.e., 16 passages from each of the three test sets.

To evaluate conversations produced fromPaper Abstracts, we require evaluators, 8

in total, to be either PhD students or have obtained a PhD degree. For fair compar-

ison, we shu�e and hide the order of Teacher bots presented to evaluators. Human

evaluators were suggested to feed the same or similar inputs across Teacher bots on

the same passage whenever possible. Throughout the conversation, the passage was

not shown to the evaluators. After the conversation, human evaluators were asked to

complete the following evaluation tasks:

ˆ QAHuman : Five sentences are randomly selected from each passage and one im-

portant entity is masked out in each sentence. The evaluators are presented with

each corrupted sentence and asked if the sentence could be recovered by referencing

the conversation with Teacher bot. We report the ratio of sentences that could be

correctly recovered.

ˆ Linguistic Quality : We ask human evaluators to rate each conversation along

three dimensions:Coherence: Does Teacher bot provide coherent responses to the

evaluator's input? Readability: Are Teacher bot's utterances easy to read, containing

no grammatical or semantic errors?Overall Quality: How will the conversation score

in terms of informativeness, coherence, readability and all aspects considered? The

scoring rubric provided to human evaluators is shown in Table 5.5.

4.3 Objective Results

Results on Test Sets. Table 4.4 presents objective evaluation results obtained for

various Teacher bots on three test sets:CNN-DM, Paper Abstracts and Wikipedia.
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Figure 4.2: ROUGE gain and utterance length tend to decrease as the number of
turns increases

We observe that ourFull Teacher bot is able to substantially outperform the baseline

systemDoHA on all datasets and across all objective metrics. It strikes a �ne balance

between delivering information-rich conversations and ensuring those conversations

are coherent and attentive. Further, we �nd that optimizing a single reward, whether

it be coverage or coherence, produces suboptimal results. For instance,+Cov tends

to produce longer utterances than other variants. It improves information coverage,

but yields low coherence scores, leading to a performance even inferior to the baseline

DoHA . Our �ndings suggest that it is important for the reinforcer LX
rl to learn with

both coverage or coherence rewards.

Trading o� Coverage for Coherence. In Figure 4.3, we plot the learning curves

of coverage and coherence scores when the reinforcer adopts a single reward (+Cov ,

+Coh ) or both (Full ). We use Rcov and Rcoh to approximate coverage and co-

herence scores. These plots are generated using 50 validation instances from the

Paper Abstracts dataset. We observe that with only the coverage reward (+Cov ),

Teacher bot tends to aggressively copy content from the passage, while disregarding

the conversation history. This inevitably leads to incoherent conversations. Con-

versely, +Coh can improve on coherence, but falls short on delivering informative

conversations. Finally, ourFull Teacher bot trades o� coverage for substantially
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Figure 4.3: Coverage and coherence scores when applying di�erent reward scores

higher coherence, thus achieving a signi�cant improvement over the baselineDoHA

model.

Measure of Information Gain We are curious to know the amount of information

brought by each utterance produced by Teacher bot. To this end, we de�ne infor-

mation gain IG (�) as the improvement of ROUGE scores brought by an utterance

U:

IG (U) = Rouge (P; H + U) � Rouge (P; H);

where P is the supporting passage, andH represents the conversation history. We

consider threeRouge variants, R-1 , R-2 and R-L , respectively. Figure 4.2 illus-

trates the gain of information for each of the three turns. The averageRouge gain is

reported for each turn, using conversations produced for thePaper Abstractsdataset.

We observe that there is a general tendency across turns that information gain is de-

creasing. This is in part because that at the beginning of a conversation, Teacher bot

has no constraints regarding content selection, it could rephrase any content selected

from the supporting passage to initiate a dialogue. In subsequent turns, Teacher

bot has to exercise caution in response generation considering both the conversation

history and overall coherence of the conversation. Consequently, we �nd that the

average length of the utterances also decreases in subsequent turns.
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Dataset Model
Coverage Coherence

QA Conf QA F1 WoW-Coh IC DPR

Wikipedia
WoW 18.96 17.17 0.807 0.694 0.578

InferCov 20.41 19.61 0.647 0.676 0.561

CNN-DM
WoW 13.31 11.31 0.845 0.692 0.561

InferCov 14.95 14.07 0.719 0.728 0.550

Papers
WoW 8.18 3.95 0.806 0.547 0.576

InferCov 9.47 4.31 0.737 0.554 0.558

Table 4.5: Teacher bot's performance when using di�erent coherence score models
during �ne-tuning

A Comparison of Coherence Scoring Models. We compare two Teacher bots

�ne-tuned only with coherence reward from di�erent coherence scoring models (i.e.

WoW-coherenceand InferConv). We demonstrate their objective results in Table 4.5.

According to the results, Teacher bot �ne-tuned with InferConv achieves slightly

better coverage metrics. However, in terms of coherence metrics, Teacher bot �ne-

tuned with WoW-coherencemodel generally achieves better performance. Based

on this observation, WoW-coherencescoring model better measures coherence in

conversations.

4.4 Subjective Results

We demonstrate the subjective evaluation results in Table 4.4 and have the fol-

lowing observations:

1. For question answering,+Cov achieves the best performance on all three

datasets. This again proves that the coverage reward helps make the conversation

more informative;

2. For coherence scores,+Coh achieves the best performance onWikipedia. How-

ever, on the other two datasets it was outperformed byFull .

3. For readability scores, onCNN-DM and Paper Abstracts, +Coh achieves the

lowest performance while+Cov achieves the highest.

52



4. For overall scores,Full demonstrates the best performance. This suggests

Full delivers conversations that are more balanced in coverage, coherence and read-

ability.

5. The Paper Abstractscorpus is the most challenging among all the test corpora,

as our Teacher bots generally show worse performance in coherence, readability and

overall scores. We found passages inPaper Abstractscontain volumes of professional

vocabularies thus are more complicated for people to understand. In addition, it's also

more di�cult for Student bot to respond appropriately during self-play �ne-tuning

(See examples in appendix). As a result, transferring Teacher bots to this domain is

more challenging.

A Case Study. We show a few Teacher bots' responses to users in Table 4.6. After

analyzing the cases, we have the following observations:

1. The coverage reward encourages Teacher bots to directly copy content from

the input passage, while the coherence reward encourages abstractively generating

new content: As shown in Example A,+Cov directly extracts a part of the orig-

inal passage as response, regardless of the user's question, while+Coh and Full

abstractively rewrite the response to make it more coherent.

2. Putting too much weight on coherence reward could make Teacher bot become

so abstractive that it misrepresents the original passage and lead to incoherence and

semantic/grammar errors. (See+Coh 's response in example A and C) This explains

+Coh 's low coherence and readability scores onCNN-DM and Paper Abstracts.

This observation suggests the necessity to carefully choose the weight for coherence

rewards, and to coupling coherence reward with coverage reward, which could make

the chat bot less abstractive.

3. Generally, user utterances could be classi�ed into two categories:Information-

seeking queries which request certain information (e.g. the user's utterance in

53



Example A (Passage fromWikipedia )

Passage The Concorde is a British–French turbojet-powered supersonic passenger airliner ... It had a maximum speed
over twice the speed of sound, at Mach 2.04, ... First �own in 1969, Concorde entered service in 1976 and
operated for 27 years. ...

User What is the plane famous for?
Bot Cov First �own in 1969, Concorde entered service in 1976 and operated for 27 years.
Bot Coh Concorde is famous for the speed of sound at Mach 2.04.
Bot Full Concorde is famous for having a maximum speed over twice the speed of sound, at Mach 2.04.

Example B (Passage fromCNN News )

Passage The US Food and Drug Administration, ... Molnupiravir is for the treatment of mild-to-moderate coronavirus
disease in adults with positive results of direct SARS-CoV-2 viral testing ... This is the second Covid-19 antiviral
pill authorized for ill people to take at home, before they get sick enough to be hospitalized ...

User Tell me more about the drug.
Bot Cov This is the second Covid-19 antiviral pill authorized for ill people to take at home, before they get sick enough

to be hospitalized.
Bot Coh The drug is for people with mild to moderate coronavirus disease.
Bot Full Molnupiravir is for the treatment of mild-to moderate coronavirus disease in adults with positive results of

direct SARS-CoV-2 viral testing.

Example C (Passage fromPaper Abstracts)

Passage ... In this paper we describe a novel framework to guide a supervised, extractive summarization system with
question-answering rewards ... Our results compare favorably with those reported by strong summarization
baselines as evaluated by automatic metrics and human assessors ...

User What did you propose?
Bot Cov Our results compare favorably with those reported by strong summarization baselines as evaluated by auto-

matic metrics and human assessors.
Bot Coh A proposal to use the extractive summarizer to answer questions.
Bot Full We propose a novel framework to guide a supervised, extractive summarization system with question-

answering rewards.

Table 4.6: A few example responses from di�erent Teacher bots. In example A,+Coh
and Full abstractively generatesConcord is famous for ... to make the response
more coherent to user's question. However, the underlined partin +Coh 's statement
misrepresent the input passage and is inaccurate. In example B, all responses seem
coherent because of the open-ended question.

example A); Open statements which do not have speci�c requests (e.g. the user's

utterance in example B). We found evaluators tend to give high coherence scores to

response to open statements, as they could be addressed by a wider range of responses.

4.5 Conclusion

We propose an information-acquisition-oriented dialogue system that transfers

information and knowledge in passages to users through conversations. An unsu-

pervised self-talk approach is introduced leveraging novel rewards to enable Teacher

bots to deliver informative and attentive conversations. Experiments with automatic

and human evaluations demonstrate the e�ectiveness of our approach. Some inter-
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esting future directions include extending the conversations to be based on a set of

documents and specializing our dialogue systems for in speci�c domain, e.g. patient

education.
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CHAPTER 5

GENERATION OF PATIENT AFTER-VISIT
SUMMARIES TO SUPPORT PHYSICIANS

In this chapter, we study the problem of automatic generation of after-visit sum-

maries and examine whether those summaries can convey the gist of clinical visits

(Section 5.1). Crucially, we introduce a feedback mechanism that alerts physicians

when an automatic summary fails to capture the important details of the clinical

notes or when it contains hallucinated facts that are potentially detrimental to the

summary quality (Section 5.2). We report our �ndings on a new clinical dataset that

contains a large number of electronic health record (EHR) notes and their associ-

ated summaries (Section 5.3). We further discuss the characteristics of this task in

Section 5.4.

5.1 Summarization

Our method generates an after-visit summary from EHR notes concerning a pa-

tient. It is modelled as a single-document summarization task as the EHR notes

were collapsed into a single document by the hospital and we were unable to recover

individual EHR notes. We useS= f w1; :::; wnS g to denote tokens of the source doc-

ument and T = f w1; :::; wnT g tokens of the target summary,nS and nT are length of

the sequences.

We explore a variety of summarization models to generate after-visit summaries.

They are detailed in Table 5.1. Particularly, an abstractive summarizer employs the

standard Transformer-based encoder-decoder model to generate a summaryP(T jS).
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Abstractive Summarization Model Extractive Summarization Model

• BART [92] uses the standard encoder-decoder architecture.
It was pretrained as a denoising autoencoder to learn to re-
construct the original text. Our input to the BART model
consists of a clinical document and its output is an abstrac-
tive summary.

• PEGASUS [195] explores a new pretraining objective tai-
lored for abstractive summarization. Important sentences
are masked out from the input document and the model
learns to generate the sentences as an output sequence, akin
to an extractive model. The system has been shown to per-
form well in a low-resource scenario where few examples
are available for �ne-tuning.

• LED [10] is the Longformer-Encoder-Decoder model. It is
an extension to Longformer to support text generation. LED
uses a local windowed attention which makes it computa-
tional feasible to encode a long input document. We favor
the LED model because, compared to news articles, there is
more risk involved in truncating long clinical documents to
a certain length.

• BertSum [102] employs the BERT model to identify
summary-worthy sentences. It uses a �at architecture to en-
code the input document, then adds a Transformer layer on
top of the sentence representations to model inter-sentence
relationship. The �nal output layer is a sigmoid classi-
�er used to predict if the sentence is to be included in the
summary.

• TextRank [110] and LexRank [35] are graph-based mod-
els that extract relevant sentences based on eigenvector
centrality.

• Oracle Top-K [2] is a method introduced by Adams et al.
which represents the upper bound for sentence extraction.
It ranks all document sentences according to their averaged
R-1 and R-2 scores with respect to the reference summary. It
then continues to add sentences yielding the highest scores
to the summary until the target token count is reached.

Table 5.1: State-of-the-art summarization models investigated in this work for gen-
eration of patient after-visit summaries.

An extractive summarizer selects important sentences to add to the summary until

a length threshold has been reached. These systems are used o�-the-shelf and have

achieved some of the highest reported scores on summarization. We assess their

ability to navigate complex medical terrain for generation of after-visit summaries.

Clinical notes are complex and full of references to medical events. However, the

summary given to the patient is simple and clear. We are thus curious to know

how medical events manifest themselves in the context of summarization. Events

are especially important for this task, as salient events happening at each medical

encounter must be included in the after-visit summary.

We de�ne event nuggetas a word or multi-word phrase that clearly expresses

the occurrence of a medical event. Event nuggets are identi�ed by MetaMap [6], an

open-source software tool designed to discover medical concepts referred to in a text.

Each occurrence of the concept is assigned a concept unique identi�er (CUI) and its

associated words are tagged in the text. In Figure 5.2, we show an example of medical

concepts identi�ed by MetaMap. Further, those medical concepts are categorized into
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ENTITY TYPE EVENT TYPE

Anatomical Abnormality Diagnostic Procedure
Medical Device Therapeutic or Preventive Procedure
Clinical Drug Pathologic Function
Pharmacologic Substance Disease or Syndrome
Organic Chemical Mental or Behavioral Dysfunction
Body Substance Injury or Poisoning
Finding
Sign or Symptom

Table 5.2: Semantic types used in this study.

various semantic types. We focus on concepts pertaining to a selected set of entity

and event types (Table 5.2), which are deemed relevant by medical experts. The other

types are excluded from consideration.

5.2 Error Detection

Event nuggets are associated with type I and type II errors frequently found in

the summary. A type I error indicates a summary contains a hallucinated fact or

event that is not present in the source document. Atype II error suggests that an

important medical event has been mistakenly left out of the summary, hampering its

usability. In this section, we describe novel methods to detect likely errors and 
ag

them in the text to alert clinicians.

5.2.1 Type I Error: Hallucination

A hallucination detectoraims to recognize any hallucinated content in a summary.

Flagging errors is helpful because physicians can be alerted about any anomalies and

it is especially appreciated in medical domain [150]. Our detector uses the BigBird

model [191], which is an encoder-only architecture equipped with sparse attention to

reduce Transformer's quadratic complexity to linear, and capable of encoding thou-

sands of tokens. The model takes as input a source document (S) and its system

summary (T ), and outputs a sequence of binary labels, one for each summary token,

where 1 represents the token is considered hallucinated and 0 otherwise.
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A key factor to the success of our model is its self-supervised training, where

a large number of training instances are constructed from unlabeled data. Each

training instance is a synthesized summarywhose hallucinated tokens are 
agged.

We adapt the model of Zhou et al. [207], initially proposed for MT, to create our

training instances. Our method di�ers from theirs in that, synthesized summaries

are required to contain hallucinated medical events that are inconsistent with or

unjusti�ed by the source document.

Synthesizing Erroneous Summaries. The procedure for generating synthesized

summaries is illustrated in Figure 5.1. Given a summary sentence, we mask out one or

two of its event nuggets. It is then fed to a denoising auto-encoder [92] to produce an

output sentence, whose masked-out positions are re�lled with medical events that are

\hallucinated" by the model. If the output is substantially di�erent from the input,

e.g., with < 50% token overlap, it is called asynthesizedsentence with hallucinations.

Tokens of the synthesized sentence, which cannot be aligned to the original sentence

using an edit-distance-style algorithm, are 
agged. E.g., \cardiac catheterization"

and \abnormalities" in our example are clearly hallucinated facts. This procedure is

repeated for all sentences1 of the reference summary to create a synthesized summary.

We provide examples of synthesized sentences in the Supplementary.

Importantly, the model is �ne-tuned to enable it to produce plausible synthesized

summaries. We partition the training data into K folds (K =5) of roughly equal

size. The BART model is �ne-tuned on the union of theK -1 folds, then applied to

the remaining fold to generate synthesized summaries. The method transforms each

reference summary of the dataset to a synthesize summary, which together with the

source document, is used to train and test our type I error detector.

1If a summary sentence does not contain any medical event, it is left as-is in the synthesized
summary. The original summary sentence is otherwise replaced by a synthesized sentence.
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Bidirectional 
Encoder

Autoregressive 
Decoder

You underwent MASK  that showed no MASK

You underwent cardiac catheterization  
that showed no abnormalities

(b) Medical Events
      Masked Out

(c) Synthesized Sentence 
w/ Hallucinated Facts

You underwent MRI imaging  that showed no 
obstruction in your GI tract

(a) Original Sentence
      from AVS

Figure 5.1: One or two event nuggets are randomly masked out from a summary
sentence (a). The masked sequence (b) is fed to a denoising auto-encoder to produce
a synthesized sentence that may contain hallucinated medical events (c).

5.2.2 Type II Error: Missing Content

Our missing content detectorseeks to accomplish two objectives: 1) to detect

salient medical eventson a clinical document, and 2) to 
ag salient events that are

missedby the summary. It is a non-trivial task to ful�ll these objectives. Even though

clinical notes are full of references to medical events, only a selective portion of them

(� 18%) are included in after-visit summaries. As such, we formulate the problem

as a classi�cation task. An event nuggetis assigned a label of 1 if it is salient, 0

otherwise. Our detector leverages self-supervised learning to identify salient events

on EHR notes. It then alerts clinicians if the summary fails to include any of the

salient events.

Pseudo-Annotations for Salient Events.

We create pseudo-annotations for salient events by aligning each source event with

one of the target events. As shown in Figure 5.2, the medial events are identi�ed by

MetaMap [6]. Each occurrence of the event is associated with a concept unique iden-

ti�er (CUI). Under the strict matching criterion, an event of the clinical document is

labeled as 1 if an exact match (with the same CUI) is found in the summary. How-

ever, a large number of events are not well-aligned under this criterion due to distinct

expressions used in clinical notes and summaries. This discrepancy in language use
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CUI: C0000737

Term: Abdominal Pain

Term: Nausea and vomiting

Term: Nausea

[...]-year-old male with past medical history signiÞcant for 
hyperlipidemia presents to the emergency room with 3-day 
history of abdominal pain  [...] Patient has poor appetite 
and has been feeling nauseous and minimal p.o. intake [...]

Clinical Document

You were hospitalized because of abdominal pain  and 
nausea vomiting  [É]

After-Visit Summary

is
_a

 r
el

at
io

n CUI: C0027497 

CUI: C0027498 

Figure 5.2: \abdominal pain" appears in both the clinical document and after-visit
summary, with the same CUI. \nausea vomiting" and \ nauseous" are aligned because
there is anis-a relation between the two concepts.

has its origin|clinical notes are physician-oriented, whereas after-visit summaries are

patient-oriented. We explorelenient matchingto alleviate mismatch. If a source event

can reach any of the target event viaa single hopon the UMLS semantic graph,2 the

source event is labeled as salient. In Figure 5.2, source event \nauseous" is leniently

matched to target event \nausea vomiting," because there exists an \is a relation"

between the two events.

We �ne-tune the BigBird model [191] to detect salient events. Being an encoder-

only model, BigBird constructs contextualized representations for all tokens of a

clinical document. It does not directly produce event representations. To address

this issue, we let the model predict salient tokens during training. If a token is

part of a salient source event, its gold-standard label is 1. At test time, the model

generates token-level predictions. A source event is considered salient if any of its

tokens is labeled as 1.

2https://www.nlm.nih.gov/research/umls/META3_current_relations.html
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BASE +POS [E] CT scan [/E] showed worsening of his [E] diverticulitis [/E] with a 5.6 x 3.9cm
multiloculated �uid collection in his abdomen.

BASE +TYPE [Type1] CT scan [/Type1] showed worsening of his [Type2] diverticulitis [/Type2]
with a 5.6 x 3.9cm multiloculated �uid collection in his abdomen.

Table 5.3: Model variants +Pos and +Type aim to inform the model about the
occurrences of events identi�ed by MetaMap.

We explore two variants of the model to allow it to better capture events. Both

variants aim to inform the model about the occurrences of event nuggets identi�ed by

MetaMap. The �rst variant, + Pos, modi�es the source sequence by inserting special

tokens respectively at the beginning and end of a candidate event. The second variant,

+ Type , inserts di�erent special tokens such that they correspond to the semantic

types of the events. We conjecture that certain event types, e.g.,body substance, are

more likely be considered insigni�cant. In Table 5.3, we provide examples comparing

the source sequences used by model variants.

5.3 Experiments

In this section, we describe our dataset, perform in-depth analyses on our models,

and discuss feedback from physicians who participated in our qualitative evaluation.

5.3.1 Dataset

Through a collaboration with University of Massachusetts Chan Medical School,

we are able to use their electronic health record database, which gives us access to

31,895 EHR notes and their physician-written summaries. All medical records are

de-identi�ed to protect patient privacy. These patients were admitted to the medical

and surgical services of the hospital from October 2017 to March 2020.

Table 5.4 summarizes the statistics of our dataset. It is divided into train, vali-

dation, and test sets containing 28,157, 1,884 and 1,854 instances, respectively. The

dataset has unique characteristics. We observe that the source documents are sub-
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Train / Validation / Test Split 28,157 / 1,884 / 1,854

Number of words per clinical document 523.6� 464.3
Number of words per after-visit summary 153.5� 166.7

per clinical document 42.8� 32.0
Event per after-visit summary 12.3 � 9.0
Nuggets occurring in both ( lenient match) 7.9 � 6.1

occurring in both (strict match ) 4.0 � 3.9

Table 5.4: Statistics of our dataset.

stantially longer and contain more medical events than their summaries. This is

because most hospitalization details are omitted for patients. In addition, the length

of clinical documents varies considerably, so is the case for summaries. A long clinical

document could be the result of an extended hospital stay. An after-visit summary

could be long or short depending on the patient's medical conditions. In contrast,

variation in length is less signi�cant in other genres such as news and scienti�c articles.

We �nd that an average summary contains 12.3 medical events, yet only 7.9 of

them can be linked to events of the clinical document. The gap is partially due to

using MetaMap for medical event identi�cation [137], which has a reported F-Score

of 0.88 and may miss out-of-vocabulary event tokens. Additionally, physicians may

add their instructions directly to patient's after-visit summaries, and such content is

not grounded in clinical documents.

5.3.2 Evaluation Metrics

Quantitative Measures. We evaluate the performance of our summarization and

error alert models with a variety of quantitative measures.

ˆ ROUGE [99] is the standard measure for summarization evaluation. It assigns a

high score to a system summary if it has lexical overlap with the reference summary.
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ˆ BERTScore [198] is one of the new evaluation metrics for natural language gen-

eration that are built on contextualized representations produced by BERT and

similar models.

ˆ SARI [181] is widely used for simpli�cation. It counts how often a system summary

correctly keeps, deletes, and addsn-grams.

ˆ DaleChall [24] calculates the readability of the summary based on its sentence

length and number of di�cult words in it. It is an improvement upon Flesch's

reading ease score.

ˆ P/R/F scores are reported for error alert models on successful detection of missing

medical events and detection of hallucinated summary tokens.

Qualitative Measures. In high-stake scenarios, automatic metrics alone cannot

guarantee a good system. Thus, we need expert assessments by medical practitioners

in this study. We recruit six human evaluators: �ve of them are physicians with

M.D., one is a M.D. student. Owing to budget constraints, we select a random set

of 18 clinical documents and their best system summaries for qualitative assessment.

The system summaries are produced by the LED model, they are abstractive. Each

summary is judged by two human evaluators, who perform two tasks on a summary:

ˆ Scoring. A summary is rated along four dimensions.Adequacy: Does the sum-

mary contain all necessary information for the patient to know?Faithfulness: Does

the summary faithfully convey the content of the clinical document?Readability:

Is the summary easy to read for a lay person?Ease of Revision: How long might

it take for a physician to revise the summary to meet the expectations of standard

AVS? The scoring scale is from 1 (worst) to 3 (best). Their interpretations are

provided in Table 5.5.

ˆ Revision. We ask human evaluators to edit the summary until it meets the ex-

pectations of standard after-visit summaries. We report the edit distance between
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Adequacy
3 AVS contains all the information the patient needs to know
2 AVS misses some (1-3) points the patient needs to know
1 AVS misses more than 3 points

Faithfulness
3 AVS contains no or only a few errors that are ignorable
2 AVS contains some (1-3) factual errors
1 AVS contains more than 3 factual errors

Readability
3 AVS is easy to read for a lay person
2 AVS has some (1-3) points hard to be understood by the patient
1 AVS has more than 3 points hard to be understood by the patient

Ease of Revision
3 Physician may spend < = 2 minutes to revise the AVS
2 Physician may spend > 2 minutes to revise the AVS
1 Physician prefers to not revise the AVS but rewrite from scratch

Table 5.5: Instructions provided to physicians. The scoring scale for summary eval-
uation is from 1 (worst) to 3 (best).

Model R-1 R-2 R-3 R-4 R-L BertS SARI DaleC. # Length

Ext

TextRank [110] 25.71 7.36 3.92 2.64 13.83 54.37 34.33 12.56 150.01
LexRank [35] 25.57 7.26 4.01 2.71 12.81 54.31 34.91 12.38 153.21
BertSum [102] 26.22 7.42 4.43 2.90 14.56 55.62 35.57 11.21 149.73
Oracle [2] 36.84 13.55 6.86 4.45 19.47 58.50 39.74 11.07 99.61

Abs
Bart [92] 41.67 21.05 14.20 10.80 30.20 62.80 44.36 9.97 144.29
Pegasus [195] 37.02 19.68 14.02 10.93 28.44 60.91 41.89 10.53 134.26
LED [10] 41.96 21.80 y 15.01 y 11.58 y 31.49 y 63.31 y 45.06 9.58 148.03

Table 5.6: Quantitative evaluation of patient after-visit summaries produced by state-
of-the-art summarization models. LED shows best performance among all tested
abstractive models. It signi�cantly outperforms all other systems for all metrics
(p < 0:05), with the exception of BART in terms of R-1, according to a non-parametric
Wilcoxon signed rank test.

the original and edited summaries, the amount of editing applied to the raw system

summary is a good indicator of its utility [151].

For alert evaluation, we ask the evaluators to �rst label missing medical events

on the clinical document, and hallucinations on the system summary. The evaluators

are then given the alerts produced by our models, and they proceed to judging the

correctness of each alert. This allows us to report precision, recall and F1 scores of

our error alert models with human judgment.
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5.3.3 Summarization Results

Quantitative. Table 5.6 provides a quantitative evaluation of after-visit sum-

maries produced by state-of-the-art models. Our aim in this work is not to present

new methods, but rather to thoroughly evaluate state-of-the-art models on this chal-

lenging task to identify areas for improvement. We observe thatBertSum achieves

the highest scores among all extractive models. Further gain is provided by anoracle

model developed by Adams et al. [2] that improves R-2 F-score from 7.42% to 13.55%

by greedily extracting sentences yielding highest similarity scores with the reference

summary. The method gives an upper bound on ROUGE scores obtainable by an

extractive model.

We �nd all abstractive models to perform substantially better than their extractive

counterparts. LED has shown best performance among all tested abstractive models,

possibly due to its exceptional ability to encode long documents. With regards to

evaluation metrics, we include less commonly used R-3 and R-4 F-scores, as they have

been shown to correlate better with human judgment than other variants [52, 81]. Our

results suggest that generation of patient after-visit summaries is highly abstractive.

For this reason, an abstractive model would suit our task best. Extractive summaries

are verbose and they may potentially overwhelm patients with unnecessary detail.

Expert Scoring. Two medical experts are asked to rate each summary produced

by our best abstractive model (LED) along the dimensions ofadequacy, faithfulness,

readability and ease of revision. Their ratings are averaged for each summary3 and

results are presented in Figure 5.3. All summaries are divided into �ve bins, their

average ratings are 1/1.5/2/2.5/3, respectively. We observe that generating adequate

summaries remains a challenge for the abstractive model. Only 5.5% of the summaries

obtain a full score (3 points). Per our physicians, the remaining summaries have, to

3We provide inter-annotator analysis among physicians in the supplementary materials.
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Ease of
Revision

Readability

Faithfulness

Adequacy

0% 20% 40% 60% 80% 100%

1 point 1.5 points 2 points 2.5 points 3 points

Figure 5.3: Summaries are rated by medical practitioners along the dimensions of
adequacy, faithfulness, readability and ease of revision. Their ratings are averaged for
each summary.

a varying degree, missed important medical events that patients need to know. Our

�ndings suggest that future studies should incorporate expert knowledge in selecting

medical events to add to the summary.

E�orts could be made to also improve the readability and understandability of

abstractive summaries. We observe that 38.8% of the summaries obtain a full score

on readability. A closer analysis reveals that a portion of the summaries contain

abbreviated medical terminology or jargon that are familiar to physicians but may be

di�cult for non-experts. E.g., in \ minimal PO intake," PO is from the Latin \ per os"

and means \by mouth." The summaries are also believed to have less hallucination

issues when comparing to missing medical events. 72:2% of the summaries obtain

2.5 points or higher. Further, > 75% of the summaries receive an average score of

2.5 or higher on ease-of-revision. The results indicate that, physicians may be guided

to revise system-produced summaries to meet the standards of medical practice, as

opposed to starting from scratch.

Expert Revision. Table 5.8 shows a direct comparison of summaries before

and after expert revision (more examples are in the supplementary). Our physicians

have revised 43.5 words on average for each summary, corresponding to 47.2% of the

summary length. Even though there is still room for improvement, the results are
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positive. For 4 out of 18 cases, physicians only minimally revised the summaries, with

less than 15% of the words edited. For 3 out of 18 cases, the summaries are nearly

rewritten, where 90% of the words are edited. The results suggest that certain noisy

clinical documents can cause disastrous summaries. It is crucial for summarizers to

degrade gracefully as noise increases.

5.3.4 Error Detection Results

Our detectors are evaluated using both automatic metrics and human judgment.

Results are reported in Table 5.7.H-Alert is our hallucination detector. It is eval-

uated on the test set with synthesized hallucinations (Section5.2.1). Baseline-Rand

samples a label for each summary token from a Bernoulli distributiont j � Bernoulli(p).

Here, p is the probability that an average summary token is hallucinated, computed

on training data. MostFreq5 and MostFreq10 examine the semantic types of

events (Table 5.2). If an event type is frequently hallucinated, all of its tokens are

labeled as 1. As seen in the table, we �nd our H-Alert can not only outperform the

baselines, but it obtains a high recall score (71.66%).

M-Alert is our missing event detector. It predicts source medical events that

are missed by the summary. Baseline-Rand samples a label for each source event,

ei � Bernoulli(q), where q is the probability an average event is missed, computed

on training data. We �nd that M-Alert produces better precision scores than all

baselines. The best performance is achieved by the model variant +Type , which

injects event types to the BigBird model to help detection of missing events. We

note that identifying key medical events remains a challenging task and graph neural

networks may help model inter-event relations.

Expert P/R/F. On expert-annotated summaries, we report scores for both detec-

tors. System alerts have been manually veri�ed. The micro-averaged P/R/F scores

for H-Alert is 17.24/58.82/26.66, and the scores for M-Alert is 30.65/53.84/39.06.
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Model P(%) R(%) F 1(%)

T
yp

e
I

Baseline-Rand 6.52 3.22 3.82
Baseline-MostFreq5 17.80 46.04 21.79
Baseline-MostFreq10 20.86 76.31 29.19
H-Alert (Ours) 44.96 71.66 55.25

T
yp

e
II

Baseline-Rand 3.99 13.56 6.06
Baseline-MostFreq5 9.74 34.72 13.70
Baseline-MostFreq10 9.71 49.14 15.04
M-Alert (Ours) 49.22 43.65 41.71
M-Alert + Pos (Ours) 51.03 45.98 43.80
M-Alert + Type (Ours) 50.69 49.88 45.51

Table 5.7: Automatic evaluation of our hallucination detector (H-Alert ) and missing
event detector (M-Alert ). Both detectors strongly outperform their baselines.

These results are positive because both detectors are able to attain high recall scores,

indicating errors could be e�ectively 
agged and passed on to physicians for further

review.

5.4 Discussion

We discuss our �ndings from interviewing physicians and underline some of the

key areas that are indispensable for further progress on this task.

ˆ Medical jargon. Owing to time constraints and the literacy of physicians who

create the clinical notes, the data we received are of varying quality. It is not

uncommon to �nd jargon or ambiguous information, e.g., \Patient presents w/

< 24 hours abdominal pain nausea and non-bloody V/D," here, \V/D" refers to

\vomit and diarrhea."

ˆ Style di�erence in clinical notes. The notes could be: 1)procedure-

oriented, i.e., they are narratives describing medical procedures performed on the

patient, including treatment, medication, care plans, etc.. 2)disease-oriented, i.e.,
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A System Generated Summary:
You were admitted for dizziness. You had a CT scan of your head which showed some thickening in the sinuses of your
sinuses. You were seen by the ear nose and throat doctor who recommended that you take an antibiotic called Unasyn
while you are in the hospital. You also had an MRI of your brain which did not show any stroke. You are doing better and
can go home today.

After Physician's Revision:
You were admitted for dizziness. You had a CT scan of your head which showed some thickening in your sinuses and
mastoid. This could be suggestive of an infection but your white cells and temperature were normal. You were seen by
the ear nose and throat doctor who recommended that you take an antibiotic called Unasyn while you are in the hospital.
You also had an MRI of your brain which did not show any stroke. You are doing better and can go home today.

Table 5.8: A direct comparison of summaries before and after physician revision. A
post-study interview with physicians reveals that most revisions are related to missing
key medical events (colored orange). They also spend substantial e�orts explaining
medical jargon to patients and �xing hallucinations (colored red).

each of the patient's diseases is addressed in a separable section, or 3)organ-

oriented, i.e., each organ is addressed in a separable section.

ˆ Improper grounding. An after-visit summary states \We did test you for the

coronavirus which was negative." However, the \coronavirus test" was nowhere

to be found in the source document. Similar grounding issue was identi�ed in 5

out of 18 summaries during expert revision. Sometimes physicians directly include

their knowledge about the patients into after-visit summaries without referring to

clinical notes, causing a summarizer �ne-tuned on such data to also \hallucinate"

content.

ˆ High variance in length. It would be unwise to truncate clinical notes,

despite that most neural models use a �xed maximum length. E.g., a patient who

underwent a heart transplant has a high risk of multiple medical comorbidities.

It can lead to a large volume of EHR notes. Interestingly, physicians tend to

include more content in after-visit summaries if they believe patients havehigh

medical literacy and are able to understand and act upon complex instructions.

This indicates that future systems may produce summaries of varying length per

patients' needs.
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5.5 Conclusion

We tackle the problem of generation of patient after-visit summaries. We com-

pared state-of-the-art summarization models for this task and introduced a novel

alerting mechanism to predict two types of errors, including missing medical events

and hallucinations in summaries. Extensive experiments using automatic metrics and

expert evaluation show the e�ectiveness of our proposed approach.

5.6 Ethical Considerations

Data. Data used in this study are obtained from a comprehensive inpatient medical

facility. They are electronic dismissal notes created by physicians to record a patient's

hospital stay or a series of treatments performed on a patient. These EHR notes

are information-dense and full of technical terms. They need to be rewritten and

summarized to generate after-visit summaries. The purpose of using patient medical

records is to �ne-tune abstractive summarization systems and quantitatively evaluate

the truthfulness and adequacy of system summaries. These medical records are not

for non-academic uses and intents. All medical records are deidenti�ed by the hospital

to protect patient privacy.

Summarization Models. Models for abstractive summarization have a tendency

to hallucinate information that is not present in the input documents. This is because

abstractive models carry inductive biases rooted in the data they are pretrained on.

The data encode prior knowledge of natural language, they may also contain a non-

negligible amount of toxic and abusive content. Despite our best e�orts to alert

clinicians of potential errors, some of them could be almost unnoticeable by non-

physicians. We thus caution our users to carefully consider the ethical issues speci�c

to abstractive summarization and natural language generation models.
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CHAPTER 6

PATIENT-CENTRIC QUESTION ANSWERING FOR
PATIENT EDUCATION

Patient portal allows discharged patients to access their personalized discharge

instructions in electronic health records (EHRs). However, many patients have dif-

�culty understanding or memorizing their discharge instructions [202]. In this pa-

per, we presentPaniniQA , a patient-centr ic interactive question answering sys-

tem designed to help patients understand their discharge instructions. PaniniQA

�rst identi�es important clinical content from patients' discharge instructions and

then formulates patient-speci�c educational questions. In addition, PaniniQA is also

equipped with answer veri�cation functionality to provide timely feedback to correct

patients' misunderstandings. Our comprehensive automatic & human evaluation re-

sults demonstrate our PaniniQA is capable of improving patients' mastery of their

medical instructions through e�ective interactions

In Section 6.1 we re
ect on generating questions in the GPT era, and introduce

our approach in Section 6.2. We introduce our annotated dataset in Section 6.3. We

report our evaluation results in Section 6.4 and Section 6.5

6.1 Question Answering in the GPT Era

Large language models (LLMs) such as ChatGPT have led to signi�cant advance-

ments in generative AI [15, 144, 23, 104, 118]. Fine-tuning neural models on speci�c

tasks often yields superior results. Furthermore, LLMs acquire emergent abilities

through instruction tuning and reinforcement learning using human feedback [119].
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This allows them to generalize to new tasks e�ectively. Common human-LLM inter-

actions include (a)zero-shot prompting, where users provide a prompt for the LLM

to complete, and (b)in-context learning, where users give task examples and ask the

LLM to solve a new case, potentially involving a multi-step reasoning process [168].

In this study, we focus on zero-shot prompting to assess the LLM's ability to com-

prehend discharge instructions.

LLMs possess vast world knowledge, and their performance on knowledge-intensive

tasks correlates with training data and model size [12]. However, it remains unclear

whether LLMs have enough domain knowledge to facilitate patient education. For

example, GPT-3, with its 175 billion parameters, is trained on general data sources

such as Common Crawl, WebText2, Books, and Wikipedia [15]. Yet, the model still

generates factually inconsistent errors within their output. Our study presents an

initial evaluation of GPT models' potential in interactive patient education. Following

the P.E.E.R. framework of dialogic reading, we employ GPT models to perform the

following tasks:

Question Generation. We use OpenAI's GPT-3.5 model (text-davinci-003 )

to generate informative questions from a discharge instruction. The questions aim

at helping patients understand crucial medical events. Our prompt is \Generate N

questions to help the patient understand crucial medical events in the above discharge

instruction." Similar to a teacher designing exam questions, we anticipate the GPT

model to produce a set of questions all at once rather than incrementally. The ques-

tions must collectively cover the salient events identi�ed in the discharge instruction

while minimizing redundancy.

Answer Veri�cation. Useful feedback is essential for improving patient compre-

hension of the material. To perform this task, we prompt the GPT model with \As

a physician, your goal in the conversation is to help your patient better understand

the discharge instructions before they leave the hospital." Utilizing OpenAI's API,
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Binary Relation of Events Question Templates

Symptom / Disease
Q : What is the cause of your symptom [Symptom]?
A : [Disease]

Test / Test goal Q : What is the goal of test [Test]? A : [Test goal]
Test / Test result Q : What is the result of test [Test]? A : [Test result]
Test / Test implication Q : What does test [Test] imply? A : [Test implication]

Procedure (or Medicine) / Treatment goal
Q : What is the goal of treatment [Procedure] (or [Medicine])?
A : [Treatment goal]

Procedure(or Medicine) Treatment result
/ Q : What is the result of treatment [Procedure] (or [Medicine])?

A : [Treatment result]

Table 6.1: Expert-written question templates are used to generate a question from
each binary relation. This method enables us to create targeted questions about
salient medical events. By posing questions about one event, we guide patients to-
wards the other as potential answers. The placeholders are to be replaced with
medical events detected from discharge instructions.

we also provide the original discharge instruction, interaction history, and current

question-answer pair as key-value pairs for the model. We then instruct the model

to \ verify if the patient's answer is correct, incorrect, or partially correct, and gen-

erate a suitable response to improve the patient's comprehension of this question."

We empirically compared two GPT models,text-davinci-003 and gpt-3.5-turbo

(ChatGPT), and selected ChatGPT for answer veri�cation as it is optimized for chat

and generally produces higher quality responses.

6.2 Extracting Salient Medical Events

In this section, we present our question-answering system that emphasizes identi-

fying salient medical events and their relations. We generate targeted questions using

them and apply the same answer veri�cation module described previously.

A typical discharge instruction includesVisit Recap , which recaps a patient's

clinical visit, including symptoms, diagnoses, treatments, and test results. Patients

are expected to understand the relationships among these medical events, such as how

the treatment ERCP relates tocholangitis as illustrated in Table 6.2 (top). Detailed

Instructions include medication and aftercare instructions (bottom). They may be

easy to understand but contain trivial details that patients may overlook, potentially
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QG - Visit Recap

You were found to have an infection of your bile ducts called cholangitis . You had a procedure called an ERCP
where a stent was placed to relieve the obstruction ...
Relation : ERCP (Procedure) { cholangitis (Treatment Goal)
Question : What is the goal of treatment ERCP?

QG - Detailed Instructions

We made the following changes to your medication regimen: 1. We started you on a new medication called
Toprol XL 25mg by mouth twice a day ...
Event : twice a day (Medicine Frequency)
Question : How often should Toprol XL be taken?

Table 6.2: Question generation (QG) from a medical event (bottom) or a binary
relation of events (top).

hindering their self-care at home. We propose automatically extracting key medical

events and relations from them (S6.2.1). Given their unique characteristics, we apply

two distinct information extraction and question generation strategies forVisit Recap

and Detailed Instructions to produce targeted questions (S6.2.2).

6.2.1 Event and Relation Identi�cation

Key event and relation identi�cation are conducted onVisit Recap . Event

identi�cation is framed as a sequence labelingtask, where we assign a label to each

token of the discharge note, representing its event type. We de�ne 11 event types in

this study, detailed in Table 6.3, including symptoms, diseases, complications, tests,

test goals/results/implications, procedures, medicines, treatment goals and results.

We �ne-tune pre-trained sequence labeling models on our dataset, optimizing the

cross-entropy loss of gold standard labels.

Relation identi�cation is framed as a sequence classi�cationtask. We focus on

binary relations consisting of two medical events. We evaluate all pairwise combi-

nations of identi�ed medical events as candidates, provided their event types align

with the six event relations de�ned in Table 6.1. Special tokens are inserted before

and after each identi�ed event to indicate both its position and event type.1 The

1E.g., the sentence \You were admitted for diverticulitis and treated with antibiotics" was modi�ed
as \You were admitted for <dsyn> diverticulitis </dsyn> and treated with <medi> antibiotics </medi>,
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sequence, enhanced with special tokens, is fed into a sequence classi�cation model to

predict a binary label, where 1 indicates a relation between the two events, and 0

otherwise. We �ne-tune pre-trained sequence classi�cation models on our dataset by

optimizing the cross-entropy loss for gold-standard labels.

We perform key event identi�cation onDetailed Instructions using a di�erent

tool, as they contain medication and aftercare speci�cs that patients might overlook.

We use an existing high-performing medical NER system to extract medical entities.2

This model was pre-trained on the MACCROBAT dataset [18] and can identify 84

biomedical entities within clinical narratives. We limit the model to identify 7 entity

types: Medicine Dosage, Medicine Frequency, Medicine Duration, Medication Name,

Sign & Symptom, Diagnostic Procedure, Upcoming Appointment. Relation identi�ca-

tion is not performed on detailed instructions.

6.2.2 Question Generation

Visit Recap. We generate a question from each identi�ed binary relation. Di�erent

relation types are mapped to speci�c questions using templates provided by physi-

cians according to their domain knowledge (see Table 6.1). Using a template-based

approach allows us to create questions targeting salient medical events. By asking

questions about one event, we guide patients towards the other as potential answers.

Detailed Instructions. We generate a question for each identi�ed medical entity

by creating a �ll-in-the-blank question, which is then converted into a natural lan-

guage question using the GPT model. An example is shown in Table 6.2. Although

cloze-style questions can serve educational purposes, we want to prevent patients from

using string matching to �nd answers. Instead, natural language questions require

where the special tokens<dsyn>and </dsyn>" indicates the start and end position of this event, and
dsyn re
ects the event belongs to the categoryDisease.

2https://pypi.org/project/Bio-Epidemiology-NER/
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patients to have a deeper understanding of the discharge note, thus ful�lling our

education objective. When selecting medical entities as triggers, we prioritize four

categories:Medicine Dosage, Medicine Frequency, Medicine Duration, and Upcoming

Appointment, as they are informative and better guide patient comprehension. To

convert a cloze-style question into a natural question, we provide this prompt to the

GPT model: [Fill-in-the-Blank Sentence] Generate a simple question targeting the

blank in the above sentence.

6.3 Data Annotation

We seek to annotate discharge instructions from the MIMIC-III database (v1.4) [66]

with key medical events that are important for patients to understand. MIMIC-III is

a publicly available repository of de-identi�ed health records of over 40,000 patients

collected from the Beth Israel Deaconess Medical Center in Massachusetts. Our aim

is to identify text snippets in discharge instructions that correspond to signi�cant

medical events, includingsymptoms, diseases, test results, and treatments. We anno-

tate not only individual events but also their relationships. They are organized into a

hierarchy as outlined in the schema shown in Table 6.3. Consistent with Lehman et

al. [89]'s approach, we utilize events and their relationships astriggers that prompt

the generation of questions.

We recruited �ve medical experts to create a sizable dataset. They are M.D. stu-

dents at a reputable U.S. medical school and have a high level of language pro�ciency.

Each expert is given 150 discharge notes to annotate. It is possible to skip some notes

due to low text quality. Annotators were also given detailed instructions and exam-

ples. We developed a web-based interface to facilitate the annotation process, which

has been iteratively improved to meet the needs of this study. Due to budget con-

straints, we assign one annotator to each discharge note. In total, we completed 458

discharge notes with medical event annotations.
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Medical Events & Relations # of Instances

E-1.1 Symptom 772
E-1.2 Disease 541
E-1.3 Complication 135
R-1.1 [Symptom] caused by [Disease] 323

E-2.1 Test 216
E-2.2 Test goal 17
E-2.3 Test result 208
E-2.4 Test implication 24
R-2.1 [Test] goal: [Test-Goal] 12
R-2.2 [Test] result: [Test-Result] 163
R-2.3 [Test] implication: [Test-Implication] 20

E-3.1 Treatment
E-3.1.1 Procedure 359
E-3.1.2 Medicine 536

E-3.3 Treatment goal 86
E-3.4 Treatment result 239
R-3.1 [Treatment] goal: [Treatment-Goal] 287
R-3.2 [Treatment result: [Treatment-Result] 237

Table 6.3: A hierarchy of salient medical events. We consider both medical events
(E) and their binary relationships (R).

Our annotation consists of two phases. In the �rst phase, an expert selects text

snippets from the discharge instruction corresponding to medical events that the

patient needs to understand. Each snippet is assigned a coarse event category, such

as amedical issue, laboratory test, treatment. The expert further re�nes it by assigning

a �ne-grained event type, resulting in a schema with 11 event types (Table 6.3). In

the second phase, the expert identi�es relationships between medical events using a

set of 6 pre-de�ned relationships, such as \[Symptom] ... caused by [Disease]." We

show a distribution of medical events in Figure 6.1.

A key distinction between our work and earlier dataset curation e�orts [121, 190,

89] is that the earlier e�orts aim to annotate questions that physicians would ask

during patient hand-o�, which may be informal and unanswerable based on the dis-

charge instruction. In contrast, our focus is on annotatingsalient medical eventsthat

are essential to patient's understanding of their medical conditions.
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Figure 6.1: Word cloud demonstrating the most frequent medical terminologies and
their frequency in our annotations. The sizes of the terminologies refer to their
frequency in our dataset. These terminologies are identi�ed from annotated medical
events using SciSpacy.

Pretrained Model P (%) R (%) F1 (%)
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Bert 31.38 44.58 36.83
BioBert 40.43 51.63 45.35
PubmedBERT 42.70 50.12 46.11
ClinicalRoBERTa 44.28 54.03 48.67

E
ve

nt
R

el
at
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ns

Bert 57.48 75.31 65.21
BioBert 73.41 80.37 76.73
PubmedBERT 72.56 75.31 73.91
ClinicalRoBERTa 74.28 82.27 78.07

Table 6.4: Results of �ne-tuning four pretrained models on IE task: medical event
extraction (Top) and event-relation identi�cation (Bottom).

We split our annotated data into train / validation / test splits, which contain 338

/ 60 / 60 discharge instructions, respectively. For relation identi�cation, we use the

event pairs from the human-annotated relations as positive relations and all other

medical event pairs of compliant types (e.g., the event pair types in Table 6.3) as

negative relations. We collect all negative event pairs3 as negative cases. Overall, our

medical relation dataset contains 2530 / 399 / 332 instances in the train / validation

/ test set, respectively; 28.7% instances are positive relations.
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Medical Event P (%) R (%) F1 (%)

Symptom 50.8 78.2 61.6
Disease 54.3 73.5 62.5
Complication 25.0 23.5 24.2

Test 65.9 82.8 73.4
Test goal 25.0 25.0 25.0
Test result 36.3 30.0 32.8
Test implication 16.6 16.6 16.6

Procedure 38.5 53.6 44.8
Medicine 42.3 42.3 42.3
Treatment goal 16.6 28.5 28.0
Treatment result 19.0 22.8 20.7

Overall 44.2 54.0 48.6

Table 6.5: Automatic evaluation results of medical event identi�cation per category
with ClinicalRoBERTa model.

Medical Event Relation P (%) R (%) F1 (%)

[Symptom] caused by [Disease] 81.25 79.59 80.41
[Test] goal: [Test-Goal] 100.0 60.0 75.0
[Test] result: [Test-Result] 61.54 92.31 73.85
[Test] implication: [Test-Implication] 57.14 66.67 61.54
[Treatment] goal: [Treatment-Goal] 81.82 81.82 81.82
[Treatment result: [Treatment-Result] 70.59 85.71 77.42

Overall 74.28 82.27 78.07

Table 6.6: Event-Relation detection per category with ClinicalRoBERTa model.

6.4 Evaluating Information Extraction

To improve LLMs' ability to generate educationally e�ective questions for pa-

tient education, we designed anInformation Extraction (IE) module (medical

event/relation identi�cation) to guide question generation. We report automatic eval-

uation results for di�erent IE methods in this section.

6.4.1 IE Evaluation Settings

We �ne-tune four pre-trained language models on our annotated dataset for key

medical event and relation identi�cation in Section 6.3. These models are obtained

from HuggingFace: 1) BERT-large [26]; 2) BioBERT [88]; 3) PubmedBERT [54]; 4)

ClinicalRoBERTa [93]; All four pre-trained models have the same scale of parameters

3I.e. No relationship exist between the event pair, in addition, the types of the two events are
restricted by Table 6.1
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(345 million). The later three language models were pre-trained on di�erent bio-

medical or clinical corpora, thus are better transferable to our patient education task

[161, 185, 186]. The models are trained on a single RTX 6000 GPU with 24G memory.

The average training time for the relation identi�cation model is around 20 minutes.4

For evaluation metrics, we report the model's Micro-average precision, recall, and F-1

score.

6.4.2 IE Evaluation Results

The performance of four evaluated models is in Table 6.4. The results sug-

gest: The models pre-trained with biomedical or clinical corpus show better perfor-

mance than the naive Bert model. For both tasks, ClinicalRoberta achieves the best

performance, so we report only this model's performance in following category-wise

performance analysis.

We further report more �ne-grained results of the medical event extraction per

category in Table 6.5, and theSymptom, Disease, Test, Procedureand Medicine cate-

gories generally achieve better performance, as we suspect it is due to a more abundant

training data. Table 6.6 shows the �ne-grained performance of event-relation identi-

�cation per category. The F-1 scores of most relations are around 80%, implying fair

performance. The relationTest goal achieves 100% in precision because our test set

contains eightTest goal instances.

To explore the generalization ability of the model, we compare the model's per-

formance on seen and unseen medical events during training. Speci�cally, seen events

are events that appear in the training set, while unseen events are not. We observed

that 15.21% of the test instances are unseen medical events. For the medical-event

extraction task, the F1 score of seen events is 49.36%, and the F1 score of unseen

4Due to data sparsity, when training both the medical event and relation identi�cation models,
we �rst explore the optimal hyper-parameter set using the validation set. We then combine the
validation set into the train set to train our models.
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Figure 6.2: System UI of our human evaluation study: the left panel shows a dis-
charge note (ConditionNone ), and the right panel provides the question-answering
interactions to the user via a chatbot. The bot can either present only questions
(Condition Q in green boxes) or plus answer feedbacks (ConditionQA in orange
boxes).

events is 44.82%. For the event-relation identi�cation task, if both event in the event

pair are seen events, the model achieves 78.72% in, otherwise the model achieves

74.50% in F1. As a consequence, the model only shows slight drop in performance

when encountering unseen medical events during training.

6.5 Evaluating Patient Education

In order to comprehensively evaluate patient education outcome, we conducted

human evaluations from both the patient's and the physician's perspectives, as well

as a GPT-4 powered automatic evaluation. These evaluations focus on two main

aspects: 1) The generated question's quality of di�erent models (GPT, GPT+IE,

and human ground-truth); 2) The preference of di�erent designs of the interaction

experience (None of support, Question only, and Question and Answer).

6.5.1 Human Evaluation Settings

The goal of physician evaluation is to have human domain experts evaluate

whether these machine-generated questions are comparable to the human-crafted
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questions or not. To do so, we recruited 3 medical practitioners5 and their tasks

are to read the discharge instructions, and provide qualitative feedback on if these

machine-generated questions have educational e�ective to the patients; if not, how

should they be improved?

The goal of patient evaluation is to have the general public users interact with

and provide ratings on the di�erent combinations of the question-generation models

and the interaction designs. We also designed a post-experiment evaluation task

(i.e., Cloze Test) to quantitatively measure their understanding outcome. We recruit

30 human evaluators to participate in our patient education experiment. All the

evaluators have bachelor's degrees but do not have any medical education background.

In our study, we have the following three options for the user interaction experience

design:

1. Condition None: The evaluator only sees the discharge instruction, no question-

answer interaction. This is today's baseline.

2. Condition Q: The evaluator reads the discharge instruction, and interact with

the chatbot, which can only ask questions but do not to provide feedback to

users' answers.

3. Condition QA: The evaluator reads the discharge instruction, and interact with

the chatbot, which can ask questions and provide answer feedback to the user.

The questions asked by the chatbots can come from following three sources:

1. Human: Expert-written questions based on discharge instructions. We ask an

MD student to read each discharge instruction and write down all questions

she would ask a patient about this discharge instruction for patient-education

purposes.

5Two licensed physicians and one medical student with hospital internship experience
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2. GPT : We utilize GPT-3 model to generate a series of questions (at least four) di-

rectly from the discharge instruction. Speci�cally, we use the following prompt:

[Discharge Instruction] Generate at least four questions to help the patient un-

derstand crucial medical events in the above discharge instruction.6

3. GPT+IE : Our question generation model enhances by the information extrac-

tion technique described in Sec 6.2.

The average number of questions from approachHuman / GPT / GPT+IE are

7.5 / 6.17 / 6.1. When combining the variety of interaction designs and question-

generation methods, there are �ve di�erent conditions: 1)None; 2) Q (Human);

3) QA (GPT ); 4) QA (GPT+IE ); 5) QA (Human). We perform a within-subject

experiment setup, where each of the 30 human evaluators should experience all �ve

conditions using di�erent discharge instructions. In total, we have 150 data points

(30 per each condition). The order of the �ve conditions are shu�ed so that each

condition appears six times at each of the �ve orders.

6.5.2 Patient Evaluation Measurements

We use two measurements to evaluate patient's educational outcome and prefer-

ence.

1) Cloze Test : We recruited an MD student to identify 5-7 important medical events

that she thinks the patient should be aware of, and replace them with blanks. We

use these cloze tests as a post-study evaluation to ask each participant to try their

best to �ll in the blanks using their memory. The more blanks they �ll in correctly,

the better the patient's education outcome is. We report the participant's accuracy

rate as the primary evaluation outcome.

6We have tried a collection of prompts for the similar purpose, and do not observe signi�cant
di�erences in the quality of generated questions. We used the chosen prompt as it is naive to
understand and leads to more succinct questions. Speci�cally, we instruct GPT-3 to generate at
least four questions to benchmark against the least number of questions from the human annotator.
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2) Preference Ranking : We ask evaluators to rank their experience using the

following four questionnaire items (Evaluators are allowed to rank two conditions as

tied):

ˆ Coverage: Does the conversation cover the cloze test in the evaluation?

ˆ Appropriateness: Are the questions properly raised, and appropriate for patient

education?

ˆ Education Outcome: How do you think the learning experience improves your

understanding of discharge instructions?

ˆ Overall: How do you like the general learning experience considering the above

aspects?

We report the Mean Reciprocal Rank (MRR) [130] of each model's �nal ranking.

Generally, a higher MRR value implies the evaluators have more preference over an

approach.

You are a physician who wants to evaluate how helpful an AI model is for educating patients. The model asks
the patient questions, then veri�es the patient's answers, in order to help patients memorize their discharge
instructions.
Four evaluation aspects for AI model's question quality includes:
Coverage: Does the conversation cover the cloze test in the evaluation?
Question Appropriateness : Are the answers to the questions contained in the discharge instruction?
Education Outcome : Do you think the chatbot helps patients understand their discharge instructions?
Overall : How do you like the general experience with the chatbot considering the above aspects?
Two evaluation aspects of the AI model's feedback includes:
Correctness : Are the responses from the AI model factually correct?
Education Potential : Do the AI model's responses provide helpful information for educating patients?
5-point Likert scale:
1: very low rating
2: low rating
3: neutral or medium rating
4: higher rating
5: very highly rating
The patient's discharge instructions: [ The Patient's Discharge Instruction ]
The conversation between the patient and the AI model: [ The Conversation History ]
Give the 5-point Likert scale of the AI model's question quality (four aspects) and answer feedback (two aspects)
one by one. Return the scores as dictionary objects, adhering to the following structure: "Coverage": ...,
"Question Appropriateness": .... Please provide your response solely in the dictionary format without including
any additional text.

Table 6.7: Prompt presented to GPT-4 for evaluating the quality of generated ques-
tions and answer veri�cation. GPT-4 is expected to output a score on each perspective
directly.
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6.5.3 GPT-4's Automatic Evaluation Settings

Following recent practice of applying large language models in evaluating dialogue

tasks [101], we utilize GPT-4 as the evaluation model to automatically measure the

quality of AI generated questions and feedback. Similar to patient evaluation in Sec-

tion 6.5.2, we evaluate the quality of generated questions from the four perspective

(i.e. Coverage, Question Appropriateness, Education Outcomeand Overall). Addi-

tionally, we also evaluate the quality of AI models' feedback from two perspectives,

i.e. Correctness and Education Potential. Our prompt to the evaluation model is

shown in Table 6.7. We collect evaluation model's responses and report the average

score of each perspective.

6.5.4 Synthesized Dataset for Evaluation

Directly presenting real health records to LLMs or participants can lead to data

privacy violation.7 Thus, we created 30 synthesized discharge instructions for our

human evaluation study. We randomly sampled 30 hospital course notes (a part of

EHR data) from the MIMIC-III database, and converted them into synthetic dis-

charge instructions following a neural abstractive summarization method proposed

by [16]. Our physician collaborators reviewed these synthesized discharge instruc-

tions to ensure content validity and anonymity.

We then apply the various ways (human, GPT, GPT+IE) to created question-

answer pairs for these anonymized synthesized data. We demonstrate some sampled

discharge instructions and corresponding generated questions in Table 6.8.

6.5.5 Physician Evaluation Results

We interview three physician participants with following questions: 1) Do you

think the questions are e�ective for patients to understand the important info in the

7https://physionet.org/content/mimiciii/view-dua/1.4/
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Figure 6.3: Patient evaluation results, including Cloze Test accuracy and evaluator
rankings' MRR scores across four categories (higher is better). The methods are
represented with color-coding:None-blue, Q (Human)-orange, QA (GPT) -yellow,
QA (GPT+IE) -beige,QA (Human)-green.

discharge instruction? If not, what questions would you ask? 2) How do you like the

questions generated fromGPT and GPT+IE ?

Physician participants all believe that GPT -generated questions tend to target

content that patients do not need to be aware of (e.g., asking why heart attack could

cause chest pain is a medical-domain-speci�c knowledge not suitable for patient's

education). Sometimes the answers to the GPT-generated questions do not even

exist in the discharge instruction. Take example 1 in Table 6.8, the question asks

what the patient should expect in their follow-up visits, but this information is not

mentioned in the discharge instruction. These qualitative �ndings may explain why

GPT -generated questions' are rated by patient participants as low accuracy score

in the Cloze Test metric, as well as ranked lower in Coverage, Appropriateness, and

Education Outcome in the Section 6.5.6.

Worth noting, in some cases where the answers are not in the discharge instruc-

tions, physician participants actually believe those questions could be useful for pa-

tient education. In example 2 in Table 6.8, although the discharge instruction does

not contain information on how to maintain the stent, physicians still think it is a

question they would ask their patients, as it would motivate patients to have better

self-managed recovery activities.
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For questions generated byGPT+IE , most questions were perceived by the physi-

cians as appropriate (e.g. example 3). However, the GPT-IE may still generate im-

proper questions due to errors in the medical event-relation identi�cation. As shown

in example 4, the information extraction model identi�es thesymptom \swelling in

your throat" as a disease, which leads to improper questions.

Physician participants also suggested that some GPT-IE-generated questions lack

language 
uency. As shown in example 5, the generated question seems redundant

and can be better rephrased as \How long do you need to take Prednisone?"

1
Your symptoms improved and you were discharged to home with close follow-up with your primary care physician
and an allergist ...
(GPT ) Q : When is your follow-up appointment with your primary care physician and allergist and what should
you expect during these visits?

2
We also found that you have a condition called tracheobronchomalacia, which is a blockage of your airways.
You had a stent placed in your airway to help keep it open ...
(GPT ) Q : How should you maintain the stent in your airway?

3
You were admitted to the hospital with fevers. You were found to have pneumonia, and you were treated with
antibiotics ...
(GPT+IE ) Q1 : What is the cause of your symptom fevers? Q2 : What treatment is applied to disease pneu-
monia?

4
You were admitted to the hospital with swelling in your throat ... You were treated with steroids, benadryl,
famotidine and epinephrine ...
(GPT+IE ) Q : What treatment is applied to disease swelling in your throat?

5
The following changes have been made to your medications: START Prednisone 40mg daily for 5 days ...
(GPT+IE ) Q : What is the recommended duration for taking Prednisone at 40mg daily?

Table 6.8: Examples of the synthetic discharge instructions and generated questions

6.5.6 Patient Evaluation Results

We summarize the patient evaluation results in Figure 6.3. From the (a) Cloze

Test chart, we observe that having a chatbot interact with patient participants (re-

gardless of only withQ or with both QA) can indeed improve their performance

over the baseline conditionNone, which suggests our proposed interactive question-

answering design is a promising for patient education. In terms of whether having

an answer feedback is helpful or not, the 92.7% accuracy ofQA (Human) signi�-

cantly outperforms the 80.6% accuracy performance ofQ(Human), this implies the

importance of validating patients' answers and presenting feedback, thus we decided
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Figure 6.4: GPT-4's evaluation scores for question quality

to always including an answer feedback when conducting further comparison anal-

ysis regarding theGPT v.s. GPT+IE question generation algorithms. The result

shows that QA (GPT+IE ) 88.3% achieves higher accuracy thanQA (GPT ) 74.1%.

This demonstrates the improvement by applying enhancements to LLMs for patient

education purposes.

The result related to Evaluator Ranking shows (plots (b, c, d, e) in Figure 6.3):

1) Considering the Overall ranking of three sets of questions usingQA interactive ap-

proach,Human quesions performs better than AI generated questions. This suggests

machine-generated questions are still not comparable to human ones. 2) Compar-

ing the three interactive approaches, we observeQA (Human) > Q(Human) > None,

which is in line with the �ndings of Cloze Test. 3) In terms of Appropriateness, and

Education outcome,GPT achieves the lowest ranking. According to our observation,

many GPT -generated questions ask the evaluators about content not existing in the

discharge instruction. As a result, evaluators think the questions are inappropriate

and do not help patient education. 4)QA(Human) has higher ranking in Coverage

than Q(Human), despite they use the same questions. This suggests much bene�t is

provided to patients through the answer feedback interaction.
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6.5.7 GTP-4's Automatic Evaluation Results

In terms of question quality (as shown in Figure 6.4), we observe GPT-4's eval-

uation scores generally follow the same pattern of patient evaluation results, where

questions fromQ(Enhanced) are deemed better thanQ(Direct ). In addition, we ob-

serve the scores of all approaches are close or higher than 4, this implies GPT-4 judges

the generated questions are of good quality in four perspectives. In terms of answer

veri�cation, as all interactive conditions all share the same veri�cation method, we

only present the averageCorrectness and Education Potential score. Speci�cally,

GPT-4 gives 4.14 onCorrectnessand 4.01 onEducation Potential. Both scores are

above four, indicating GPT-4 judges feedback from our AI agents' feedback as high

quality.

6.5.8 Heuristic Evaluation of Conversation Log

We further conducted a heuristic evaluation to explore the de�ciency of AI-

generated responses and potential improvements. Speci�cally, we asked an MD stu-

dent to evaluate the conversation log data of all patient participants.8 Overall, we

collect 192 responses from 30 conversations between the participants mimicking pa-

tients and the AI model.

We ask our MD-background human evaluator to grade each of the AI model's

answer feedback, we apply the same evaluation metric, i.e.,correctness and educa-

tion potential as introduced in Section 6.5.3. We apply binary coding, i.e. evaluator

judge response as positive or negative.

The positive rate forCorrectnessis 86.4%, and the positive rate forEducation Po-

tential is 74.1%. This suggests that most responses are factually correct and provide

helpful information to patients.

8The conversation logs are re-used from the patient evaluation described in section 6.5.6
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1
Response helps patients review instructions accurately
\ The following changes were made to your medication regimen. 1. Please take HCTZ 25mg three times a day
... "
Bot: What is the dosage of HCTZ?
User: 25mg
Bot: Your answer is partially correct. The dosage of HCTZ is 25mg three times a day .

2
Response provides information with extra educational value
\ We made the following changes to your medications: -STOPPED Verapamil -STARTED Guaifenesin for
airway stent maintenance -INCREASED Nifedipine to 40 mg daily ... "
Bot: What medicine is used to treat your disease low heart rate and high blood pressure?
User: guaifensin and nifedipine
Bot: Your answer is correct. Guaifenesin is used for airway stent maintenance, while Nifedipine is used to
lower blood pressure.

3
Response is factually incorrect and confuses patient
\ We gave you medications to lower your blood pressure and your breathing improved ... "
Bot: What is the result of the medication given to you during your hospital stay?
User: my blood pressure decreased and my breathing improved
Bot: The patient's answer is partially correct. The medication helped to improve the patient's breathing.

4
Response provides information with little educational value
\ The following changes were made to your medications: STOPPED Losartan CHANGED Lasix to 40mg by
mouth twice daily ... "
Bot: Should you continue to take Losartan?
User: no, changed to lasix
Bot: Your answer is correct.

Table 6.9: Examples of chatbot's answer feedback.

Table 6.9 shows some examples of the answer feedback from the chatbot, and

we have following design suggestions for future research to improve the quality of

the answer feedback: 1) Most responses are helpful for patients in reviewing their

discharge instructions (example 1). But, some responses are factually incorrect and

may confuse patients. The AI model may state that the patient's answer is incorrect

or partially correct (example 3), while the patient's response is actually completely

correct. 2) While the responses are generally helpful, they still have a de�ciency

in providing su�cient and attentive responses in educating patients like a human

physician. As shown in example 4, a physician will provide more information about

the distinctions between the two medications, including the speci�c diseases for which

they are prescribed.
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6.6 Conclusion

In this study, we presentPaniniQA , a patient-centr ic interactive question an-

swering system designed to help patients understand and memorize their discharge

instructions. PaniniQA generates educational questions from discharge instructions

after identifying salient medical events and event relations. LLMs with prompting

is promising for question-answer generation, but sometimes hallucinating. Extensive

evaluations highlight the importance of providing answer feedback.

6.7 Ethical Considerations

We would like to note a few ethical considerations of this work:

Biases. Large language models trained on vast amounts of text data can pick up

biases present in data. For example, when generating patient education-oriented ques-

tions, they may prefer certain questions related to Aspirin or even associate certain

health conditions with speci�c groups of people. They may also perpetuate misinfor-

mation and provide incorrect information. In addition, people who participated in

our evaluation have di�erent levels of language pro�ciency and medical background.

These biases may be mitigated by enhancing model alignment with each individual's

background and health literacy level.

Broader Impacts. We have performed a preliminary study to educate patients

on discharge instructions using interactive question answering. Although we evalu-

ated our system using the MIMIC III dataset, which represents an intensive care unit

(ICU) setting, the system should be generalizable to other settings, including periop-

erative care (from preparation before the surgery to recovery after the surgery), cancer

treatment, and chronic condition management. Our system may help patients receive

customized information that is tailored to their individual needs and preferences.

Social In
uence. Our system has two pillars. First, it is grounded in discharge

notes, where we identify important medical events and their relationships that pa-
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tients should know. Second, it serves an education purpose. For that, we explore the

P.E.E.R sequence to prompt the patient, evaluate, extend and ask them to repeat the

answer to reinforce their understanding. Additionally, social in
uence strategies such

as small talk, empathy, persuasion can be explored in the future to shape, reinforce,

or change a patient's behavior and promote engagement.

Privacy Implications. LLMs can present privacy concerns in patient education

when health records are used, potentially violating the HIPPA regulations. However,

in this study, we handle data usage with great care. We conduct all experiments

on open-sourcedreal patient data and present an approach to synthetic patient dis-

charge notes. Each synthetic discharge note used in this study has been reviewed by

physicians to ensure their validity. We strictly limit our API usage to synthetic data.
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CHAPTER 7

CONCLUSIONS & FUTURE WORKS

In this thesis, we delved into applying generative language models for personal-

ized information understanding. By analyzing the users' pro�le and interactions, we

are able to better capture their interests and intention, thus provide more personal-

ized information service, making understanding complex information a piece of cake.

Speci�cally, we apply our approaches to the patient education domain, i.e. help pa-

tient better understand their health situation by providing them with personalized

medical instructions and feeding information through interactive question answering.

In our future works, we will continue along the exploration of utilizing chatbots

for personalized information service, with speci�c focuses on following subdomains:

ˆ Personalized News Information Acquisition Presently, news aggregator

applications rely on users' reading histories as integral features to improve the

recommendation of news content aligned with their interests. Our future re-

search will expand on personalized information acquisition in two key direc-

tions. Firstly, instead of providing users with entire documents, we aim to

deliver more succinct and accurate information through interactive dialogues.

Secondly, we intend to re�ne user pro�ling by analyzing conversational interac-

tions with users.

ˆ Personalized Literature and Movie Discussion A deeper understanding

of literature and movies often arises through in-depth discussions with others,

involving knowledge sharing and the exchange of opinions. Currently, users turn
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to literature or movie review platforms such asRotten Tomatoesand Doubanto

glean insights from reviews. Our research will explore the integration of chatbots

into these discussions. These chatbots are designed to comprehend user com-

ments, identify similar opinions from other users, synthesize these viewpoints,

and facilitate coherent conversations with users. Unlike traditional reviews,

this approach o�ers real-time feedback on literature or movies through dynamic

discussions. Furthermore, these discussions can closely align with the users'

perspectives, making them more engaging and relevant.
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CHAPTER 8

APPENDIX

Abbreviation Full Description

AVS After-visit summary
EHR Electronic health record
LM Language model
LLM Large language model
WoW Wizard of Wikipedia
LSTM Long short-term memory
DPR Dense Passage Retriever
LED Longformer-Encoder-Decoder
RL Reinforcement learning
CUI Concept unique identi�er
ICU Intensive care unit
P.E.E.R Prompt, Evaluate, Expand, Repeat
IE Information extraction
HIPAA Health insurance portability and accountability act

Table 8.1: Abbriviation list

96



BIBLIOGRAPHY

[1] Acharya, Sabita, Di Eugenio, Barbara, Boyd, Andrew, Cameron, Richard,
Dunn Lopez, Karen, Martyn-Nemeth, Pamela, Dickens, Carolyn, and Ardati,
Amer. Towards generating personalized hospitalization summaries. InProceed-
ings of the 2018 Conference of the North American Chapter of the Associa-
tion for Computational Linguistics: Student Research Workshop(New Orleans,
Louisiana, USA, June 2018), Association for Computational Linguistics, pp. 74{
82.

[2] Adams, Gri�n, Alsentzer, Emily, Ketenci, Mert, Zucker, Jason, and Elhadad,
No�emie. What's in a summary? laying the groundwork for advances in hospital-
course summarization. InProceedings of the 2021 Conference of the North
American Chapter of the Association for Computational Linguistics: Human
Language Technologies(Online, June 2021), Association for Computational Lin-
guistics, pp. 4794{4811.

[3] Adhikari, Ashutosh, Ram, Achyudh, Tang, Raphael, and Lin, Jimmy. Docbert:
Bert for document classi�cation. arXiv preprint arXiv:1904.08398 (2019).

[4] Amplayo, Reinald Kim, and Lapata, Mirella. Unsupervised opinion summariza-
tion with noising and denoising. InProceedings of the 58th Annual Meeting of
the Association for Computational Linguistics(Online, July 2020), Association
for Computational Linguistics, pp. 1934{1945.

[5] Ao, Xiang, Wang, Xiting, Luo, Ling, Qiao, Ying, He, Qing, and Xie, Xing.
PENS: A dataset and generic framework for personalized news headline gener-
ation. In Proceedings of the 59th Annual Meeting of the Association for Com-
putational Linguistics and the 11th International Joint Conference on Natural
Language Processing (Volume 1: Long Papers)(Online, Aug. 2021), Association
for Computational Linguistics, pp. 82{92.

[6] Aronson, Alan R. E�ective mapping of biomedical text to the umls metathe-
saurus: the metamap program. InProceedings of the AMIA Symposium(2001),
American Medical Informatics Association, p. 17.

[7] Bansal, Trapit, Das, Mrinal, and Bhattacharyya, Chiranjib. Content driven
user pro�ling for comment-worthy recommendations of news and blog articles.
In Proceedings of the 9th ACM Conference on Recommender Systems(2015),
p. 195{202.

97



[8] Basilico, Justin, and Hofmann, Thomas. Unifying collaborative and content-
based �ltering. In Proceedings of the twenty-�rst international conference on
Machine learning (2004), p. 9.

[9] Beliga, Slobodan, Me�strovi�c, Ana, and Martin�ci�c-Ip�si�c, Sanda. An overview of
graph-based keyword extraction methods and approaches.Journal of informa-
tion and organizational sciences 39, 1 (2015), 1{20.

[10] Beltagy, Iz, Peters, Matthew E, and Cohan, Arman. Longformer: The long-
document transformer.arXiv preprint arXiv:2004.05150 (2020).

[11] Bernstein, Abraham, Vreese, Claes De, Helberger, Natali, Schulz, Wolfgang,
and Zweig, Katharina A. Diversity, fairness, and data-driven personalization in
(news) recommender system.Dagstuhl perspectives workshop 19482(2020).

[12] Bommasani, Rishi, Hudson, Drew A., Adeli, Ehsan, Altman, Russ, Arora,
Simran, von Arx, Sydney, Bernstein, Michael S., Bohg, Jeannette, Bosselut,
Antoine, Brunskill, Emma, Brynjolfsson, Erik, Buch, Shyamal, Card, Dallas,
Castellon, Rodrigo, Chatterji, Niladri, Chen, Annie, Creel, Kathleen, Davis,
Jared Quincy, Demszky, Dora, Donahue, Chris, Doumbouya, Moussa, Durmus,
Esin, Ermon, Stefano, Etchemendy, John, Ethayarajh, Kawin, Fei-Fei, Li, Finn,
Chelsea, Gale, Trevor, Gillespie, Lauren, Goel, Karan, Goodman, Noah, Gross-
man, Shelby, Guha, Neel, Hashimoto, Tatsunori, Henderson, Peter, Hewitt,
John, Ho, Daniel E., Hong, Jenny, Hsu, Kyle, Huang, Jing, Icard, Thomas,
Jain, Saahil, Jurafsky, Dan, Kalluri, Pratyusha, Karamcheti, Siddharth, Keel-
ing, Geo�, Khani, Fereshte, Khattab, Omar, Koh, Pang Wei, Krass, Mark, Kr-
ishna, Ranjay, Kuditipudi, Rohith, Kumar, Ananya, Ladhak, Faisal, Lee, Mina,
Lee, Tony, Leskovec, Jure, Levent, Isabelle, Li, Xiang Lisa, Li, Xuechen, Ma,
Tengyu, Malik, Ali, Manning, Christopher D., Mirchandani, Suvir, Mitchell,
Eric, Munyikwa, Zanele, Nair, Suraj, Narayan, Avanika, Narayanan, Deepak,
Newman, Ben, Nie, Allen, Niebles, Juan Carlos, Nilforoshan, Hamed, Nyarko,
Julian, Ogut, Giray, Orr, Laurel, Papadimitriou, Isabel, Park, Joon Sung,
Piech, Chris, Portelance, Eva, Potts, Christopher, Raghunathan, Aditi, Reich,
Rob, Ren, Hongyu, Rong, Frieda, Roohani, Yusuf, Ruiz, Camilo, Ryan, Jack,
R�e, Christopher, Sadigh, Dorsa, Sagawa, Shiori, Santhanam, Keshav, Shih,
Andy, Srinivasan, Krishnan, Tamkin, Alex, Taori, Rohan, Thomas, Armin W.,
Tram�er, Florian, Wang, Rose E., Wang, William, Wu, Bohan, Wu, Jiajun,
Wu, Yuhuai, Xie, Sang Michael, Yasunaga, Michihiro, You, Jiaxuan, Zaharia,
Matei, Zhang, Michael, Zhang, Tianyi, Zhang, Xikun, Zhang, Yuhui, Zheng,
Lucia, Zhou, Kaitlyn, and Liang, Percy. On the opportunities and risks of
foundation models.arXiv preprint arXiv:2108.07258 (2022).

[13] Bourgonje, Peter, Moreno Schneider, Julian, and Rehm, Georg. From clickbait
to fake news detection: An approach based on detecting the stance of headlines
to articles. In Proceedings of the 2017 EMNLP Workshop: Natural Language
Processing meets Journalism(Copenhagen, Denmark, Sept. 2017), Association
for Computational Linguistics, pp. 84{89.

98



[14] Boyd-Graber, Jordan, and B•orschinger, Benjamin. What question answering
can learn from trivia nerds. In Proceedings of the 58th Annual Meeting of the
Association for Computational Linguistics(Online, July 2020), Association for
Computational Linguistics, pp. 7422{7435.

[15] Brown, Tom, Mann, Benjamin, Ryder, Nick, Subbiah, Melanie, Kaplan,
Jared D, Dhariwal, Prafulla, Neelakantan, Arvind, Shyam, Pranav, Sastry,
Girish, Askell, Amanda, et al. Language models are few-shot learners.Ad-
vances in neural information processing systems 33(2020), 1877{1901.

[16] Cai, Pengshan, Liu, Fei, Bajracharya, Adarsha, Sills, Joe, Kapoor, Alok, Liu,
Weisong, Berlowitz, Dan, Levy, David, Pradhan, Richeek, and Yu, Hong. Gen-
eration of patient after-visit summaries to support physicians. InProceedings
of the 29th International Conference on Computational Linguistics(Gyeongju,
Republic of Korea, Oct. 2022), International Committee on Computational Lin-
guistics, pp. 6234{6247.

[17] Cai, Pengshan, Wan, Hui, Liu, Fei, Yu, Mo, Yu, Hong, and Joshi, Sachindra.
Learning as conversation: Dialogue systems reinforced for information acquisi-
tion. In Proceedings of the 2022 Conference of the North American Chapter of
the Association for Computational Linguistics: Human Language Technologies
(Seattle, United States, July 2022), Association for Computational Linguistics,
pp. 4781{4796.

[18] Cau�eld, J Harry, Zhou, Yichao, Bai, Yunsheng, Liem, David A, Garlid, An-
ders O, Chang, Kai-Wei, Sun, Yizhou, Ping, Peipei, and Wang, Wei. A com-
prehensive typing system for information extraction from clinical narratives.
medRxiv (2019), 19009118.

[19] Chali, Yllias, and Hasan, Sadid A. Towards Topic-to-Question Generation.
Computational Linguistics 41, 1 (03 2015), 1{20.

[20] Chaudhary, Yatin, Gupta, Pankaj, Saxena, Khushbu, Kulkarni, Vivek, Run-
kler, Thomas, and Sch•utze, Hinrich. Topicbert for energy e�cient document
classi�cation. arXiv preprint arXiv:2010.16407 (2020).

[21] Chen, Derek, Chen, Howard, Yang, Yi, Lin, Alexander, and Yu, Zhou. Action-
based conversations dataset: A corpus for building more in-depth task-oriented
dialogue systems. InProceedings of the 2021 Conference of the North American
Chapter of the Association for Computational Linguistics: Human Language
Technologies(Online, June 2021), Association for Computational Linguistics,
pp. 3002{3017.

[22] Chen, Siyuan, Wu, Mengyue, Zhu, Kenny Q, Lan, Kunyao, Zhang, Zhiling, and
Cui, Lyuchun. Llm-empowered chatbots for psychiatrist and patient simulation:
Application and evaluation. arXiv preprint arXiv:2305.13614 (2023).

99



[23] Chowdhery, Aakanksha, Narang, Sharan, Devlin, Jacob, Bosma, Maarten,
Mishra, Gaurav, Roberts, Adam, Barham, Paul, Chung, Hyung Won, Sutton,
Charles, and Gehrmann et al, Sebastian. PaLM: Scaling language modeling
with pathways. arXiv preprint arXiv:2204.02311 (2022).

[24] Dale, Edgar, and Chall, Jeanne S. A formula for predicting readability: In-
structions. Educational research bulletin(1948), 37{54.

[25] Das, Debashis, Sahoo, Laxman, and Datta, Sujoy. A survey on recommendation
system. International Journal of Computer Applications 160, 7 (2017).

[26] Devlin, Jacob, Chang, Ming-Wei, Lee, Kenton, and Toutanova, Kristina.
BERT: Pre-training of deep bidirectional transformers for language understand-
ing. In Proceedings of the 2019 Conference of the North American Chapter of
the Association for Computational Linguistics: Human Language Technologies,
Volume 1 (Long and Short Papers)(Minneapolis, Minnesota, June 2019), As-
sociation for Computational Linguistics, pp. 4171{4186.

[27] Dewey, John.Democracy and education: An introduction to the philosophy of
education. macmillan, 1923.

[28] Di Eugenio, Barbara, Boyd, Andrew, Lugaresi, Camillo, Balasubramanian, Ab-
hinaya, Keenan, Gail, Burton, Mike, Goncalves Rezende Macieira, Tamara,
Li, Jianrong, Lussier, Yves, and Lussier, Yves. PatientNarr: Towards gener-
ating patient-centric summaries of hospital stays. InProceedings of the 8th
International Natural Language Generation Conference (INLG)(Philadelphia,
Pennsylvania, U.S.A., June 2014), Association for Computational Linguistics,
pp. 6{10.

[29] Dinan, Emily, Roller, Stephen, Shuster, Kurt, Fan, Angela, Auli, Michael,
and Weston, Jason. Wizard of Wikipedia: Knowledge-powered conversational
agents. In Proceedings of the International Conference on Learning Represen-
tations (ICLR) (2019).

[30] Du, Xinya, and Cardie, Claire. Identifying where to focus in reading compre-
hension for neural question generation. InProceedings of the 2017 Conference
on Empirical Methods in Natural Language Processing(Copenhagen, Denmark,
Sept. 2017), Association for Computational Linguistics, pp. 2067{2073.

[31] Duan, Nan, Tang, Duyu, Chen, Peng, and Zhou, Ming. Question generation
for question answering. InProceedings of the 2017 Conference on Empirical
Methods in Natural Language Processing(Copenhagen, Denmark, Sept. 2017),
Association for Computational Linguistics, pp. 866{874.

[32] Dugan, Liam, Miltsakaki, Eleni, Upadhyay, Shriyash, Ginsberg, Etan, Gon-
zalez, Hannah, Choi, DaHyeon, Yuan, Chuning, and Callison-Burch, Chris.
A feasibility study of answer-agnostic question generation for education. In
Findings of the Association for Computational Linguistics: ACL 2022(Dublin,
Ireland, May 2022), Association for Computational Linguistics, pp. 1919{1926.

100



[33] Dziri, Nouha, Kamalloo, Ehsan, Mathewson, Kory, and Zaiane, Osmar. Eval-
uating coherence in dialogue systems using entailment. InProceedings of the
2019 Conference of the North American Chapter of the Association for Compu-
tational Linguistics: Human Language Technologies, Volume 1 (Long and Short
Papers) (Minneapolis, Minnesota, June 2019), Association for Computational
Linguistics, pp. 3806{3812.

[34] Eke, Christopher Ifeanyi, Norman, Azah Anir, Shuib, Liyana, and Nweke,
Henry Friday. A survey of user pro�ling: State-of-the-art, challenges, and solu-
tions. IEEE Access 7 (2019), 144907{144924.

[35] Erkan, G•unes, and Radev, Dragomir R. Lexrank: Graph-based lexical centrality
as salience in text summarization.Journal of arti�cial intelligence research 22
(2004), 457{479.

[36] Fabbri, Alexander, Ng, Patrick, Wang, Zhiguo, Nallapati, Ramesh, and Xiang,
Bing. Template-based question generation from retrieved sentences for improved
unsupervised question answering. InProceedings of the 58th Annual Meeting of
the Association for Computational Linguistics(Online, July 2020), Association
for Computational Linguistics, pp. 4508{4513.

[37] Fabbri, Alexander R, Kry�sci�nski, Wojciech, McCann, Bryan, Xiong, Caiming,
Socher, Richard, and Radev, Dragomir. Summeval: Re-evaluating summariza-
tion evaluation. Transactions of the Association for Computational Linguistics
9 (04 2021), 391{409.

[38] Falke, Tobias, Ribeiro, Leonardo F. R., Utama, Prasetya Ajie, Dagan, Ido, and
Gurevych, Iryna. Ranking generated summaries by correctness: An interest-
ing but challenging application for natural language inference. InProceedings of
the 57th Annual Meeting of the Association for Computational Linguistics(Flo-
rence, Italy, July 2019), Association for Computational Linguistics, pp. 2214{
2220.

[39] Federman, Alex, Sarzynski, Erin, Brach, Cindy, Francaviglia, Paul, Jacques,
Jessica, Jandorf, Lina, Munoz, Angela Sanchez, Wolf, Michael, and Kannry,
Joseph. Challenges optimizing the after visit summary.International journal
of medical informatics 120(2018), 14{19.

[40] Feng, Song, Wan, Hui, Gunasekara, Chulaka, Patel, Siva, Joshi, Sachindra, and
Lastras, Luis. doc2dial: A goal-oriented document-grounded dialogue dataset.
In Proceedings of the 2020 Conference on Empirical Methods in Natural Lan-
guage Processing (EMNLP)(Online, Nov. 2020), Association for Computational
Linguistics, pp. 8118{8128.

[41] Ferrari Dacrema, Maurizio, Cremonesi, Paolo, and Jannach, Dietmar. Are we
really making much progress? a worrying analysis of recent neural recommen-
dation approaches. InProceedings of the 13th ACM conference on recommender
systems(2019), pp. 101{109.

101



[42] Firoozeh, Nazanin, Nazarenko, Adeline, Alizon, Fabrice, and Daille, B�eatrice.
Keyword extraction: Issues and methods.Natural Language Engineering 26, 3
(2020), 259{291.

[43] Flek, Lucie. Returning the N to NLP: Towards contextually personalized clas-
si�cation models. In Proceedings of the 58th Annual Meeting of the Association
for Computational Linguistics (Online, July 2020), Association for Computa-
tional Linguistics, pp. 7828{7838.

[44] Fu, Zhangjie, Ren, Kui, Shu, Jiangang, Sun, Xingming, and Huang, Fengxiao.
Enabling personalized search over encrypted outsourced data with e�ciency im-
provement. IEEE transactions on parallel and distributed systems 27, 9 (2015),
2546{2559.

[45] Gallina, Ygor, Boudin, Florian, and Daille, Beatrice. KPTimes: A large-scale
dataset for keyphrase generation on news documents. InProceedings of the
12th International Conference on Natural Language Generation(Tokyo, Japan,
Oct.{Nov. 2019), Association for Computational Linguistics, pp. 130{135.

[46] Gauch, Susan, Speretta, Mirco, Chandramouli, Aravind, and Micarelli, Alessan-
dro. User pro�les for personalized information access.The adaptive web: meth-
ods and strategies of web personalization(2007), 54{89.

[47] Gligori�c, Kristina, Lifchits, George, West, Robert, and Anderson, Ashton. Lin-
guistic e�ects on news headline success: Evidence from thousands of online �eld
experiments (Registered Report Protocol).PLoS One 16, 9 (2021), e0257091.

[48] Golinko�, Roberta Michnick, Ho�, Erika, Rowe, Meredith L, Tamis-LeMonda,
Catherine S, and Hirsh-Pasek, Kathy. Language matters: Denying the existence
of the 30-million-word gap has serious consequences.Child development 90, 3
(2019), 985{992.

[49] Gosangi, Rakesh, Arora, Ravneet, Gheisarieha, Mohsen, Mahata, Debanjan,
and Zhang, Haimin. On the use of context for predicting citation worthiness
of sentences in scholarly articles. InProceedings of the 2021 Conference of
the North American Chapter of the Association for Computational Linguistics:
Human Language Technologies(Online, June 2021), Association for Computa-
tional Linguistics, pp. 4539{4545.

[50] Goyal, Tanya, Li, Junyi Jessy, and Durrett, Greg. News summarization and
evaluation in the era of gpt-3.arXiv preprint arXiv:2209.12356 (2022).

[51] Gra�, David, Kong, Junbo, Chen, Ke, and Maeda, Kazuaki. English gigaword.
Linguistic Data Consortium, Philadelphia 4, 1 (2003), 34.

[52] Graham, Yvette. Re-evaluating automatic summarization with BLEU and 192
shades of ROUGE. InProceedings of the 2015 Conference on Empirical Methods
in Natural Language Processing(Lisbon, Portugal, Sept. 2015), Association for
Computational Linguistics, pp. 128{137.

102



[53] Grusky, Max, Naaman, Mor, and Artzi, Yoav. Newsroom: A dataset of 1.3
million summaries with diverse extractive strategies. InProceedings of the 2018
Conference of the North American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies, Volume 1 (Long Papers)
(New Orleans, Louisiana, June 2018), Association for Computational Linguis-
tics, pp. 708{719.

[54] Gu, Yu, Tinn, Robert, Cheng, Hao, Lucas, Michael, Usuyama, Naoto, Liu,
Xiaodong, Naumann, Tristan, Gao, Jianfeng, and Poon, Hoifung. Domain-
speci�c language model pretraining for biomedical natural language processing,
2020.

[55] Guo, Jiaxian, Li, Junnan, Li, Dongxu, Tiong, Anthony Meng Huat, Li, Boyang,
Tao, Dacheng, and Hoi, Steven. From images to textual prompts: Zero-shot
visual question answering with frozen large language models. InProceedings
of the IEEE/CVF Conference on Computer Vision and Pattern Recognition
(2023), pp. 10867{10877.

[56] Hartman, Vince, and Campion, Thomas R. A day-to-day approach for au-
tomating the hospital course section of the discharge summary.AMIA Annu.
Symp. Proc. 2022(May 2022), 216{225.

[57] Heilman, Michael, and Smith, Noah A. Good question! statistical ranking for
question generation. InHuman Language Technologies: The 2010 Annual Con-
ference of the North American Chapter of the Association for Computational
Linguistics (Los Angeles, California, June 2010), Association for Computational
Linguistics, pp. 609{617.

[58] Hong, Judith, Nguyen, Tien V, and Prose, Neil S. Compassionate care: En-
hancing physician{patient communication and education in dermatology: Part
ii: Patient education. Journal of the American Academy of Dermatology 68, 3
(2013), 364{e1.

[59] Horvitz, Zachary, Do, Nam, and Littman, Michael L. Context-driven satir-
ical news generation. InProceedings of the Second Workshop on Figurative
Language Processing(Online, July 2020), Association for Computational Lin-
guistics, pp. 40{50.

[60] Huang, Jin-Xia, Lee, Kyung-Soon, Kwon, Oh-Woog, and Kim, Young-Kil.
A chatbot for a dialogue-based second language learning system. Research-
publishing.net, 2017, 12 2017, pp. 151{156.

[61] Isinkaye, Folasade Olubusola, Folajimi, Yetunde O, and Ojokoh, Bolande Ade-
fowoke. Recommendation systems: Principles, methods and evaluation.Egyp-
tian informatics journal 16, 3 (2015), 261{273.

103



[62] Jia, Yujie, Yin, Zhaoxia, Zhang, Xinpeng, and Luo, Yonglong. Reversible data
hiding based on reducing invalid shifting of pixels in histogram shifting.Signal
Processing 163(2019), 238{246.

[63] Jin, Qiao, Dhingra, Bhuwan, Liu, Zhengping, Cohen, William, and Lu,
Xinghua. PubMedQA: A dataset for biomedical research question answering. In
Proceedings of the 2019 Conference on Empirical Methods in Natural Language
Processing and the 9th International Joint Conference on Natural Language
Processing (EMNLP-IJCNLP) (Hong Kong, China, Nov. 2019), Association
for Computational Linguistics, pp. 2567{2577.

[64] Jo, Eun Seo, and Gebru, Timnit. Lessons from archives: Strategies for collecting
sociocultural data in machine learning. InProceedings of the 2020 conference
on fairness, accountability, and transparency(2020), pp. 306{316.

[65] Johnson, Alistair EW, Pollard, Tom J, Shen, Lu, Lehman, Li-wei H, Feng,
Mengling, Ghassemi, Mohammad, Moody, Benjamin, Szolovits, Peter, An-
thony Celi, Leo, and Mark, Roger G. Mimic-iii, a freely accessible critical
care database.Scienti�c data 3, 1 (2016), 1{9.

[66] Johnson, Alistair E.W., Pollard, Tom J., Shen, Lu, wei H. Lehman, Li, Feng,
Mengling, Ghassemi, Mohammad, Moody, Benjamin, Szolovits, Peter, Celi,
Leo Anthony, and Mark, Roger G. MIMIC-III, a freely accessible critical care
database.Scienti�c Data 3, 1 (May 2016).

[67] Joshi, Anirudh, Katariya, Namit, Amatriain, Xavier, and Kannan, Anitha. Dr.
summarize: Global summarization of medical dialogue by exploiting local struc-
tures. In Findings of the Association for Computational Linguistics: EMNLP
2020 (Online, Nov. 2020), Association for Computational Linguistics, pp. 3755{
3763.

[68] Joshi, Mandar, Choi, Eunsol, Weld, Daniel, and Zettlemoyer, Luke. TriviaQA:
A large scale distantly supervised challenge dataset for reading comprehension.
In Proceedings of the 55th Annual Meeting of the Association for Computa-
tional Linguistics (Volume 1: Long Papers)(Vancouver, Canada, July 2017),
Association for Computational Linguistics, pp. 1601{1611.

[69] Kanouchi, Shin, Neishi, Masato, Hayashibe, Yuta, Ouchi, Hiroki, and Okazaki,
Naoaki. You may like this hotel because ...: Identifying evidence for explain-
able recommendations. InProceedings of the 1st Conference of the Asia-Paci�c
Chapter of the Association for Computational Linguistics and the 10th Interna-
tional Joint Conference on Natural Language Processing(Suzhou, China, Dec.
2020), Association for Computational Linguistics, pp. 890{899.

104



[70] Kanungo, Yashal Shakti, Negi, Sumit, and Rajan, Aruna. Ad headline gen-
eration using self-critical masked language model. InProceedings of the 2021
Conference of the North American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies: Industry Papers(Online,
June 2021), Association for Computational Linguistics, pp. 263{271.

[71] Karimi, Mozhgan, Jannach, Dietmar, and Jugovac, Michael. News recom-
mender systems { survey and roads ahead.Information Processing Manage-
ment 54, 6 (2018), 1203{1227.

[72] Karpukhin, Vladimir, Oguz, Barlas, Min, Sewon, Lewis, Patrick, Wu, Ledell,
Edunov, Sergey, Chen, Danqi, and Yih, Wen-tau. Dense passage retrieval for
open-domain question answering. InProceedings of the 2020 Conference on
Empirical Methods in Natural Language Processing (EMNLP)(Online, Nov.
2020), Association for Computational Linguistics, pp. 6769{6781.

[73] Kessels, Roy PC. Patients' memory for medical information.Journal of the
Royal Society of Medicine 96, 5 (2003), 219{222.

[74] Kim, Yanghoon, Lee, Hwanhee, Shin, Joongbo, and Jung, Kyomin. Improving
neural question generation using answer separation.CoRR abs/1809.02393
(2018).

[75] Kocaballi, Ahmet Baki, Berkovsky, Shlomo, Quiroz, Juan C, Laranjo, Liliana,
Tong, Huong Ly, Rezazadegan, Dana, Briatore, Agustina, and Coiera, Enrico.
The personalization of conversational agents in health care: systematic review.
Journal of medical Internet research 21, 11 (2019), e15360.

[76] Ko�cisk�y, Tom�a�s, Schwarz, Jonathan, Blunsom, Phil, Dyer, Chris, Hermann,
Karl Moritz, Melis, G�abor, and Grefenstette, Edward. The NarrativeQA read-
ing comprehension challenge.Transactions of the Association for Computa-
tional Linguistics 6 (2018), 317{328.

[77] Komeili, Mojtaba, Shuster, Kurt, and Weston, Jason. Internet-augmented dia-
logue generation.CoRR abs/2107.07566(2021).

[78] Krapivin, Mikalai, Autaeu, Aliaksandr, and Marchese, Maurizio. Large dataset
for keyphrases extraction.

[79] Krishna, Kundan, Khosla, Sopan, Bigham, Je�rey, and Lipton, Zachary C.
Generating SOAP notes from doctor-patient conversations using modular sum-
marization techniques. InProceedings of the 59th Annual Meeting of the Asso-
ciation for Computational Linguistics and the 11th International Joint Confer-
ence on Natural Language Processing (Volume 1: Long Papers)(Online, Aug.
2021), Association for Computational Linguistics, pp. 4958{4972.

[80] Krulwich, Bruce. Lifestyle �nder: Intelligent user pro�ling using large-scale
demographic data.AI magazine 18, 2 (1997), 37{37.

105



[81] Kryscinski, Wojciech, Keskar, Nitish Shirish, McCann, Bryan, Xiong, Caiming,
and Socher, Richard. Neural text summarization: A critical evaluation. In
Proceedings of the 2019 Conference on Empirical Methods in Natural Language
Processing and the 9th International Joint Conference on Natural Language
Processing (EMNLP-IJCNLP) (Hong Kong, China, Nov. 2019), Association
for Computational Linguistics, pp. 540{551.

[82] Kryscinski, Wojciech, McCann, Bryan, Xiong, Caiming, and Socher, Richard.
Evaluating the factual consistency of abstractive text summarization. InPro-
ceedings of the 2020 Conference on Empirical Methods in Natural Language
Processing (EMNLP) (Online, Nov. 2020), Association for Computational Lin-
guistics, pp. 9332{9346.

[83] Kutner, Mark, Greenburg, Elizabeth, Jin, Ying, and Paulsen, Christine. The
health literacy of america's adults: Results from the 2003 national assessment of
adult literacy. nces 2006-483.National Center for Education Statistics(2006).

[84] Kwon, Sunjae, Yao, Zonghai, Jordan, Harmon S, Levy, David A, Corner, Brian,
and Yu, Hong. Medjex: A medical jargon extraction model with wiki's hyper-
link span and contextualized masked language model score.arXiv preprint
arXiv:2210.05875(2022).

[85] Laban, Philippe, Bandarkar, Lucas, and Hearst, Marti A. News headline group-
ing as a challenging NLU task. InProceedings of the 2021 Conference of the
North American Chapter of the Association for Computational Linguistics: Hu-
man Language Technologies(Online, June 2021), Association for Computa-
tional Linguistics, pp. 3186{3198.

[86] Lebano�, Logan, Muchovej, John, Dernoncourt, Franck, Kim, Doo Soon, Kim,
Seokhwan, Chang, Walter, and Liu, Fei. Analyzing sentence fusion in abstrac-
tive summarization. In Proceedings of the 2nd Workshop on New Frontiers in
Summarization(Hong Kong, China, Nov. 2019), Association for Computational
Linguistics, pp. 104{110.

[87] Lebano�, Logan, Muchovej, John, Dernoncourt, Franck, Kim, Doo Soon, Wang,
Lidan, Chang, Walter, and Liu, Fei. Understanding points of correspondence
between sentences for abstractive summarization. InProceedings of the 58th
Annual Meeting of the Association for Computational Linguistics: Student Re-
search Workshop(Online, July 2020), Association for Computational Linguis-
tics, pp. 191{198.

[88] Lee, Jinhyuk, Yoon, Wonjin, Kim, Sungdong, Kim, Donghyeon, Kim, Sunkyu,
So, Chan Ho, and Kang, Jaewoo. Biobert: a pre-trained biomedical language
representation model for biomedical text mining.Bioinformatics 36, 4 (2020),
1234{1240.

106



[89] Lehman, Eric, Lialin, Vladislav, Legaspi, Katelyn Edelwina, Sy, Anne Janelle,
Pile, Patricia Therese, Alberto, Nicole Rose, Ragasa, Richard Raymund, Puyat,
Corinna Victoria, Tali~no, Marianne Katharina, Alberto, Isabelle Rose, Alfonso,
Pia Gabrielle, Moukheiber, Dana, Wallace, Byron, Rumshisky, Anna, Liang,
Jennifer, Raghavan, Preethi, Celi, Leo Anthony, and Szolovits, Peter. Learning
to ask like a physician. InProceedings of the 4th Clinical Natural Language
Processing Workshop(Seattle, WA, July 2022), Association for Computational
Linguistics, pp. 74{86.

[90] Lekakos, George, and Caravelas, Petros. A hybrid approach for movie recom-
mendation. Multimedia tools and applications 36(2008), 55{70.

[91] Lever, Rosemary, and S�en�echal, Monique. Discussing stories: On how a dia-
logic reading intervention improves kindergartners' oral narrative construction.
Journal of experimental child psychology 108, 1 (2011), 1{24.

[92] Lewis, Mike, Liu, Yinhan, Goyal, Naman, Ghazvininejad, Marjan, Mohamed,
Abdelrahman, Levy, Omer, Stoyanov, Veselin, and Zettlemoyer, Luke. BART:
Denoising sequence-to-sequence pre-training for natural language generation,
translation, and comprehension. InProceedings of the 58th Annual Meeting of
the Association for Computational Linguistics(Online, July 2020), Association
for Computational Linguistics, pp. 7871{7880.

[93] Lewis, Patrick, Ott, Myle, Du, Jingfei, and Stoyanov, Veselin. Pretrained lan-
guage models for biomedical and clinical tasks: understanding and extending
the state-of-the-art. In Proceedings of the 3rd Clinical Natural Language Pro-
cessing Workshop(2020), pp. 146{157.

[94] Li, Fei, Jin, Yonghao, Liu, Weisong, Rawat, Bhanu Pratap Singh, Cai, Peng-
shan, and Yu, Hong. Fine-tuning bidirectional encoder representations from
transformers (bert){based models on large-scale electronic health record notes:
an empirical study. JMIR medical informatics 7, 3 (2019), e14830.

[95] Li, Lei, Zhang, Yongfeng, and Chen, Li. Personalized transformer for explain-
able recommendation. InProceedings of the 59th Annual Meeting of the Associa-
tion for Computational Linguistics and the 11th International Joint Conference
on Natural Language Processing (Volume 1: Long Papers)(Online, Aug. 2021),
Association for Computational Linguistics, pp. 4947{4957.

[96] Li, Li, Fan, Yuxi, Tse, Mike, and Lin, Kuo-Yi. A review of applications in
federated learning.Computers & Industrial Engineering 149(2020), 106854.

[97] Li, Qinbin, Wen, Zeyi, Wu, Zhaomin, Hu, Sixu, Wang, Naibo, Li, Yuan, Liu,
Xu, and He, Bingsheng. A survey on federated learning systems: Vision, hype
and reality for data privacy and protection. IEEE Transactions on Knowledge
and Data Engineering(2021).

107



[98] Li, Rui, Wang, Shengjie, Deng, Hongbo, Wang, Rui, and Chang, Kevin Chen-
Chuan. Towards social user pro�ling: uni�ed and discriminative in
uence model
for inferring home locations. InProceedings of the 18th ACM SIGKDD inter-
national conference on Knowledge discovery and data mining(2012), pp. 1023{
1031.

[99] Lin, Chin-Yew. ROUGE: A package for automatic evaluation of summaries. In
Text Summarization Branches Out(Barcelona, Spain, July 2004), Association
for Computational Linguistics, pp. 74{81.

[100] Lin, Yen-Ting, and Chen, Yun-Nung. Llm-eval: Uni�ed multi-dimensional au-
tomatic evaluation for open-domain conversations with large language models.
arXiv preprint arXiv:2305.13711 (2023).

[101] Liu, Yang, Iter, Dan, Xu, Yichong, Wang, Shuohang, Xu, Ruochen, and Zhu,
Chenguang. Gpteval: Nlg evaluation using gpt-4 with better human alignment.
arXiv preprint arXiv:2303.16634 (2023).

[102] Liu, Yang, and Lapata, Mirella. Text summarization with pretrained encoders.
In Proceedings of the 2019 Conference on Empirical Methods in Natural Lan-
guage Processing and the 9th International Joint Conference on Natural Lan-
guage Processing (EMNLP-IJCNLP)(Hong Kong, China, Nov. 2019), Associ-
ation for Computational Linguistics, pp. 3730{3740.

[103] Liu, Yinhan, Ott, Myle, Goyal, Naman, Du, Jingfei, Joshi, Mandar, Chen,
Danqi, Levy, Omer, Lewis, Mike, Zettlemoyer, Luke, and Stoyanov, Veselin.
Roberta: a robustly optimized bert pretraining approach (2019).arXiv preprint
arXiv:1907.11692 364(1907).

[104] Longpre, Shayne, Hou, Le, Vu, Tu, Webson, Albert, Chung, Hyung Won, Tay,
Yi, Zhou, Denny, Le, Quoc V., Zoph, Barret, Wei, Jason, and Roberts, Adam.
The 
an collection: Designing data and methods for e�ective instruction tuning,
2023.

[105] Magooda, Ahmed, and Litman, Diane. Mitigating data scarceness through
data synthesis, augmentation and curriculum for abstractive summarization.
In Findings of the Association for Computational Linguistics: EMNLP 2021
(Punta Cana, Dominican Republic, Nov. 2021), Association for Computational
Linguistics, pp. 2043{2052.

[106] Majumder, Bodhisattwa Prasad, Li, Shuyang, Ni, Jianmo, and McAuley, Julian.
Generating personalized recipes from historical user preferences. InProceedings
of the 2019 Conference on Empirical Methods in Natural Language Process-
ing and the 9th International Joint Conference on Natural Language Processing
(EMNLP-IJCNLP) (Hong Kong, China, Nov. 2019), Association for Computa-
tional Linguistics, pp. 5976{5982.

108



[107] Matsumaru, Kazuki, Takase, Sho, and Okazaki, Naoaki. Improving truthful-
ness of headline generation. InProceedings of the 58th Annual Meeting of the
Association for Computational Linguistics(Online, July 2020), Association for
Computational Linguistics, pp. 1335{1346.

[108] Maynez, Joshua, Narayan, Shashi, Bohnet, Bernd, and McDonald, Ryan. On
faithfulness and factuality in abstractive summarization. InProceedings of the
58th Annual Meeting of the Association for Computational Linguistics(Online,
July 2020), Association for Computational Linguistics, pp. 1906{1919.

[109] Meng, Rui, Zhao, Sanqiang, Han, Shuguang, He, Daqing, Brusilovsky, Peter,
and Chi, Yu. Deep keyphrase generation. InProceedings of the 55th Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Pa-
pers) (Vancouver, Canada, July 2017), Association for Computational Linguis-
tics, pp. 582{592.

[110] Mihalcea, Rada, and Tarau, Paul. TextRank: Bringing order into text. In
Proceedings of the 2004 Conference on Empirical Methods in Natural Language
Processing(Barcelona, Spain, July 2004), Association for Computational Lin-
guistics, pp. 404{411.

[111] Miura, Yasuhide, Zhang, Yuhao, Tsai, Emily, Langlotz, Curtis, and Jurafsky,
Dan. Improving factual completeness and consistency of image-to-text radiology
report generation. InProceedings of the 2021 Conference of the North American
Chapter of the Association for Computational Linguistics: Human Language
Technologies(Online, June 2021), Association for Computational Linguistics,
pp. 5288{5304.

[112] Moghe, Nikita, Arora, Siddhartha, Banerjee, Suman, and Khapra, Mitesh M.
Towards exploiting background knowledge for building conversation systems. In
Proceedings of the 2018 Conference on Empirical Methods in Natural Language
Processing(Brussels, Belgium, Oct.-Nov. 2018), Association for Computational
Linguistics, pp. 2322{2332.

[113] Mol, Suzanne E, Bus, Adriana G, De Jong, Maria T, and Smeets, Daisy JH.
Added value of dialogic parent{child book readings: A meta-analysis.Early
education and development 19, 1 (2008), 7{26.

[114] Moramarco, Francesco, Kor�atis, Alex Papadopoulos, Perera, Mark, Juric,
Damir, Flann, Jack, Reiter, Ehud, Belz, Anya, and Savkov, Aleksandar. Hu-
man evaluation and correlation with automatic metrics in consultation note
generation.

[115] Munjal, Kundan, and Bhatia, Rekha. A systematic review of homomorphic
encryption and its contributions in healthcare industry. Complex & Intelligent
Systems 9, 4 (2023), 3759{3786.

109



[116] Narayan, Shashi, Cohen, Shay B., and Lapata, Mirella. Don't give me the de-
tails, just the summary! topic-aware convolutional neural networks for extreme
summarization. InProceedings of the 2018 Conference on Empirical Methods in
Natural Language Processing(Brussels, Belgium, Oct.-Nov. 2018), Association
for Computational Linguistics, pp. 1797{1807.

[117] O'Leary, Kevin J, Kulkarni, Nita, Landler, Matthew P, Jeon, Jiyeon, Hahn,
Katherine J, Englert, Katherine M, and Williams, Mark V. Hospitalized pa-
tients' understanding of their plan of care. InMayo Clinic Proceedings(2010),
vol. 85, Elsevier, pp. 47{52.

[118] OpenAI. Gpt-4 technical report.arXiv preprint arXiv:2303.08774 (2023).

[119] Ouyang, Long, Wu, Je�, Jiang, Xu, Almeida, Diogo, Wainwright, Carroll L.,
Mishkin, Pamela, Zhang, Chong, Agarwal, Sandhini, Slama, Katarina, Ray,
Alex, Schulman, John, Hilton, Jacob, Kelton, Fraser, Miller, Luke, Simens,
Maddie, Askell, Amanda, Welinder, Peter, Christiano, Paul, Leike, Jan, and
Lowe, Ryan. Training language models to follow instructions with human feed-
back. arXiv preprint arXiv:2203.02155 (2022).

[120] Pagnoni, Artidoro, Balachandran, Vidhisha, and Tsvetkov, Yulia. Understand-
ing factuality in abstractive summarization with FRANK: A benchmark for fac-
tuality metrics. In Proceedings of the 2021 Conference of the North American
Chapter of the Association for Computational Linguistics: Human Language
Technologies(Online, June 2021), Association for Computational Linguistics,
pp. 4812{4829.

[121] Pampari, Anusri, Raghavan, Preethi, Liang, Jennifer, and Peng, Jian. em-
rQA: A large corpus for question answering on electronic medical records. In
Proceedings of the 2018 Conference on Empirical Methods in Natural Language
Processing(Brussels, Belgium, Oct.-Nov. 2018), Association for Computational
Linguistics, pp. 2357{2368.

[122] Pasunuru, Ramakanth, Celikyilmaz, Asli, Galley, Michel, Xiong, Chenyan,
Zhang, Yizhe, Bansal, Mohit, and Gao, Jianfeng. Data augmentation for ab-
stractive query-focused multi-document summarization. InProceedings of the
AAAI Conference on Arti�cial Intelligence (2021), vol. 35, pp. 13666{13674.

[123] Pathak, Sarita, Summerville, Gregory, Kaplan, Celia P, Nouri, Sarah S, and
Karliner, Leah S. Patient-reported use of the after visit summary in a primary
care internal medicine practice. Journal of Patient Experience 7, 5 (2020),
703{707.

[124] Peng, Yan, Chen, Penghe, Lu, Yu, Meng, Qinggang, Xu, Qi, and Yu,
Shengquan. A task-oriented dialogue system for moral education. InInter-
national Conference on Arti�cial Intelligence in Education (2019), Springer,
pp. 392{397.

110



[125] Peters, Matthew E., Neumann, Mark, Iyyer, Mohit, Gardner, Matt, Clark,
Christopher, Lee, Kenton, and Zettlemoyer, Luke. Deep contextualized word
representations. InProceedings of the 2018 Conference of the North American
Chapter of the Association for Computational Linguistics: Human Language
Technologies, Volume 1 (Long Papers)(New Orleans, Louisiana, June 2018),
Association for Computational Linguistics, pp. 2227{2237.

[126] Post, Matt. A call for clarity in reporting BLEU scores. In Proceedings of
the Third Conference on Machine Translation: Research Papers(Brussels, Bel-
gium, Oct. 2018), Association for Computational Linguistics, pp. 186{191.

[127] Potthast, Martin, Gollub, Tim, Komlossy, Kristof, Schuster, Sebastian, Wieg-
mann, Matti, Garces Fernandez, Erika Patricia, Hagen, Matthias, and Stein,
Benno. Crowdsourcing a large corpus of clickbait on Twitter. InProceed-
ings of the 27th International Conference on Computational Linguistics(Santa
Fe, New Mexico, USA, Aug. 2018), Association for Computational Linguistics,
pp. 1498{1507.

[128] Prabhumoye, Shrimai, Hashimoto, Kazuma, Zhou, Yingbo, Black, Alan W, and
Salakhutdinov, Ruslan. Focused attention improves document-grounded gener-
ation. In Proceedings of the 2021 Conference of the North American Chapter of
the Association for Computational Linguistics: Human Language Technologies
(Online, June 2021), Association for Computational Linguistics, pp. 4274{4287.

[129] Pylman, Stacey, and Ward, Amy. 12 tips for e�ective questioning in medical
education. Medical Teacher 42, 12 (Dec. 2020), 1330{1336.

[130] Radev, Dragomir R, Qi, Hong, Wu, Harris, and Fan, Weiguo. Evaluating web-
based question answering systems. InLREC (2002), Citeseer.

[131] Radford, Alec, Kim, Jong Wook, Hallacy, Chris, Ramesh, Aditya, Goh, Gabriel,
Agarwal, Sandhini, Sastry, Girish, Askell, Amanda, Mishkin, Pamela, Clark,
Jack, et al. Learning transferable visual models from natural language su-
pervision. In International Conference on Machine Learning(2021), PMLR,
pp. 8748{8763.

[132] Ra�el, Colin, Shazeer, Noam, Roberts, Adam, Lee, Katherine, Narang, Sharan,
Matena, Michael, Zhou, Yanqi, Li, Wei, and Liu, Peter J. Exploring the limits
of transfer learning with a uni�ed text-to-text transformer. Journal of Machine
Learning Research 21, 1 (2020).

[133] Raghavan, Preethi, Fosler-Lussier, Eric, and Lai, Albert. Temporal classi�-
cation of medical events. InBioNLP: Proceedings of the 2012 Workshop on
Biomedical Natural Language Processing(Montr�eal, Canada, June 2012), As-
sociation for Computational Linguistics, pp. 29{37.

111



[134] Raghavan, Preethi, Liang, Jennifer J, Mahajan, Diwakar, Chandra, Rachita,
and Szolovits, Peter. emrKBQA: A clinical knowledge-base question answering
dataset. In Proceedings of the 20th Workshop on Biomedical Language Process-
ing (Online, June 2021), Association for Computational Linguistics, pp. 64{73.

[135] Rajpurkar, Pranav, Zhang, Jian, Lopyrev, Konstantin, and Liang, Percy.
SQuAD: 100,000+ questions for machine comprehension of text. InProceed-
ings of the 2016 Conference on Empirical Methods in Natural Language Pro-
cessing(Austin, Texas, Nov. 2016), Association for Computational Linguistics,
pp. 2383{2392.

[136] Rawat, Bhanu Pratap Singh, Weng, Wei-Hung, Min, So Yeon, Raghavan,
Preethi, and Szolovits, Peter. Entity-enriched neural models for clinical ques-
tion answering. InProceedings of the 19th SIGBioMed Workshop on Biomedical
Language Processing(Online, July 2020), Association for Computational Lin-
guistics, pp. 112{122.

[137] Re�ategui, Ruth, and Ratt�e, Sylvie. Comparison of metamap and ctakes for en-
tity extraction in clinical notes. BMC Medical Informatics and Decision Making
18, 3 (2018), 74.

[138] Reimers, Nils, and Gurevych, Iryna. Sentence-BERT: Sentence embeddings
using Siamese BERT-networks. InProceedings of the 2019 Conference on Em-
pirical Methods in Natural Language Processing and the 9th International Joint
Conference on Natural Language Processing (EMNLP-IJCNLP)(Hong Kong,
China, Nov. 2019), Association for Computational Linguistics, pp. 3982{3992.

[139] Rennie, Steven J., Marcheret, Etienne, Mroueh, Youssef, Ross, Jerret, and Goel,
Vaibhava. Self-critical sequence training for image captioning. In2017 IEEE
Conference on Computer Vision and Pattern Recognition (CVPR)(2017),
pp. 1179{1195.

[140] Richard, Claude, Glaser, Emma, and Lussier, Marie-Th�er�ese. Communication
and patient participation in
uencing patient recall of treatment discussions.
Health Expectations 20, 4 (2017), 760{770.

[141] Robinson, Joshua, Rytting, Christopher Michael, and Wingate, David. Leverag-
ing large language models for multiple choice question answering.arXiv preprint
arXiv:2210.12353(2022).

[142] Ruan, Sherry, Jiang, Liwei, Xu, Qianyao, Liu, Zhiyuan, Davis, G. M., Brunskill,
Emma, and Landay, J. Englishbot: An ai-powered conversational system for
second language learning.26th International Conference on Intelligent User
Interfaces (IUI) (2021).

[143] Rush, Alexander M., Chopra, Sumit, and Weston, Jason. A neural attention
model for abstractive sentence summarization. InProceedings of the 2015 Con-
ference on Empirical Methods in Natural Language Processing(Lisbon, Portu-
gal, Sept. 2015), Association for Computational Linguistics, pp. 379{389.

112



[144] Sanh, Victor, Webson, Albert, Ra�el, Colin, Bach, Stephen H., Sutawika, Lin-
tang, Alyafeai, Zaid, Cha�n, Antoine, Stiegler, Arnaud, Scao, Teven Le, Raja,
Arun, Dey, Manan, Bari, M. Saiful, Xu, Canwen, Thakker, Urmish, Sharma,
Shanya, Szczechla, Eliza, Kim, Taewoon, Chhablani, Gunjan, Nayak, Nihal V.,
Datta, Debajyoti, Chang, Jonathan, Jiang, Mike Tian-Jian, Wang, Han, Man-
ica, Matteo, Shen, Sheng, Yong, Zheng Xin, Pandey, Harshit, Bawden, Rachel,
Wang, Thomas, Neeraj, Trishala, Rozen, Jos, Sharma, Abheesht, Santilli, An-
drea, F�evry, Thibault, Fries, Jason Alan, Teehan, Ryan, Biderman, Stella, Gao,
Leo, Bers, Tali, Wolf, Thomas, and Rush, Alexander M. Multitask prompted
training enables zero-shot task generalization.CoRR abs/2110.08207(2021).

[145] Scialom, Thomas, Lamprier, Sylvain, Piwowarski, Benjamin, and Staiano, Ja-
copo. Answers unite! unsupervised metrics for reinforced summarization mod-
els. In Proceedings of the 2019 Conference on Empirical Methods in Natural
Language Processing and the 9th International Joint Conference on Natural
Language Processing (EMNLP-IJCNLP)(Hong Kong, China, Nov. 2019), As-
sociation for Computational Linguistics, pp. 3246{3256.

[146] See, Abigail, Liu, Peter J., and Manning, Christopher D. Get to the point:
Summarization with pointer-generator networks. InProceedings of the 55th
Annual Meeting of the Association for Computational Linguistics (Volume 1:
Long Papers)(Vancouver, Canada, July 2017), Association for Computational
Linguistics, pp. 1073{1083.

[147] Sellam, Thibault, Das, Dipanjan, and Parikh, Ankur. BLEURT: Learning ro-
bust metrics for text generation. InProceedings of the 58th Annual Meeting of
the Association for Computational Linguistics(Online, July 2020), Association
for Computational Linguistics, pp. 7881{7892.

[148] Sharples, Mike.Learning as conversation transforming education in the mobile
age. Citeseer, 2005.

[149] Shwartz, Vered, West, Peter, Le Bras, Ronan, Bhagavatula, Chandra, and Choi,
Yejin. Unsupervised commonsense question answering with self-talk. InPro-
ceedings of the 2020 Conference on Empirical Methods in Natural Language
Processing (EMNLP) (Online, Nov. 2020), Association for Computational Lin-
guistics, pp. 4615{4629.

[150] Singh, H., Meyer, A. N., and Thomas, E. J. The frequency of diagnostic errors
in outpatient care: estimations from three large observational studies involving
US adult populations. BMJ Qual Saf 23, 9 (Sep 2014), 727{731.

[151] Snover, Matthew, Dorr, Bonnie, Schwartz, Rich, Micciulla, Linnea, and
Makhoul, John. A study of translation edit rate with targeted human anno-
tation. In Proceedings of the 7th Conference of the Association for Machine
Translation in the Americas: Technical Papers(Cambridge, Massachusetts,
USA, Aug. 8-12 2006), Association for Machine Translation in the Americas,
pp. 223{231.

113



[152] Song, Kaiqiang, Wang, Bingqing, Feng, Zhe, and Liu, Fei. A new approach to
overgenerating and scoring abstractive summaries. InProceedings of the 2021
Conference of the North American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies(Online, June 2021), Associ-
ation for Computational Linguistics, pp. 1392{1404.

[153] Song, Kaiqiang, Wang, Bingqing, Feng, Zhe, Ren, Liu, and Liu, Fei. Controlling
the amount of verbatim copying in abstractive summarization. InProceedings of
the Thirty-Fourth AAAI Conference on Arti�cial Intelligence (AAAI) (2020).

[154] Song, Kaiqiang, Zhao, Lin, and Liu, Fei. Structure-infused copy mechanisms
for abstractive summarization. InProceedings of the 27th International Confer-
ence on Computational Linguistics(Santa Fe, New Mexico, USA, Aug. 2018),
Association for Computational Linguistics, pp. 1717{1729.

[155] Soni, Sarvesh, and Roberts, Kirk. Evaluation of dataset selection for pre-
training and �ne-tuning transformer language models for clinical question an-
swering. In Proceedings of the Twelfth Language Resources and Evaluation
Conference(Marseille, France, May 2020), European Language Resources As-
sociation, pp. 5532{5538.

[156] Sotudeh Gharebagh, Sajad, Goharian, Nazli, and Filice, Ross. Attend to med-
ical ontologies: Content selection for clinical abstractive summarization. In
Proceedings of the 58th Annual Meeting of the Association for Computational
Linguistics (Online, July 2020), Association for Computational Linguistics,
pp. 1899{1905.

[157] Speretta, Mirco, and Gauch, Susan. Personalized search based on user search
histories. In The 2005 IEEE/WIC/ACM International Conference on Web
Intelligence (WI'05) (2005), IEEE, pp. 622{628.

[158] Stewart, Iain, and File, Portia. Let's chat: A conversational dialogue system for
second language practice.Computer Assisted Language Learning 20(01 2007).

[159] Su, Xiaoyuan, and Khoshgoftaar, Taghi M. A survey of collaborative �ltering
techniques.Advances in arti�cial intelligence 2009 (2009).

[160] Sultan, Md Arafat, Chandel, Shubham, Fernandez Astudillo, Ram�on, and
Castelli, Vittorio. On the importance of diversity in question generation for
QA. In Proceedings of the 58th Annual Meeting of the Association for Com-
putational Linguistics (Online, July 2020), Association for Computational Lin-
guistics, pp. 5651{5656.

[161] Sung, Mujeen, Lee, Jinhyuk, Yi, Sean, Jeon, Minji, Kim, Sungdong, and Kang,
Jaewoo. Can language models be biomedical knowledge bases. InProceedings
of the 2021 Conference on Empirical Methods in Natural Language Processing
(EMNLP) (2021).

114



[162] Tanya Goyal, Junyi Jessy Li, Greg Durrett. News summarization and evaluation
in the era of gpt-3. arXiv preprint (2022).

[163] van Miltenburg, Emiel, Clinciu, Miruna, Du�sek, Ond�rej, Gkatzia, Dimitra, In-
glis, Stephanie, Lepp•anen, Leo, Mahamood, Saad, Manning, Emma, Schoch,
Stephanie, Thomson, Craig, and Wen, Luou. Underreporting of errors in NLG
output, and what to do about it. In Proceedings of the 14th International Con-
ference on Natural Language Generation(Aberdeen, Scotland, UK, Aug. 2021),
Association for Computational Linguistics, pp. 140{153.

[164] Vaswani, Ashish, Shazeer, Noam, Parmar, Niki, Uszkoreit, Jakob, Jones, Llion,
Gomez, Aidan N, Kaiser, Lukasz, and Polosukhin, Illia. Attention is all you
need. InAdvances in neural information processing systems(2017), pp. 5998{
6008.

[165] Wang, Yizhong, Kordi, Yeganeh, Mishra, Swaroop, Liu, Alisa, Smith, Noah A,
Khashabi, Daniel, and Hajishirzi, Hannaneh. Self-instruct: Aligning language
model with self generated instructions.arXiv preprint arXiv:2212.10560 (2022).

[166] Weerahandi, Himali, Ziaeian, Boback, Fogerty, Robert L, Jenq, Grace Y, and
Horwitz, Leora I. Predictors for patients understanding reason for hospitaliza-
tion. PLoS One 13, 4 (Apr. 2018), e0196479.

[167] Wei, Jason, Tay, Yi, Bommasani, Rishi, Ra�el, Colin, Zoph, Barret, Borgeaud,
Sebastian, Yogatama, Dani, Bosma, Maarten, Zhou, Denny, Metzler, Donald,
Chi, Ed H., Hashimoto, Tatsunori, Vinyals, Oriol, Liang, Percy, Dean, Je�, and
Fedus, William. Emergent abilities of large language models.Transactions on
Machine Learning Research(2022).

[168] Wei, Jason, Wang, Xuezhi, Schuurmans, Dale, Bosma, Maarten, Ichter, Brian,
Xia, Fei, Chi, Ed, Le, Quoc, and Zhou, Denny. Chain-of-thought prompting
elicits reasoning in large language models.arXiv preprint arXiv:2201.11903
(2022).

[169] Welch, Charles, Gu, Chenxi, Kummerfeld, Jonathan K., Perez-Rosas, Veron-
ica, and Mihalcea, Rada. Leveraging similar users for personalized language
modeling with limited data. In Proceedings of the 60th Annual Meeting of the
Association for Computational Linguistics (Volume 1: Long Papers)(Dublin,
Ireland, May 2022), Association for Computational Linguistics, pp. 1742{1752.

[170] West, Colin P, Dyrbye, Liselotte N, and Shanafelt, Tait D. Physician burnout:
contributors, consequences and solutions.Journal of internal medicine 283, 6
(2018), 516{529.

[171] Whitehurst, Grover J. Dialogic reading: An e�ective way to read aloud
with young children. https://www.readingrockets.org/article/dialogic-reading-
e�ective-way-read-aloud-young-children(2002).

115



[172] Wood, Alexander, Najarian, Kayvan, and Kahrobaei, Delaram. Homomorphic
encryption for machine learning in medicine and bioinformatics.ACM Com-
puting Surveys (CSUR) 53, 4 (2020), 1{35.

[173] Wu, Chuhan, Wu, Fangzhao, Qi, Tao, and Huang, Yongfeng. Empowering
news recommendation with pre-trained language models. InProceedings of the
44th International ACM SIGIR Conference on Research and Development in
Information Retrieval (2021), pp. 1652{1656.

[174] Wu, Fangzhao, Qiao, Ying, Chen, Jiun-Hung, Wu, Chuhan, Qi, Tao, Lian,
Jianxun, Liu, Danyang, Xie, Xing, Gao, Jianfeng, Wu, Winnie, and Zhou,
Ming. MIND: A large-scale dataset for news recommendation. InProceedings
of the 58th Annual Meeting of the Association for Computational Linguistics
(Online, July 2020), Association for Computational Linguistics, pp. 3597{3606.

[175] Wu, Le, Sun, Peijie, Fu, Yanjie, Hong, Richang, Wang, Xiting, and Wang,
Meng. A neural in
uence di�usion model for social recommendation. InPro-
ceedings of the 42nd international ACM SIGIR conference on research and de-
velopment in information retrieval (2019), pp. 235{244.

[176] Wu, Shiwen, Sun, Fei, Zhang, Wentao, Xie, Xu, and Cui, Bin. Graph neural
networks in recommender systems: a survey.ACM Computing Surveys 55, 5
(2022), 1{37.

[177] Wurcel, Victoria, Cicchetti, Americo, Garrison, Louis, Kip, Michelle MA, Kof-
�jberg, Hendrik, Kolbe, Anne, Lee
ang, Mariska MG, Merlin, Tracy, Mestre-
Ferrandiz, Jorge, Oortwijn, Wija, et al. The value of diagnostic information
in personalised healthcare: a comprehensive concept to facilitate bringing this
technology into healthcare systems.Public health genomics 22, 1-2 (2019), 8{15.

[178] Xu, Hu, Liu, Bing, Shu, Lei, and Yu, Philip S. Review conversational reading
comprehension.arXiv preprint arXiv:1902.00821 (2019).

[179] Xu, Jing, Szlam, Arthur, and Weston, Jason. Beyond gold�sh memory: Long-
term open-domain conversation.CoRR abs/2107.07567(2021).

[180] Xu, Peng, Wu, Chien-Sheng, Madotto, Andrea, and Fung, Pascale. Clickbait?
sensational headline generation with auto-tuned reinforcement learning. InPro-
ceedings of the 2019 Conference on Empirical Methods in Natural Language
Processing and the 9th International Joint Conference on Natural Language
Processing (EMNLP-IJCNLP) (Hong Kong, China, Nov. 2019), Association
for Computational Linguistics, pp. 3065{3075.

[181] Xu, Wei, Napoles, Courtney, Pavlick, Ellie, Chen, Quanze, and Callison-Burch,
Chris. Optimizing statistical machine translation for text simpli�cation. Trans-
actions of the Association for Computational Linguistics 4(2016), 401{415.

116



[182] Xu, Ying, Wang, Dakuo, Yu, Mo, Ritchie, Daniel, Yao, Bingsheng, Wu, Tong-
shuang, Zhang, Zheng, Li, Toby, Bradford, Nora, Sun, Branda, Hoang, Tran,
Sang, Yisi, Hou, Yufang, Ma, Xiaojuan, Yang, Diyi, Peng, Nanyun, Yu, Zhou,
and Warschauer, Mark. Fantastic questions and where to �nd them: Fairy-
taleQA { an authentic dataset for narrative comprehension. InProceedings
of the 60th Annual Meeting of the Association for Computational Linguistics
(Volume 1: Long Papers)(Dublin, Ireland, May 2022), Association for Com-
putational Linguistics, pp. 447{460.

[183] Yang, Pan, Xiong, Naixue, and Ren, Jingli. Data security and privacy protec-
tion for cloud storage: A survey.IEEE Access 8 (2020), 131723{131740.

[184] Yao, Bingsheng, Wang, Dakuo, Wu, Tongshuang, Zhang, Zheng, Li, Toby, Yu,
Mo, and Xu, Ying. It is AI's turn to ask humans a question: Question-answer
pair generation for children's story books. InProceedings of the 60th Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Pa-
pers) (Dublin, Ireland, May 2022), Association for Computational Linguistics,
pp. 731{744.

[185] Yao, Zonghai, Cao, Yi, Yang, Zhichao, Deshpande, Vijeta, and Yu, Hong. Ex-
tracting biomedical factual knowledge using pretrained language model and
electronic health record context.arXiv preprint arXiv:2209.07859 (2022).

[186] Yao, Zonghai, Cao, Yi, Yang, Zhichao, and Yu, Hong. Context variance eval-
uation of pretrained language models for prompt-based biomedical knowledge
probing. arXiv preprint arXiv:2211.10265 (2022).

[187] Yin, Zhaoxia, Xiang, Youzhi, and Zhang, Xinpeng. Reversible data hiding in
encrypted images based on multi-msb prediction and hu�man coding.IEEE
Transactions on Multimedia 22, 4 (2019), 874{884.

[188] Yuan, Tangming, Moore, David, and Grierson, Alec. A human-computer di-
alogue system for educational debate: A computational dialectics approach.
International Journal of Arti�cial Intelligence in Education 18 , 1 (2008), 3{26.

[189] Yue, Xiang, Jimenez Gutierrez, Bernal, and Sun, Huan. Clinical reading com-
prehension: A thorough analysis of the emrQA dataset. InProceedings of the
58th Annual Meeting of the Association for Computational Linguistics(Online,
July 2020), Association for Computational Linguistics, pp. 4474{4486.

[190] Yue, Xiang, Zhang, Xinliang Frederick, Yao, Ziyu, Lin, Simon, and Sun, Huan.
Cliniqg4qa: Generating diverse questions for domain adaptation of clinical ques-
tion answering. arXiv preprint arXiv:2010.16021 (2020).

[191] Zaheer, Manzil, Guruganesh, Guru, Dubey, Kumar Avinava, Ainslie, Joshua,
Alberti, Chris, Ontanon, Santiago, Pham, Philip, Ravula, Anirudh, Wang, Qi-
fan, Yang, Li, et al. Big bird: Transformers for longer sequences.Advances in
Neural Information Processing Systems 33(2020).

117



[192] Zellers, Rowan, Bisk, Yonatan, Schwartz, Roy, and Choi, Yejin. SWAG: A large-
scale adversarial dataset for grounded commonsense inference. InProceedings
of the 2018 Conference on Empirical Methods in Natural Language Processing
(Brussels, Belgium, Oct.-Nov. 2018), Association for Computational Linguis-
tics, pp. 93{104.

[193] Zhan, Jingtao, Mao, Jiaxin, Liu, Yiqun, Zhang, Min, and Ma, Shaoping. Rep-
bert: Contextualized text embeddings for �rst-stage retrieval. arXiv preprint
arXiv:2006.15498(2020).

[194] Zhang, Hainan, Lan, Yanyan, Guo, Jiafeng, Xu, Jun, and Cheng, Xueqi. Re-
inforcing coherence for sequence to sequence model in dialogue generation. In
IJCAI (2018), pp. 4567{4573.

[195] Zhang, Jingqing, Zhao, Yao, Saleh, Mohammad, and Liu, Peter. Pegasus: Pre-
training with extracted gap-sentences for abstractive summarization. InInter-
national Conference on Machine Learning(2020), PMLR, pp. 11328{11339.

[196] Zhang, Jingqing, Zhao, Yao, Saleh, Mohammad, and Liu, Peter J. Pegasus:
Pre-training with extracted gap-sentences for abstractive summarization, 2019.

[197] Zhang, Saizheng, Dinan, Emily, Urbanek, Jack, Szlam, Arthur, Kiela, Douwe,
and Weston, Jason. Personalizing dialogue agents: I have a dog, do you have
pets too? In Proceedings of the 56th Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers)(Melbourne, Australia,
July 2018), Association for Computational Linguistics, pp. 2204{2213.

[198] Zhang, Tianyi, Kishore, Varsha, Wu, Felix, Weinberger, Kilian Q., and Artzi,
Yoav. Bertscore: Evaluating text generation with bert. InInternational Con-
ference on Learning Representations(2020).

[199] Zhang, Tianyi, Ladhak, Faisal, Durmus, Esin, Liang, Percy, McKeown, Kath-
leen, and Hashimoto, Tatsunori B. Benchmarking large language models for
news summarization.arXiv preprint arXiv:2301.13848 (2023).

[200] Zhang, Yizhe, Sun, Siqi, Galley, Michel, Chen, Yen-Chun, Brockett, Chris, Gao,
Xiang, Gao, Jianfeng, Liu, Jingjing, and Dolan, Bill. DIALOGPT : Large-scale
generative pre-training for conversational response generation. InProceedings
of the 58th Annual Meeting of the Association for Computational Linguistics:
System Demonstrations(Online, July 2020), Association for Computational
Linguistics, pp. 270{278.

[201] Zhang, Yuhao, Ding, Daisy Yi, Qian, Tianpei, Manning, Christopher D., and
Langlotz, Curtis P. Learning to summarize radiology �ndings. InProceedings
of the Ninth International Workshop on Health Text Mining and Information
Analysis (Brussels, Belgium, Oct. 2018), Association for Computational Lin-
guistics, pp. 204{213.

118



[202] Zhao, Jane Y, Song, Buer, Anand, Edwin, Schwartz, Diane, Panesar, Mandip,
Jackson, Gretchen P, and Elkin, Peter L. Barriers, facilitators, and solutions
to optimal patient portal and personal health record use: a systematic review
of the literature. In AMIA annual symposium proceedings(2017), vol. 2017,
American Medical Informatics Association, p. 1913.

[203] Zhao, Wayne Xin, Zhou, Kun, Li, Junyi, Tang, Tianyi, Wang, Xiaolei, Hou,
Yupeng, Min, Yingqian, Zhang, Beichen, Zhang, Junjie, Dong, Zican, et al. A
survey of large language models.arXiv preprint arXiv:2303.18223 (2023).

[204] Zhao, Wei, Peyrard, Maxime, Liu, Fei, Gao, Yang, Meyer, Christian M., and
Eger, Ste�en. MoverScore: Text generation evaluating with contextualized
embeddings and earth mover distance. InProceedings of the 2019 Conference
on Empirical Methods in Natural Language Processing and the 9th International
Joint Conference on Natural Language Processing (EMNLP-IJCNLP)(Hong
Kong, China, Nov. 2019), Association for Computational Linguistics, pp. 563{
578.

[205] Zhao, Xueliang, Wu, Wei, Tao, Chongyang, Xu, Can, Zhao, Dongyan, and Yan,
Rui. Low-resource knowledge-grounded dialogue generation. InInternational
Conference on Learning Representations(2020).

[206] Zheng, Xu, and Cai, Zhipeng. Privacy-preserved data sharing towards multiple
parties in industrial iots. IEEE Journal on Selected Areas in Communications
38, 5 (2020), 968{979.

[207] Zhou, Chunting, Neubig, Graham, Gu, Jiatao, Diab, Mona, Guzm�an, Fran-
cisco, Zettlemoyer, Luke, and Ghazvininejad, Marjan. Detecting hallucinated
content in conditional neural sequence generation. InFindings of the Associ-
ation for Computational Linguistics: ACL-IJCNLP 2021 (Online, Aug. 2021),
Association for Computational Linguistics, pp. 1393{1404.

[208] Zhou, Kangyan, Prabhumoye, Shrimai, and Black, Alan W. A dataset for
document grounded conversations. InProceedings of the 2018 Conference on
Empirical Methods in Natural Language Processing(Brussels, Belgium, Oct.-
Nov. 2018), Association for Computational Linguistics, pp. 708{713.

119




