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ABSTRACT

RIGOROUS EXPERIMENTATION FOR
REINFORCEMENT LEARNING

FEBRUARY 2023

SCOTT M. JORDAN
B.Sc., OREGON STATE UNIVERSITY
M.Sc., UNIVERSITY MASSACHUSETTS AMHERST
Ph.D., UNIVERSITY OF MASSACHUSETTS AMHERST

Directed by: Professor Philip S. Thomas

Scienti ¢ elds make advancements by leveraging the knowledge created by others to
push the boundary of understanding. The primary tool in many elds for generating
knowledge is empirical experimentation. Although common, generating accurate
knowledge from empirical experiments is often challenging due to inherent randomness
in execution and confounding variables that can obscure the correct interpretation of
the results. As such, researchers must hold themselves and others to a high degree of
rigor when designing experiments. Unfortunately, most reinforcement learning (RL)
experiments lack this rigor, making the knowledge generated from experiments dubious.
This dissertation proposes methods to address central issues in RL experimentation.

Evaluating the performance of an RL algorithm is the most common type of

experiment in RL literature. Most performance evaluations are often incapable of

Vil



answering a speci c research question and produce misleading results. Thus, the rst
issue we address is how to create a performance evaluation procedure that holds up to
scienti ¢ standards.

Despite the prevalence of performance evaluation, these types of experiments pro-
duce limited knowledge, e.g., they can only show how well an algorithm worked and not
why, and they require signi cant amounts of time and computational resources. As an
alternative, this dissertation proposes that scienti c testing, the process of conducting
carefully controlled experiments designed to further the knowledge and understanding
of how an algorithm works, should be the primary form of experimentation.

Lastly, this dissertation provides a case study using policy gradient methods,
showing how scienti c testing can replace performance evaluation as the primary form
of experimentation. As a result, this dissertation can motivate others in the eld to

adopt more rigorous experimental practices.

viii



TABLE OF CONTENTS

Page
ACKNOWLEDGMENTS ... e \Y,
AB ST RACT . Vii
LIST OF TABLES . ...\ttt e Xii
LIST OF FIGURES. .. ... e Xiii
CHAPTER

1. INTRODUCTION .. e 1
1.1 ContribUtions .. ... ..o 3
2. BACKGROUND AND NOTATION ... .. 5
2.1 NOTAtION ... 5
2.1.1 Reinforcement Learning Notation............................. 6
2.2 Standard RL Methods . ....... ... e 7
2.2.1 Value Based Methods .. ..........co i 7
2.2.2 Policy Optimization Methods .............. .. ... .ciiiuan... 11
2.3 Related WOrk . ... .. 15
2.3.1 Benchmarking Algorithm Performance ....................... 15
2.3.2 Issues and Improvements in Experimentation ................. 19

3. EVALUATING THE PERFORMANCE OF
REINFORCEMENT LEARNING ALGORITHMS ............. 21
3.1 Preliminaries. . . ..o 23
3.2 Data ColleCtion . ........... i 24



3.2.1 Current Approaches . ...t 24

3.22 Our Approach . ... 26
3.3 Data Aggregation. .. .. ...ttt 28
3.3.1 Normalization ........... i 28
3.3.1.1 Current Approaches . ..........c.oouiiiiinnannennn. 29

3.3.1.2 Our Approach ... ... 30

3.3.2  SUMMANIZAtION . . . oot 32
3.4 Reporting Results . .......... . 33
3.4.1 Quantifying Uncertainty .............. i, 34
3.4.2 Displaying Results. . ... 36
3.5 Experimental Results ............ .. 36
3.5.1 Experiment Description ... ..ottt 37
3.5.2 Algorithm Comparison..............cu i 39
3.5.3 ExperimentUncertainty............. ... 40
3.6 Discussion of Environment Selection ............ .. ... .. . . 43
3.7 Related WOrK .. ..o 43
3.8 CONCIUSION ... 44

. LIMITATIONS AND ALTERNATIVES TO PERFORMANCE

EVALUATION ... e 45
4.1 INErodUCtiON . ... 45
4.2 Evaluation ReVIEW . .. ...t 46

421 Normalization ......... ... 47
4.2.2 AQOregation . ... ...t 48
423 Con dencelntervals ........ ... i 49
4.3 Performance Evaluation ............ .. ... .. i 50
4.3.1 Impact of Adversarial Weighting ............. ... ... ....... 50
4.3.2 Impact of Number of Algorithms and Environments............ 52
4.4 SCienti C TeStiNg ..ot 56
4.4.1 Exploration Algorithms .......... ... ... .. . i 57
4.4.2 Scienti ¢ Testing Experiments ............. ... 58
4.4.3 Intrinsic Motivation Experiments . .............. ... 0., 58



4.5
4.6

4.4.4 Distance From Start State Experiments ...................... 60
445 Experiments Investigating Policy Optimization Over All

SHaAteS . . 62
DISCUSSION . . . v et e et e e e e 63
CONCIUSION . .ot 65

5. CASE STUDY: UNDERSTANDING THE SENSITIVITY OF

POLICY GRADIENT METHODS TO STEP SIZE ............ 66
51 IntroducCtion . ... i 66
5.2 Background . . ... ... 69
5.3 Policy Gradient Warm Up ... 71
5.4 EXperiment DOmains. .. ..ot 72
5.5 Establishing Impact Experiments ............. ... ... 74
5.6 Modeling Performance Sensitivity . ............ .. ... . i ... 78
5.7 Variation in Optimal Step Size ....... ... .. i 81
5.8 Sensitivity around the Optimum ........... ... ... i, 83
5.9 DISCUSSION . . . ottt ettt et e et e e e 90
5.10 Policy Gradient Step Size Conclusion............ ... ... 91
5.11 ConClUSION ...t 92
6. CONCLUSION ... e e e e 93
APPENDICES
A. PERFORMANCE EVALUATION APPENDIX ................... 95
B. BENCHMARKING LIMITATION APPENDIX ................. 130
C. POLICY GRADIENT STEP SIZE APPENDIX .................. 132
BIBLIOGRAPHY .. 138

Xi



LIST OF TABLES

Table Page

3.1 Aggregate performance measures for each algorithm and their rank.
The parentheses contain the intervals computed using PBP and
together all hold with 95% con dence. The bolded numbers
identify the best ranked statistically signi cant di erences. ......... 38

3.2 Table showing the failure rate (FR) and proportion of signi cant
pairwise comparison (SIG) identi ed for = 0:05 using di erent
bounding techniques and sample sizes. The rst column represents
the sample size. The second, third, and fourth columns represent
the results for PBP, PBP-t, and bootstrap bound methods
respectively. For each sample size, 1;000 experiments were
CONAUCTEA. . . ..t 41

A.1 List of symbols used to create con dence intervals on the aggregate
PErfOrMaANCE. . . .. 101

A.2 This table show the distributions from which each hyperparameter is
sampled. The All algorithm means the hyperparameter and
distribution were used for all algorithms. Steps sizes are labeled
with various s. The discount factor an algorithm uses is scaled
down from that is speci ed by the environment. For all
environments used in this work = 1:0. PPO uses the same
learning rate for both the policy and value function. The max
dependent order on the Fourier basis is limited such that no more
than 10;000 features are generated as a result of dorder. .......... 116

A.3 This table list every used in this paper along with the number of

episodes each algorithm was allowed to interact with the
environment and its type of state space. ....................... 117

Xii



Figure

2.1

3.1

3.2

3.3

LIST OF FIGURES

This plot depicts a standard learning curve using Sarsa and Q-learning

with the Cart-Pole environment. The solid line depicts the mean
return for each episode over all trials, and the shaded region
represents the standard deviation. Each algorithm was run for
1;000 trials, and the hyperparameters were chosen such that
Q-Learning outperforms Sarsa. .............cco i,

Data collection process of the tune-and-report method. The yellow box

indicates trials using di erent randomseeds. ..................

Data collection process using complete algorithm de nitions. The

yellow box indicates using di erent random seeds...............

This plot shows the CDF of average returns for the Sarsa-Parl2,

Sarsa( ), and Actor-Critic algorithms on the Cart-Pole
environment. Each line represents the empirical CDF using 10;000
trials and the shaded regions represent the 95% con dence
intervals. To illustrate how the performance percentiles work, this
plot shows how samples of performance (black dots) are normalized
by each CDF, producing the normalized scores (colored dots). The
correspondence between a single sample and its normalized score is
shown by the dotted line. ......... ... ... i

3.4 This plot shows the distribution of average returns for the Actor-Critic

algorithm on the Acrobot environment. The x-axis represents a
probability and the y-axis represents the average return such that
the proportion of trials that have a value less than or equal to y is
X, e.g., at x = 0:5, y is the median. Each line represents the
empirical quantile function using a di erent number of trials and
the shaded regions represent the 95% con dence intervals
computed using concentration inequalities. In this plot, the larger
the area under the curve, the better the performance. This plot
highlights the large amount of uncertainty when using small sample
sizes and how much it decreases with more samples. ...........

Xiii

Page

... 18

...25

...30



3.5 The aggregate performance for each algorithm with con dence
intervals using PBP, PBP-t, and bootstrap. The width of each
interval is scaled so all intervals hold with 95% con dence. ......... 39

4.1 This plot shows the average width of bootstrapped 95% con dence
intervals versus the number of samples taken for each algorithm
environment pair. Di erent colors indicate a di erent aggregate
weighting method. The shaded regions represent standard
deviations of average con dence interval width. A total of 1;000
independent trials of the evaluation procedure were executed for
each sample size. The results in the left plot use the performance
ratio normalization function, while the right plot uses the
performance percentile. ........... ... 51

4.2 This plot shows the coverage probability of the bootstrapped 95%
con dence intervals at each sample size. The shaded region
represents 95% con dence intervals of the coverage probability
using the Clopper{Pearson method (Clopper & Pearson, 1934).
The dotted line indicates the target failure rate of 0:05. ........... 52

4.3 This plot shows the average number of algorithms that have
overlapping con dence intervals with the best algorithm. The error
bars represent the standard deviations. The blue lines correspond
to using adversarial weightings and the red lines for uniform
weightings. Each line style corresponds to a di erent group of
algorithms denoted by the number of algorithms. 3 (Sep) and
3 (Sim) correspond to the algorithm sets that are well separated
and similar, respectively. ...... ... ... ... 53

4.4 This plot shows the average number of algorithms that have
overlapping con dence intervals with the best algorithm. The error
bars represent the standard deviations. The blue lines correspond
to using adversarial weightings and the red lines for uniform
weightings. Each line style corresponds to a di erent group of
algorithms denoted by the number of algorithms. ................. 54

Xiv



4.5

4.6

4.7

4.8

5.1

(Left, Middle) These plots show the return and entropy of the visited
state action distribution averaged over 100 trials. Each color
represents the value of , and the shaded regions represent the
standard deviation. (Right) This plot shows the correlation
coe cient between and the entropy of the visited state-action
distribution. The colors and lines styles correspond to the
algorithms Intrinsic Motivation (IM) and restart distribution with
intrinsic motivation ( + IM). The shaded regions correspond to
pointwise 95% con dence intervals computed using the Fisher
transformation of the correlation coe cient (Fisher, 1921). .........

(Left) This plot shows the return for each algorithm for di erent
random transition probabilities. (Right) This plot shows the
proportion of time the agent was in the \Far" group of states. Each
line style corresponds to a di erent random transition probability.
Each color corresponds to the algorithm Intrinsic Motivation (IM)
or restart distribution with intrinsic motivation ( + IM). Each line
is the average of 100 trials, and the shaded areas represent standard
deviations. For these plots, both algorithmsuse =1:5............

These plots are the same as those in Figure 4.6, but the algorithms use
=00,

(Left) This plot shows the return for each algorithm over the number
of episodes. (Right) this plot shows the distance of the learned
policy’s value function to the -greedy optimal policy. Each line
represents the average value computed from 100 trials, and the
shaded regions correspond to the standard deviation. Each color
corresponds to a di erent algorithm. ............. ... ... .......

This plot shows the correlations between the KL divergence of the
policies before and after the Vanilla policy update to various
statistics. The x-axis represents the number of episodes sampled in
the update, and the y-axis represents the correlation using the
statistic shown in the title of each column. The top row shows
results from the Clock Bandit environment with the constant
reward function environment, and the bottom row shows the results
from the Figure-8 environment with three loops. The colors in the
plot correspond to di erent policies chosen to represent the early,
middle, and end of training. The di erent line styles correspond to
using di erent step sizes. The shaded regions represent pointwise
95% con dence intervals computed using the Fisher transformation
of the correlation coe cient (Fisher, 1921). We computed the
correlations and con dence intervals using 100 trials. .............

XV

59

61

61



5.2 These plots show the KL Divergence for each policy update method for
various choices of k and when the statistics for the adaptive step
sizes are computed using k and 1;000 samples. The colored lines
represent the average KL divergence for each method. The shaded
regions represent the standard deviation of the KL divergence. The
various line styles represent di erent policies from the early, middle,
and end of training. Each method uses the step size =10 4. The
results are computed from 100 trials of the update................. 77

5.3 (Left) This plot shows the number of iterations it took for the Vanilla
update to nd a policy above the performance threshold or hit an
episode limit for each step size on the Clock Bandit environment.
The data in this plot comes from approximately 7;000 trails of the
algorithm using k = 10. (Middle) This plot is the same as the left
plot, but it adds a line showing the estimate of . (Right) This plot
shows the results of the Vanilla update method’s 50;000 trials using
di erent k on the Clock Bandit environment. Each colored line
shows the approximation of for each k, and the shaded regions
represent 95% con dence intervals of approximation computed
using bootstrapping. .. ..ot 80

5.4 These plots show the variation in ? for each algorithm of the di erent
variations of the Clock Bandit (left) and Figure-8 (right)
environments. For the Clock Bandit environments, the reward
function is changed as described in Section 5.4. For the Figure-8
environment, we change the maximum number of loops to be in
f1;3;5;20g. Each colored line corresponds to the range of log,, *
for each environment, and the shaded regions represent 95%
con dence intervals computed using bootstrapping. Note the log
scale of the y-axis and that the step size range is on a log scale.
Thus a variation of 10 ! is equivalent to having a range of
[0:1;0:01259] or [0:01;0:01259]. ..o 82

5.5 These plots show the number of iterations for various optimization
methods to nd a policy above the threshold for each step size and
k = 10. The top row shows the results from the Clock Bandit
environment, and the bottom row shows the results from the
Figure-8 environment with 3 loops. The black star corresponds to
?, and the red star corresponds to the step size with the lowest
number of iterations from any trial. Notice that many trials
between these two step sizes fail to nd a policy above the
threshold. . ... .. 84

XVi



5.6 These plots show the entropy over each iteration for the Vanilla and

Norm update methods using various step sizes and k = 10. The left
two plots show the results for the Clock Bandit environment, and
the two right plots show the results for the Figure-8 environment
with 3 loops. Each color represents a di erent step size. Each line
is one of the 100 trials of each algorithm. ......................

5.7 These plots are of the same data as in Figure 5.6, but each color

represents whether the trial succeeded or failed. .................

5.8 These plots are the same as in Figure 5.7 except it depicts the average

returns from each iteration during training. ....................

5.9 These plots are the same as Figures 5.7 and 5.8 except they show the

norm of the policy parameters from every iteration. .............

5.10 These plots represent the average proportion of time each update

C.1

C.2

C.3

C4

C5

C.6

method spent in an increasing, decreasing, or plateauing
performance state. The line colors represent the state of the
performance. The solid lines represent the average proportions

from the successful trials, while the dashed lines represent the
average from the failed trials. .............. ... .. .. .. ... ... ...

This plots show the sensitivity for the Vanilla policy update

MEthOd. . ...

This plots show the sensitivity for the Gaussian policy update

Method. . ... .

This plots show the sensitivity for the Norm policy update

MEthod. . . .

This plots show the sensitivity for the RMSprop policy update

This plots show the sensitivity for the Natural + KL policy update

MethOod. . ...

XVil

.87

.89



CHAPTER 1
INTRODUCTION

One of the most challenging and prevalent problems in arti cial intelligence is
sequential decision-making, where an agent makes a series of decisions and needs to
reason about the e ectiveness of those decisions and improve them. These problems
have many real-world applications ranging from robotics and control (Kober et al.,
2013) to health care applications such as managing an insulin pump for diabetes
patients (Bastani, 2014) or aiding doctors in providing sepsis treatment (Komorowski
et al., 2018). While many elds are trying to create solvers for these problems, the
family of techniques considered in this dissertation is reinforcement learning (RL)
(Sutton & Barto, 1998).

In RL, we formulate sequential decision-making problems as a process where an
agent, an entity that can observe and act, interacts with an environment to learn to
make decisions that maximize the reward it receives. For example, consider a vacuum
cleaner robot. The robot observes the world through its sensors, using this information
to take actions that control where it drives so that it can try to collect as much dirt
as possible. The reinforcement part of RL comes from the agent receiving a reward
signal indicating how good or bad its decisions were. In the case of the vacuum cleaner
robot, the reward signal could be the amount of dirt the robot picked up in the last
second. The agent then optimizes its decisions through trial and error to increase the
total reward it will receive.

As a computer science research eld, the RL community has two general objectives:

generate the knowledge necessary to solve new and more challenging problems and



develop algorithms that can reliably solve real-world problems. Finding optimal
policies, rules the agent uses to make decisions, for these problems often require
an intractable amount of computational resources. As such, e ective algorithms
generally rely on heuristics to approximate an optimal policy. Additionally, the high
complexity in these problems also means theoretical analysis of a heuristic is not
tractable; thus, empirical experimentation has become the primary tool for evaluating
and understanding the e ectiveness of di erent heuristics. This strong dependency on
empirical experiments means the quality of the experiments can signi cantly enable
or limit the eld’s progress towards its objectives.

Despite their importance, the experimental practices of the RL research community
show many symptoms of poor experimental design, such as a lack of reproducibility
and inaccurate claims (Henderson et al., 2018a; Pineau et al., 2020). The predominant
method of experimentation in RL is to compare the performance of two or more
algorithms on a suite of standardized benchmark problems. While seemingly harmless,
most of these experiments su er from two main issues: unfair comparisons due to
the unequal time spent tuning each method to a particular problem (Dabney, 2014)
and an insu cient number of trials to be able to identify whether a di erence is due
to noise or not (Colas et al., 2018). Consequently, the experiments in many papers
produce little knowledge that others can build upon.

This dissertation focuses on answering the broad question: how can experiments
with reinforcement learning algorithms be conducted to provide accurate and bene cial
knowledge to the community? To provide an answer to this question, we examine
di erent styles of experimentation. First, in keeping with the community’s focus
on performance comparisons, we investigate the di culties of providing accurate
performance evaluations and provide a procedure that can reliably evaluate the
performance of algorithms. As we will show, performance evaluations are costly and

ultimately only able to answer questions about what algorithms worked well and



not why. Secondly, to overcome these issues, we explore an alternative common in
other scienti ¢ elds, scienti c testing, which is the execution of carefully controlled
experiments designed to elicit knowledge about how an algorithm works. Third and
lastly, we provide a case study on policy gradient methods, a standard family of
optimization methods in RL, to understand the sensitivity of their performance to
the step size parameter. In this study, we use scienti ¢ testing to identify important
properties of the algorithm and argue that scienti c testing is a more practical and
informative method of experimentation.

The work of this dissertation proposes solutions to improve the experimental
practices of reinforcement learning research. However, there is no one e ective method
for conducting algorithmic experiments. As such, the role of this dissertation is to
discuss the issues of empirical experiments and guide other researchers in developing

their experiments.

1.1 Contributions

This dissertation makes three main contributions, each organized into a chapter.

1. Chapter 3 provides a novel performance evaluation procedure capable of providing
reliable answers to the question, which algorithm(s) perform well across a wide
variety of environments with little or no environment-speci ¢ tuning? This
chapter makes technical contributions in de ning new ways to sample the
performance of an algorithm, normalize performance, and compute con dence

intervals on aggregate performance measures.

2. Chapter 4 shows that scienti ¢ experimentation can produce more insight into
how an algorithm works than performance evaluation, requiring far fewer trials
to get a statistically meaningful result. There are several technical contributions

to this chapter. This rst contribution shows that despite recent attempts to



reduce the number of trials to have meaningful results, performance evaluation
is a prohibitively costly endeavor, and the improvements we introduced in
Chapter 3 increase the need for more trials. As a demonstration that scienti ¢
experiments produce more insights than performance evaluation, the second
technical contribution shows how several standard exploration methods explore

the environment, indicating when one may choose one method over another.

. Chapter 5 provides a detailed case study showing how to use scienti ¢ testing to
develop direct insights necessary to create improved algorithms. This case study
investigates the sources of sensitivity of performance to the step size for policy
gradient methods, a common family optimization techniques in RL. The study
identi es the primary components that in uence how much the policy changes
and, thus, which adaptive step size methods are likely to have low variation
in optimal step size across problems. The study demonstrates that step size
directly controls how quickly the policy’s entropy collapses. Thus for an adaptive
step size to be generally successful, it needs to recover or prevent the entropy
from collapsing. Through this study, we argue that scienti c¢ testing can replace
performance evaluation and should be the primary form of experimentation in

RL research.



CHAPTER 2
BACKGROUND AND NOTATION

This chapter de nes the notation used throughout the dissertation, provides

background on reinforcement learning, and discusses related work.

2.1 Notation

In this dissertation, capital letters denote random variables, calligraphic letters
denote sets, and lower case letters denote functions. For example, X 2 X, is random
variable taking on values in the set X with jXj items and f: X ¥ R is a function
mapping items in the set X to the set of real numbers R. Occasionally, we may
violate these rules, but we will provide accurate de nitions. Below we de ne common
functions used in this dissertation.

The cumulative distribution function (CDF), Fx: R ¥ [0;1], of a random variable
X is Fx(X) = Pr(X x) for x 2 R. The quantile function, Qx: (0;1) ¥ R is the
function Qx( ) = inf,fx 2 RjFx(X) g. For a continuous random variable X,
the probability density function (PDF), fx: R ¥ R™, gives the density fx(x) of X

at a point x. The mean of a random variables X is denoted with the expectation

For a di erentiable function f: R R ¥ R, the gradient is the function rf: R

R ¥ R?, that returns trﬁe partial derivatives with respect to all the inputs to T as a
i

vector, i.e., rf(x;y) == Ef(xy); @@—yf(x;y) . This dissertation assumes that a vector



X 2 R" is a column vector, i.e., X is a matrix with dimensions n 1. So for vectors

x;y 2 R", X7y is the dot product of x and y.

2.1.1 Reinforcement Learning Notation

In this dissertation, for simplicity of notation, we will assume the agent is interacting
with a nite and episodic Markov decision process (MDP), de ned by the tuple
(S;A;p;dy;dg). The agent interacts with the MDP at times t 2 f0;1;:::g and at
time t, the agent is in state S; 2 S, takes action A; 2 A transitions to state S¢i
and receives a reward R; 2 R, where S set of all states, A is the set of all actions,
R is the nite set of all rewards, p: S A S ¥ [0;1], is the transition function
specifying the probability of the agent transitioning to a state s’ when taking action
a in state s, i.e., p(s;a;s") = Pr(Se+1 = 'S¢ = s; A¢ = a), the reward distribution
d:S A S R Y R, speci es the distribution over rewards the agent receives
for taking action a in state s, and transitioning to s', i.e., d.(s;a;s";r) = Pr(R; =
rjSt = S; At = a;Se+1 = 7). and dg: S ¥ [0; 1] de nes the initial state distribution, i.e,
do(s) = Pr(So =s). The MDP is episodic meaning that at some timet=L 1< 1
the agent transitions to a special absorbing state s4, where all actions cause transitions

back to s; and the rewards are all zero, i.e, p(s1; ;S2)=1and 8t L R;=0. We

rewards for time steps t 2 [0; L 1] an episode.

The method that an agent uses to select actions is called a policy. We de ne a
policy as a function :S A ¥ [0;1], which speci es the probability of the agent
taking actions a in state s, i.e., (s;a) = Pr(A; = ajS; = s). For policy optimization
problems, the agent will use a parameterized policy :S A R" ¥ [0;1], which
takes as additional input a vector 2 R", that will de ne the conditional distribution

over actions, i.e., (s;a; ) :=Pr(A;=ajS; =s; ). For brevity of notation and when



clear from context, the parameters may be left implicit, e.g., @@ (s;a) = @@ (s;a; )
and Pr(A; = ajS;y =s) = Pr(At = ajSy =s; ).

We call the discounted sum of rewards the return, i.e., Gy = Pk1=0 KRi+k With

G = Gy, where 2 [0;1] is the reward discount factor. The agent’s objective is to nd

a policy that maximizes the function : ¥ R, which is the expected return, i.e.,

( ) = E[G]. When the agent uses a parameterized policy the function is overloaded

to take as input the policy parameters ,i.e., () = E[G].

2.2 Standard RL methods

To both serve as a reference for later chapters and provide context for the algorithms
we will evaluate, this section covers some of the standard RL algorithms used in this
dissertation. These methods are divided into value-based methods that select actions
based on expected return estimates for each state-action pair and policy optimization

methods that directly optimize the policy parameters.

2.2.1 Value Based Methods

The crux of value-based methods are to estimate the action-value function q : S
A T R, where q (s;a) = E[GySt = s; At = a] and then select the action with the
largest value, e.g. a 2 argmax, q (s;a’). Along with the action-value function there
is often the state-value function v : S ¥ R, where v (s) = E[GjS; = s]. We refer to
the di erence of the action-value function and state-value function as the advantage
function, i.e., u (s;a) = q (s;a) Vv (s). Approximations of these functions are
denoted without the referenced policy (i.e., g, v, u) and use parameter vectors q,
v, and  respectively. The speci cation of the parameters will be left implicit, e.g.,
gLusa o) = gLals;a).

The two most common methods of parameterizing functions in RL are neural

networks, which have a nonlinear parameterization, and linear parameterizations that



use a basis function :S ¥ R". Function approximation with linear parameterization
has a convenient form, e.g., v(s) = ¢ (s), q(s;a) = g, (S), where ¢ 2 R" are
parameters of , corresponding to the a™ action. The linear parameterization will be
helpful for several methods discussed in the dissertation.

The primary method to estimate the state-value and action-value functions used in
this dissertation is the temporal di erence (TD) algorithm TD( ) (Sutton, 1988). This
algorithm iteratively updates the value functions using the following set of equations

after observing the transition (S; ag; 't; St+1)

t = e+ V(St+1)  V(St)

Zy = I 1"'@ V(St)

\'

v vt v tZe

where ¢ is called the TD-error, z; is the eligibility trace at time t with z ; = 0,
2 [0; 1] is the eligibility trace decay parameter,  is the step size used for updating

v, and v(s1) = 0. This algorithm can also be used to update g using the equations

t= e+ Q(Str1; A1) (St )

Zi= Z; 1+ @ﬂq(st; ar)
q

q gt q tZt

While TD( ) is an evaluation algorithm, only meant to approximate ¢ orv , it
is also a component in many control algorithms, i.e., algorithms that search for an
optimal policy. These control algorithms use the current estimate q to derive the
policy. However, due to approximation errors of q , algorithms that only select the
best action using q can get trapped, taking suboptimal actions and stop improving. To

alleviate this issue, value-based methods often sample actions from some distribution



created using the estimated values of each action. Perhaps the most common choice
is the -greedy method (Watkins, 1989), where an action is selected with uniform
probability from A with probability 2 [0; 1], otherwise the action with the highest
estimate under q is chosen. If multiple actions maximize q(s; ), then they are selected

with uniform probability, i.e.,

8
21 )kt i fa2Al
(s;a) = ;
Z 1 otherwise
Iy

where A? = arg maxyoa q(s; ).

The two value-based control algorithms used in this work are, Sarsa( ) (Sutton,
1988) and Q( ) (Watkins, 1989). Algorithms 1 and 2 show the versions of the
algorithms we use in this dissertation. They assume actions are selected via -greedy
and 4 is initialized with all zeros when q uses linear function approximation. The

termination criterion will be explained in later chapters but is often an episode limit.

Algorithm 1 Sarsa( )
1 Input: q, , , , 4 termination criteria TERM
2: Output: -greedy policy derived using the nal g

3: while TERM is not reached do

4 z O

5 s do()

6: a (s;)

7: while s is not s4 do

8 s p(s;a; ) r o de(siash; )
9

a ("))
10: r+ q(sha) q(s;a)
11: z z+ @@—qq(s; a)
13: s sha &

14:  end while
15: end while




Algorithm 2 Q( )
1 Input: q, , , , g termination criteria TERM
2: Output: -greedy policy derived using the nal g

3: while TERM is not reached do

4 z O

5 s do()

6: while s is not sq do

7 a (s)

8 s op(s;a; );r de(s;a;s )

9: r+ maxgq(s;a) q(s;a)
10: z z+ @@—qq(s; a)

11: q gt q2

12: s ¢

13:  end while
14: end while

All of the inputs to these algorithms are called hyperparameters and are left to the
user to specify. Since neither of these algorithms speci es a step size, these algorithms
can be tricky to use. For example, specifying a step size too large can cause divergence
of g, and specifying it too small can make learning progress very slow. Additionally,
the choice of an e ective step size will vary depending on the transition dynamics
of the environment and the choice of function approximator. Many methods try to
make it easier to pick a step size or eliminate it (Sutton, 1992; Dabney & Barto,
2012; Mahmood et al., 2012; Kearney et al., 2018). This dissertation will make use
of the adaptive step size method Passive-aggressive reinforcement learning 2 (Parl2)
(Dabney, 2014).

The Parl2 method does not require the user to pick a step size but does require
linear function approximation. The algorithm operates by decreasing the step size
if using the current step size will increase the squared TD-error. If the step size is
decreased, it is set to the value that will make the TD-error zero. Algorithm 3 shows
the step size update procedure used in Parl2, where = @@—q( q(St+1; at+1) q(St; ap)).

The Parl2 update procedure happens just before the weights are updated, and the

10



initial step size is ¢ = 1. Additionally, the Parl2 method was only speci ed to
work with Sarsa( ), but it is straight forward to extend it to Q( ) and TD( ) by
using ¢ = g% ( Maxgq(swey;@)  d(spa)) and ¢ = g V(Sw1)  V(SY)) =

(St+1)  (St) respectively.

Algorithm 3 Parl2 step size update method
1: Input: the current step size , eligibility trace z, .
2: Output: a new step size

3 if z2 <0 then
4: minf ;j=jg
5. end if

2.2.2 Policy Optimization Methods
As an alternative to value-based methods where the policy is derived from an
estimate of g , policy optimization methods directly optimize the policy to maximize
( ). For this dissertation, we will restrict our attention to algorithms that seek
to optimize the policy parameters , i.e., nd argmax (). One standard
optimization algorithm to nd is the method of gradient ascent, where the policy

parameters are iteratively updated as
+ ()

An expression for the gradient r () is given by the policy gradient theorem (Sutton
et al., 2000), i.e.,
=< > @ln (s;a
rO="4d@ @ cao

s2S a2A
1

P
where d (s) = -, "Pr(S;=s). Evaluating this expression requires knowing both

Pr(S¢ = s) and q , which is generally assumed to be unknown. By viewing the gradient

11



as an expectation, it is easy to derive a stochastic gradient ascent algorithm, e.g.,
# " #
X X
r()=E G t+ =E ‘Ge v ;
t=0 t=0

where = @@ In (S¢; At). We prove these two equalities below.

Proof. For the rst equality:

rO=; = €@
_ e X,
e r( )G
>0
= @—(F’f( )G)
X
= @Pr( )G + Pr( )@G
e )7}
=0
<
= G@@Pr( )
= b8
= r( )G@—In Pr( )
X< B 0 ; B 0 #
t=0 @ t=0 @
For the second equality:
B 0 # "94 , X 0 #
E G —In (S4A; ) =E "Re —1In (S; A )
t=0 @ =0 t=0 @
' #
> 0 B
=E thO— In (St1At1 )
t0=0 @ t=0 #
DL 0
=E "Re—In (St A )
t=0 =0 0
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#

DI 0 DL 0
=E t Rto@— In (St,At, ) + t Rto@— In (St,At, )
o t=0 =0 t=0 =t ”
DI @ B B . 0
=E t Rto@— In (Si; A )+ tt tho@— In (S A )
o t=0 =0 t=0 #
DI 0 DALt 0
=E t Rto@— In (St,At, )+ t th+k@— In (St,At, )
W t=0 =0 t=0 k "
DI | 0 B 0
=E t Rto@— In (Si; A )+ th@— In (Sg; A )
(=0 =0 4 =0 "
SN > . 0
=E t Rto@— In (St,At, ) +E th@— In (St,At, )
| t=0 =0 {z } t=0
" =0 "
> .0
=E 'Gi—1In (St A )
t=0 e

To make the connection of these two forms clear we prove their equivalence.

Theorem 1 (Policy Gradient Form Equivalence).

r ()

>

S

E

X

d (s)
B

a

th@

g

(s;a; )q (s;a)@gln (s;a; )

#

In (Sc A )
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X > @

r ()= d (s) (s;a; ) (S;a)@—ln (s;a; )
)s(X ) <X 0
= ‘Pr(Sc=s)  (sia; ) (s Ag-In (sia)
s t=0 a
X XK <X 0
= Pr(S; =s) (s ) ‘g (s; a)@—ln (8 )
s t=0 a
XXX <X 0
= Pr(S; =s) (s;a; ) g (s a)@—ln (sia )
t=0 s a
X XX <X 0
= Pr(S; =s) (ssa ) ‘g (s; a)@—ln (8 )
t=0 s a
XXX <X 0
= Pr(S¢ =s) (s;a; )E 'GiSi=s;Ac=a 0 In (s;a; )
t=0 s a
XXX <X 0
= Pr(S; = s) (s;a; )E th@— In (s;a; )jSt=s;Ar=a
t=0 s a
X XX 0
= Pr(St=s)E 'Gi=1In (s;A¢ )jSt=s
t=0 s @
X 0
= E 'Gi—1In S A )
t=0 @ #
X .. e
=E ‘Gi—In (St A: )
o t=0 @ #
X e
=E th—In (St,At, )
t=0 @

]

The REINFORCE algorithm (Williams, 1992) uses unbiased estimates of the

gradient to update the policy parameters, i.e.,

+ th t-
t=0

This gradient estimator is known to have high variance, so often, variance is reduced

by adding a control variate (sometimes called a baseline), e.g.,

14



S
+ Gt b(SY) o
t=0
where b(S) is any function of the state at time t, but is often an estimate of v (S;).
Other control variates have been introduced to further reduce variance, such as the
optimal state dependent baseline (Greensmith et al., 2004), state and action dependent
control variates (Gu et al., 2017; Grathwohl et al., 2018; Liu et al., 2018; Wu et al.,
2018), and recursive control variates that reduce variance over multiple time steps
(Pankov, 2018; Cheng et al., 2019; Huang & Jiang, 2020).

In addition to su ering from high variance, the REINFORCE algorithm can
only update once per episode, limiting the rate at which the policy improves. One
online algorithm called Actor-Critic with eligibility traces (Sutton & Barto, 2018),
overcomes this issue by utilizing a critic to replace G; with the bootstrapped estimate
Rt + V(St+1). The result is the temporal di erence learning based policy gradient
method shown in Algorithm 4. While this algorithm does follow estimates of the

policy gradient, these estimates will be biased unless for all statess 2 S, v(s) =V (s).

2.3 Related work
This section provides background on how algorithms are typically evaluated and
discusses related work on investigating issues with performance evaluations in rein-

forcement learning.

2.3.1 Benchmarking Algorithm Performance

The typical experiment objective for articles proposing a new algorithm A is to show
that it outperforms existing algorithms B and C as justi cation for the new algorithm.
There are many ways researchers conduct performance evaluations. However, most
are similar to the following general procedure: 1) pick a set of environments M to

run each algorithm on, 2) for each algorithm tune the algorithm’s hyperparameters
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Algorithm 4 Actor-Critic with Eligibility Traces
1 Input: ,v, , , , v, and termination criteria TERM
2: Output: The policy using the nal weights.

3: while TERM is not reached do
4 z, O

5 Z 0

6: s do()

7: while s is not sq do

8
9

a (s;)
s op(s;a; );r o de(sia;s’; )
10: r+ v(s) v(s)
11: zy z, + $-v(s)
12: z z +&1In (s;9)
13: v vt v Zy
14: + z
15: s ¢

16: end while
17: end while

for each environment, 3) run the algorithm T times using the algorithm’s tuned
hyperparameters, 4) compare the performance of the algorithm numerically or visually.
We expand on each of these steps below.

The environments used to evaluate an algorithm’s performance has changed over
time. Historically, only a few environments were used to evaluate an algorithm’s
performance, and these generally consisted of discrete MDPs and classic control
problems like Cart-Pole (Florian, 2007) and Acrobot (Sutton, 1995). The reinforcement
learning competitions (Whiteson et al., 2010) collected many environments that varied
from small simulations like mountain car (Sutton & Barto, 1998), to more complex
simulations like helicopter hovering (Ng et al., 2004) and controlling an octopus arm
(‘Yekutieli et al., 2005). More recently, the research community has mainly used the
environments in the repository Gym (Brockman et al., 2016). This repository contains
many di erent environments, but the most commonly used environments within it are

classic control problems, a collection of continuous control environments of simulated
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rigid bodies, and Atari 2600 video games from the Arcade Learning Environment
(ALE) (Bellemare et al., 2013).

When tuning an algorithm’s hyperparameters, there is no set procedure to follow.
Generally, the researcher will either manually tune the hyperparameters or automate
the tuning with random search or a more sophisticated method (Bergstra et al.,
2011; 2013). While it is common for the algorithm’s hyperparameters to be tuned
to each environment, a common alternative is to tune the hyperparameters on a
small set of environments and use the same hyperparameters for all environments.
This hyperparameter tuning method is recommended for the ALE (Mnih et al., 2015;
Machado et al., 2018), but it is not strictly followed. There is also no criterion for
how much tuning each algorithm is allowed, and the general but false assumption is
that each algorithm receives su cient tuning to nd parameters that maximize its
performance.

As with hyperparameter tuning, there are no set rules for determining how many
trials an algorithm needs for each environment. From a statistical perspective, power
analysis can identify the number of trials needed for a statistically meaningful result
(Colas et al., 2018). However, it is common for experiments to only use three to ten
trials regardless of how many are needed. Running a su cient number of trials is
often impractical and incurs a signi cant computational burden due to three main
factors: compute-intensive function approximators (e.g., neural networks), algorithms
with expensive policy update operations (e.g., storing and processing thousands of
past transitions), and the use of environments that require long training times, such
as those in the ALE. These factors make it likely that the number of trials executed
will depend on the computational resources available to the researchers and not the
experiment’s needs.

When comparing performances, there are two primary methods: numerical and

visual. When comparing algorithms numerically, the experimenter must choose a
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Figure 2.1. This plot depicts a standard learning curve using Sarsa and Q-learning
with the Cart-Pole environment. The solid line depicts the mean return for each
episode over all trials, and the shaded region represents the standard deviation. Each
algorithm was run for 1,000 trials, and the hyperparameters were chosen such that
Q-Learning outperforms Sarsa.

metric to represent the algorithm’s performance. The two most common are the
average return and the nal policy performance. The average return measures the
algorithm’s online performance by computing the average return over all episodes.
The nal policy performance measures the performance of the policy returned by the
algorithm after training is complete. The performance metrics are often compared
individually on each environment or aggregated across environments. When using
an aggregate performance measure, the performance for each environment needs to
be normalized, so they are all on a common scale. We will discuss normalization
techniques in Chapter 3. Algorithms are most commonly compared visually with
learning curve plots that show the performance of each algorithm over time. Figure 2.1
shows an example of this plot. Claims of algorithm performance should be numerically
quanti ed, but it is not uncommon for articles to make claims using only the learning
curve. See the works of Schulman et al. (2017) and Haarnoja et al. (2018) as an

example of popular and highly cited papers making claims using learning curves.
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2.3.2 Issues and Improvements in Experimentation

Investigating issues in empirical reinforcement learning experiments has been an
important topic and has even had a special issue journal (Whiteson & Littman, 2011).
Recent investigations into current experimental practices have shown that they lack the
basic properties of methods reproducibility and results reproducibility (Henderson et al.,
2018a; Islam et al., 2017). Where we follow the work of Goodman et al. (2016) to de ne
methods reproducibility as lacking su cient detail to repeat the exact experiment,
and results reproducibility as obtaining the same results if new data is collected.
Ultimately, the failure to have either basic de nition of reproducibility should make
every reader question whether they can learn anything from most experiments. We
discuss the reasons for these failures and some of the proposed solutions below.

Having methods reproducibility requires all the details of the experiment to be
reported, including hyperparameters, seeds of a random number generator, and often
the code used to run the experiments. As pointed out by Henderson et al. (2018a) and
Engstrom et al. (2020) the speci c details of an algorithm or environment de nition
are often omitted and can have a signi cant impact on the results of each method.
The lack of methods reproducibility has led to two machine learning conferences,
Neural Information Processing Systems and the International Conference of Machine
Learning, adopting a mandatory reproducibility checklist (Pineau et al., 2020) and
an optional, but strongly encouraged code submission for accepted papers. Although,
as argued by Drummond (2009), the goal should be to have results reproducibility
because, as scientists, we build o the results of previous work and need the claims to
be accurate.

The lack of results reproducibility stems from experiments not controlling for or
acknowledging the uncertainty of results. The two primary sources of uncertainty
are: 1) the stochasticity of performance metric produced by both randomness in

the algorithm and the environments and 2) the uncertainty produced through the
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experimental setup, most notably the algorithm’s hyperparameters and other user-
speci ed factors like the termination criterion. It is commonly suggested that issues
with stochastic metrics should be addressed by running more trials, using statistical
testing, or reporting con dence intervals (Islam et al., 2017; Henderson et al., 2018a;
Colas et al., 2018). However, as we will argue in Chapter 3, failing to control for
the selection of hyperparameters will still produce unreliable results and inaccurate
claims regardless of the statistical techniques used. Controlling for hyperparameters
in RL has only been discussed by a few (Dabney, 2014; Jordan et al., 2018) and the
community has not adopted a solution. One solution proposed by Dabney (2014)
controls for hyperparameters by running multiple trials over the entire hyperparameter

tuning process. We discuss this procedure and provide an alternative in Chapter 3.
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CHAPTER 3

EVALUATING THE PERFORMANCE OF
REINFORCEMENT LEARNING ALGORITHMS

When applying reinforcement learning (RL), particularly to real-world applications,
it is desirable to have algorithms that reliably achieve high levels of performance
without requiring expert knowledge or signi cant human intervention. For researchers,
having algorithms of this type would mean spending less time tuning algorithms
to solve benchmark tasks and more time developing solutions to harder problems.
Current evaluation practices do not properly account for the uncertainty in the results
(Henderson et al., 2018a) and neglect the di culty of applying RL algorithms to a given
problem. Consequently, existing RL algorithms are di cult to apply to real-world
applications (Dulac-Arnold et al., 2019). To both make and track progress towards
developing reliable and easy-to-use algorithms, we propose a principled evaluation
procedure that quanti es the di culty of using an algorithm.

For an evaluation procedure to be useful for measuring the usability of RL al-
gorithms, we suggest that it should have four properties. First, to ensure accuracy
and reliability, an evaluation procedure should be scienti c, such that it provides
information to answer a research question, tests a speci ¢ hypothesis, and quanti es
any uncertainty in the results. Second, the performance metric captures the usability
of the algorithm over a wide variety of environments. For a performance metric to
capture the usability of an algorithm, it should include the time and e ort spent
tuning the algorithm’s hyperparameters (e.g., step-size and policy structure). Third,
the evaluation procedure should be nonexploitative (Balduzzi et al., 2018), meaning

no algorithm should be favored by performing well on an over-represented subset of
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environments or by abusing a particular score normalization method. Fourth, an
evaluation procedure should be computationally tractable, meaning that a typical
researcher should be able to run the procedure and repeat experiments found in the
literature.

As an evaluation procedure requires a question to answer, we pose the following to
use throughout the chapter: which algorithm(s) perform well across a wide variety
of environments with little or no environment-speci ¢ tuning? Throughout this
work, we refer to this question as the general evaluation question. This question
is di erent from the one commonly asked in articles proposing a new algorithm,
e.g., the common question is, can algorithm X outperform other algorithms on tasks
A, B, and C? In contrast to the common question, the expected outcome for the
general evaluation question is not to nd methods that maximize performance with
optimal hyperparameters but to identify algorithms that do not require extensive
hyperparameter tuning and thus are easy to apply to new problems.

In this chapter, we contend that the standard evaluation approaches do not satisfy
the above properties, and are not able to answer the general evaluation question.
Thus, we develop a new procedure for evaluating RL algorithms that overcomes
these limitations and can accurately quantify the uncertainty of performance. The
main ideas in our approach are as follows. We present an alternative view of an
algorithm such that sampling its performance can be used to answer the general
evaluation question. We de ne a new normalized performance measure, performance
percentiles, which uses a relative measure of performance to compare algorithms
across environments. We show how to use a game-theoretic approach to construct an
aggregate measure of performance that permits quantifying uncertainty. Lastly, we
develop a technique, performance bound propagation (PBP), to quantify and account

for uncertainty throughout the entire evaluation procedure.
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3.1 Preliminaries

In this section, we give notation speci ¢ to this chapter along with an overview of
an evaluation procedure. We represent a performance metric of an algorithm, i 2 U,
on an environment, j 2 M, as a random variable X;;;. This representation captures
the variability of results due to the choice of the random seed controlling the stochastic
processes in the algorithm and the environment. The choice of the metric depends on
the property being studied and is up to the experiment designer. The performance
metric used in this chapter is the average of the observed returns from one execution of
the entire training procedure, which we refer to as the average return. A normalization
function, g: R M ¥ R, maps a score, X, an algorithm receives on an environment, j,
to a normalized score, g(X; ), which has a common scale for all environments. In this
chapter, we seek an aggregate performance measure, y; 2 R, for an algorithm, i, such

Pini 3 . - Pini

thatyi = {2/ QiE[9(Xij;0)], where ;. Oforall j 2 f1;:::;jMjgand  (Zjg; = 1.
In Section 3.3, we discuss choices for the normalizing function g and weightings q that
satisfy the properties speci ed in this chapter’s introduction.

The primary quantities of interest in this chapter are the aggregate performance
measures for each algorithm and con dence intervals on that measure. Lety 2 RV
be a vector representing the aggregate performance for each algorithm. We desire

con dence intervals, Y ;Y * 2 RIYI RV sych that, for a con dence level 2 (0;0:5],
Pr 8i2f1;2;:::;jUjg;yi 21[Y; ;Y] 1

To compute an aggregate performance measure and its con dence intervals that
meet the criteria laid out in the introduction of this chapter, one must consider the
entire evaluation procedure. We view an evaluation procedure to have three main
components: data collection, data aggregation, and reporting of the results. During
the data collection phase, samples are collected of the performance metric X;; for

each combination (i;J) of an algorithm i 2 U and environment j 2 M. In the data
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aggregation phase, all samples of performance are normalized so the metric on each
environment is on a similar scale, then they are aggregated to provide a summary of
each algorithm’s performance across all environments. Lastly, the uncertainty of the

results is quanti ed and reported.

3.2 Data Collection

In this section, we discuss how common data collection methods are unable to
answer the general evaluation question and then present a new method that can. We

rst highlight the core di erence in our approach to previous methods.

The main di erence between data collection methods is in how the samples
of performance are collected for each algorithm on each environment. Standard
approaches rely on rst tuning an algorithm’s hyperparameters, i.e., any input to an
algorithm that is not the environment, and then generating samples of performance.
Our method instead relies on having a de nition of an algorithm that can automatically
select, sample, or adapt hyperparameters. This method can be used to answer the
general evaluation question because its performance measure represents the knowledge

required to use the algorithm. We discuss these approaches below.

3.2.1 Current Approaches

A typical evaluation procedure used in RL research is the tune-and-report method.
As depicted in Figure 3.1, the tune-and-report method has two phases: a tuning
phase and a testing phase. In the tuning phase, hyperparameters are optimized either
manually or via a hyperparameter optimization algorithm. Then after tuning, only
the best hyperparameters are selected and executed for T trials using di erent random
seeds to provide an estimate of performance.

The tune-and-report data collection method does not satisfy the usability re-

quirement or the scienti c¢ requirement. Recall that our objective is to capture the
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Figure 3.1. Data collection process of the tune-and-report method. The yellow box
indicates trials using di erent random seeds.

di culty of using a particular algorithm. Because the tune-and-report method ig-
nores the amount of data used to tune the hyperparameter, an algorithm that only
works well after signi cant tuning could be favored over one that works well without
environment-speci ¢ tuning, thus, violating the requirements.

Consider an extreme example of an RL algorithm that includes all policy parameters
as hyperparameters. This algorithm would then likely be optimal after any iteration
of hyperparameter tuning that nds the optimal policy. This e ect is more subtle in
standard algorithms, where hyperparameter tuning infers problem-speci ¢ information
about how to search for the optimal policy, (e.g., how much exploration is needed, or
how aggressive policy updates can be). Furthermore, this demotivates the creation of
algorithms that are easier to use but do not improve performance after nding optimal
hyperparameters.

The tune-and-report method violates the scienti ¢ property by not accurately
capturing the uncertainty of performance. Multiple i.i.d. samples of performance are
taken after hyperparameter tuning and used to compute a bound on the mean perfor-
mance. However, these samples of performance do not account for the randomness

due to hyperparameter tuning. As a result, any statistical claim would be inconsistent
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with repeated evaluations of this method. This has been observed in several studies
where further hyperparameter tuning has shown no di erence in performance relative
to baseline methods (Lucic et al., 2018; Melis et al., 2018).

The evaluation procedure proposed by Dabney (2014) addresses issues with un-
certainty due to hyperparameter tuning and performance not capturing the usability
of algorithms. Dabney’s evaluation procedure computes performance as a weighted
average over all N iterations of hyperparameter tuning, and the entire tuning process
repeats for T trials. Even though this evaluation procedure xes the problems with
the tune-and-report approach, it violates our computationally tractable property by
requiring TN executions of the algorithm to produce just T samples of performance.
In the case where N = 1 it is not clear how hyperparameters should be set. Fur-
thermore, this style of evaluation does not cover the case where it is prohibitive to
perform hyperparameter tuning, e.g., slow simulations, long agent lifetimes, lack of
a simulator, and situations where it is dangerous or costly to deploy a bad policy.
In these situations, it is desirable for algorithms to be insensitive to the choice of
hyperparameters or able to adapt them during a single execution. It is in this setting

that the general evaluation question can be answered.

3.2.2 Our Approach

In this section, we outline our method, complete data collection, that does not
rely on hyperparameter tuning. If there were no hyperparameters to tune, evaluating
algorithms would be simpler. Unfortunately, how to automatically set hyperparameters
has been an understudied area. Thus, we introduce the notion of a complete algorithm

de nition.

De nition 1 (Algorithm Completeness). An algorithm is complete on an environment
J, when de ned such that the only required input to the algorithm is meta-information

about environment j, e.g., the number of state features and actions.
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Figure 3.2. Data collection process using complete algorithm de nitions. The yellow
box indicates using di erent random seeds.

Algorithms with a complete de nition can be used on an environment and without
specifying any hyperparameters. Note that this does not say that an algorithm cannot
receive forms of problem speci ¢ knowledge, only that it is not required. A well-de ned
algorithm will be able to infer e ective combinations of hyperparameters or adapt
them during learning. There are many ways to make an existing algorithm complete.
In this work, algorithms are made complete by de ning a distribution from which to
randomly sample hyperparameters. Random sampling may produce poor or divergent
behavior in the algorithm, but this only indicates that it is not yet known how to set
the hyperparameters of the algorithm automatically. Thus, when faced with a new
problem, nding decent hyperparameters will be challenging. One way to make an
adaptive complete algorithm is to include a hyperparameter optimization method in
the algorithm. However, all tuning must be done within the same xed amount of time
and cannot propagate information over trials used to obtain statistical signi cance.

Figure 3.2 shows the complete data collection method. For this method we limit
the scope of algorithms to only include ones with complete de nitions; thus, it does not

violate any of the properties speci ed. This method satis es the scienti ¢ requirement
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since it is designed to answer the general evaluation question, and the uncertainty
of performance can be estimated using all of the trials. Again, this data collection
method captures the di culty of using an algorithm since the complete de nition
encodes the knowledge necessary for the algorithm to work e ectively. The compute
time of this method is tractable, since T executions of the algorithm produces T
independent samples of performance.

The practical e ects of using the complete data collection method are as follows.
Researchers do not have to spend time tuning each algorithm to try and maximize
performance. Fewer algorithm executions are required to obtain a statistically mean-
ingful result. With this data collection method, improving upon algorithm de nitions
will become signi cant research contributions and lead to algorithms that are easy to

apply to many problems.

3.3 Data Aggregation

Answering the general evaluation question requires a ranking of algorithms accord-
ing to their performance on all environments M. The aggregation step accomplishes
this task by combining the performance data generated in the collection phase and
summarizing it across all environments. However, data aggregation introduces several
challenges. First, each environment has a di erent range of scores that need to be
normalized to a common scale. Second, a uniform weighting of environments can
introduce bias. For example, the set of environments might include many slight
variants of one domain, giving that domain a larger weight than a single environment

coming from a di erent domain.

3.3.1 Normalization
The goal in score normalization is to project scores from each environment onto

the same scale while not being exploitable by the environment weighting. In this
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section, we rst show how existing normalization techniques are exploitable or do
not capture the properties of interest. Then we present our normalization technique:

performance percentiles.

3.3.1.1 Current Approaches

We examine two normalization techniques: performance ratios and policy per-
centiles. We discuss other normalization methods in Appendix A.1. The performance
ratio is commonly used with the Arcade Learning Environment to compare the per-
formance of algorithms relative to human performance Mnih et al. (2015); Machado
et al. (2018). The performance ratio of two algorithms i and k on an environment j is
E[Xi;j]=E[Xk;;]. This ratio is sensitive to the location and scale of the performance
metric on each environment, such that an environment with scores in the range [0; 1]
will produce larger di erences than those on the range [1000; 1001]. Furthermore, all
changes in performance are assumed to be equally challenging, i.e., going from a score
of 0:8 to 0:89 is the same di culty as 0:9 to 0:99. This assumption of linearity of
di culty is not re ected on environments with nonlinear changes in the score as an
agent improves, e.g., completing levels in Super Mario.

A critical aw in the performance ratio is that it can produce an arbitrary ordering
of algorithms when combined with the arithmetic mean, Pj 0; E[Xi;jI=E[Xk;j] (Fleming
& Wallace, 1986), meaning a di erent algorithm in the denominator could change the
relative rankings. Using the geometric mean can address this weakness of performance
ratios, but does not resolve the other issues.

Another normalization technique is policy percentiles, a method that projects the
score of an algorithm through the performance CDF of random policy search (Dabney,
2014). The normalized score for an algorithm, i, is Fx ,(X;;), where Fx  is the
performance CDF when a policy is sampled uniformly from a set of policies, , on

an environment j, i.e, U( ). Policy percentiles have a unique advantage in
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Figure 3.3. This plot shows the CDF of average returns for the Sarsa-Parl2, Sarsa( ),
and Actor-Critic algorithms on the Cart-Pole environment. Each line represents the
empirical CDF using 10;000 trials and the shaded regions represent the 95% con dence
intervals. To illustrate how the performance percentiles work, this plot shows how
samples of performance (black dots) are normalized by each CDF, producing the
normalized scores (colored dots). The correspondence between a single sample and its
normalized score is shown by the dotted line.

that performance is scaled according to how di cult it is to achieve that level of
performance relative to random policy search. Unfortunately, policy percentiles rely
on specifying , which often has a large search space. As a result, most policies
will perform poorly, making all scores approach 1:0. It is also infeasible to use when
random policy search is unlikely to achieve high levels of performance. Despite these
drawbacks, the scaling of scores according to a notion of di culty is desirable, so we

adapt this idea to use any algorithm’s performance as a reference distribution.

3.3.1.2 Our Approach

An algorithm’s performance distribution can have an interesting shape with large
changes in performance that are due to divergence, lucky runs, or simply that small
changes to a policy can result in large changes in performance (Jordan et al., 2018).

These e ects can be seen in Figure 3.3, where there is a quick rise in cumulative
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probability for a small increase in performance. Inspired by Dabney (2014)’s policy
percentiles, we propose performance percentiles, a score normalization technique that
can represent these intricacies.

The probability integral transform shows that projecting a random variable through
its CDF transforms the variable to be uniform on [0; 1] (Dodge & Commenges, 2006).
Thus, normalizing an algorithm’s performance by its CDF will equally distribute and
represent a linear scaling of di culty across [0;1]. When normalizing performance
against another algorithm’s performance distribution, the normalized score distribution
will shift towards zero when the algorithm is worse than the normalizing distribution
and shift towards one when it is superior. As seen in Figure 3.3, the CDF can be seen
as encoding the relative di culty of achieving a given level of performance, where
large changes in an algorithm’s CDF output indicate a high degree of di culty for that
algorithm to make an improvement and similarly small changes in output correspond
to low change in di culty. In this context di culty refers to the amount of random
chance (luck) needed to achieve a given level of performance.

To leverage these properties of the CDF, we de ne performance percentiles, that use

a weighted average of each algorithm’s CDF to normalize scores for each environment.

De nition 2 (Performance Percentile). In an evaluation of algorithms, U, the per-
formance percentile for a score x on an environment, j, is Fx;(X;w;), where Fx.
is the mixture of CDFs Fy (x;w;) = I WjiFx, ; (X), with weights w; 2 RV,

Pjui .
i— Wj;i =1, and 8i w;;; 0.

So we can say that performance percentiles capture the performance characteristic
of an environment relative to some averaged algorithm. We discuss how to set the
weights wj in the next section.

Performance percentiles are closely related to the concept of (probabilistic) perfor-

mance pro les Dolan & More (2002); Barreto et al. (2010). The di erence being that
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performance pro les report the cumulative distribution of normalized performance
metrics over a set of tasks (environments), whereas performance percentiles are a

technique for normalizing scores on each task (environment).

3.3.2 Summarization

A weighting over environments is needed to form an aggregate measure. We desire
a weighting over environments such that no algorithm can exploit the weightings
to increase its ranking. Additionally, for the performance percentiles, we need to
determine the weighting of algorithms to use as the reference distribution. Inspired
by the work of Balduzzi et al. (2018), we propose a weighting of algorithms and
environments, using the equilibrium of a two-player game.

In this game, one player, p, will try to select an algorithm to maximize the aggregate
performance, while a second player, g, chooses the environment and reference algorithm
to minimize p’s score. Player p’s pure strategy space, Si, is the set of algorithms
U, i.e., p plays a strategy s; = i corresponding to an algorithm i. Player g’s pure
strategy space, S,, is the cross product of a set of environments, M, and algorithms,
U, i.e., player g plays a strategy s, = (j; k) corresponding to a choice of environment
J and normalization algorithm k. We denote the pure strategy space of the game by
S =S; S,. Astrategy, s 2 S, can be represented by a tuple s = (s1;s2) = (i; (j; k)).

The utility of strategy s is measured by a payo functionu,: S ¥ Randu,: S ¥ R
for players p and q respectively. The game is de ned to be zero sum, i.e., ug(s) = up(s).
We de ne the payo function to be up(s) = E[Fx,; (Xi;)]. Both players p and g
sample strategies from probability distributions p 2 (S;) and g 2 (S;), where

(X) is the set of all probability distributions over X.
The equilibrium solution of this game naturally balances the normalization and

environment weightings to counter each algorithm’s strengths without conferring an
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advantage to a particular algorithm. Thus, the aggregate measure will be useful in
answering the general evaluation question.
After nding a solution (p ;q ), the aggregate performance measure y; for an
algorithm i de ned as
Yi = qj;kE[FXk;j Xij)I: (3.1)
i=1 k=1

To nd a solution (p ;q ), we employ the -Rank technique (Omidsha ei et al.,
2019), which returns a stationary distribution over the pure strategy space S. -Rank
allows for e cient computation of both the equilibrium and con dence intervals on
the aggregate performance (Rowland et al., 2019). We detail this method and details
of our implementation in Appendix A.2.

The choice of environment weighting method depends on the properties the ex-
perimenter wants the aggregate performance to represent. For example, a uniform
weighting is appropriate if the experimenter plans to run a single algorithm on all
environments and wants to know which algorithm will be the best. However, this
setting is not common in reality since no one is limited to using a single algorithm for
every environment. Instead, if one wants to identify the set of algorithms that perform
the best across the environment suite, then adversarial weighting is appropriate. If
other properties are desired, the experiment will need to develop a di erent weighting

method.

3.4 Reporting Results
As it is crucial to quantify the uncertainty of all claimed performance measures,
we rst discuss how to compute con dence intervals for both single environment and

aggregate measures, then give details on displaying the results.
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3.4.1 Quantifying Uncertainty

In keeping with our objective to have a scienti ¢ evaluation, we require our
evaluation procedure to quantify any uncertainty in the results. When concerned with
only a single environment, standard concentration inequalities can compute con dence
intervals on the mean performance. Similarly, when displaying the distribution of
performance, one can apply standard techniques for bounding the empirical distribution
of performance. However, computing con dence intervals on the aggregate has
additional challenges.

Notice that in (3.1) computing the aggregate performance requires two unknown
values: q and the mean normalized performance, E[Fx, (Xi;)]. Since g depends on
mean normalized performance, any uncertainty in the mean normalized performance
results in uncertainty in ¢ . To compute valid con dence intervals on the aggregate
performance, the uncertainty through the entire process must be considered.

We introduce a process to compute the con dence intervals, which we refer to as
performance bound propagation (PBP). We represent PBP as a functionPBP: D R ¥
RVl RV which maps a dataset D 2 D containing all samples of performance and a
con dence level 2 (0;0:5], to vectors Y and Y ™ representing the lower and upper
con dence intervals, i.e., (Y ;Y*) =PBP(D; ).

The overall procedure for PBP is as follows. First, compute con dence intervals
for each Fx, ;. Then using these intervals compute con dence intervals on each mean
normalized performance. Next, determine an uncertainty set Q for q that results
from uncertainty in the mean normalized performance. Finally, for each algorithm,

nd the minimum and maximum aggregate performance over the uncertainty in the
mean normalized performances and Q. We provide pseudocode in Appendix A.3.

We prove that PBP produces valid con dence intervals for a con dence level

2 (0;0:5] and a dataset D containing T;i;; > 1 samples of performance for all

algorithms i 2 U and environments j 2 M.
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Actor Critic on Acrobot
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Figure 3.4. This plot shows the distribution of average returns for the Actor-Critic
algorithm on the Acrobot environment. The x-axis represents a probability and the
y-axis represents the average return such that the proportion of trials that have a value
less than or equal to y is X, e.g., at x = 0:5, y is the median. Each line represents the
empirical quantile function using a di erent number of trials and the shaded regions
represent the 95% con dence intervals computed using concentration inequalities. In
this plot, the larger the area under the curve, the better the performance. This plot
highlights the large amount of uncertainty when using small sample sizes and how

much it decreases with more samples.

Theorem 2. If (Y ;Y*) =PBP(D; ), then

Pr 8i21;2;:::;jUj; vi 21, ;Y] 1

Proof. Although the creation of valid con dence intervals is critical to this contribution,

the proof for this statement is long and detracts from the broader discussion of this

chapter. As such the proof is deferred to the Appendix A.3.
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3.4.2 Displaying Results

In this section, we describe our method for reporting the results. There are three
parts to our method: answering the stated hypothesis, providing tables and plots
showing the performance and ranking of algorithms for all environments, and the
aggregate score, then for each performance measure, provide con dence intervals to
convey uncertainty.

The learning curve plot is a standard in RL and displays a performance metric
(often the return) over regular intervals during learning. While this type of plot
might be informative for describing some aspects of the algorithm’s performance, it
does not directly show the performance metric used to compare algorithms, making
visual comparisons less obvious. Therefore, to provide the most information to the
reader, we suggest plotting the distribution of performance for each algorithm on each
environment. Plotting the distribution of performance has been suggested in many

elds as a means to convey more information, (Dolan & More, 2002; Farahmand et al.,
2010; Reimers & Gurevych, 2017; Cohen et al., 2018). Often in RL, the objective is
to maximize a metric, so we suggest showing the quantile function over the CDF as it
allows for a more natural interpretation of the performance, i.e., the higher the curve,
the better the performance (Bellemare et al., 2013). Figure 3.4 show the performance
distribution with 95% con dence intervals for di erent sample sizes. It is worth noting
that when tuning hyperparameters the data needed to compute these distributions is
already being collected, but only the results from the tuned runs are being reported.
By only reporting only the tuned performance it shows what an algorithm can achieve

not what it is likely to achieve.

3.5 Experimental Results
In this section, we describe and report the results of experiments to illustrate how

this evaluation procedure can answer the general evaluation question and identify
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when a modi cation to an algorithm or its de nition improves performance. We
also investigate the reliability of di erent bounding techniques on the aggregate

performance measure.

3.5.1 Experiment Description

To demonstrate the evaluation procedure we compare the algorithms: Actor-Critic
with eligibility traces (AC) Sutton & Barto (2018), Q( ), Sarsa( ), Sutton & Barto
(1998), NAC-TD (Morimura et al., 2005; Degris et al., 2012; Thomas, 2014), and
proximal policy optimization (PPO) (Schulman et al., 2017). The learning rate is often
the most sensitive hyperparameter in RL algorithms. So, we include three versions
of Sarsa( ), Q( ), and AC: a base version, a version that scales the step-size with
the number of parameters (e.g., Sarsa( )-s), and an adaptive step-size method, Parl2
(Dabney, 2014), that does not require specifying the step size. Since none of these
algorithms have an existing complete de nition, we create one by randomly sampling
hyperparameters from xed ranges. We consider all parameters necessary to construct
each algorithm, e.g., step-size, function approximator, discount factor, eligibility trace
decay. For the continuous state environments, each algorithm employs linear function
approximation using the Fourier basis Konidaris et al. (2011) with a randomly sampled
order. See Appendix A.5 for full details of each algorithm.

These algorithms are evaluated on 15 environments, eight discrete MDPs, half with
stochastic transition dynamics, and seven continuous state environments: Cart-Pole
(Florian, 2007), Mountain Car (Sutton & Barto, 1998), Acrobot (Sutton, 1995), and
four variations of the pinball environment (Konidaris & Barto, 2009; Geramifard et al.,
2015). For each independent trial, the environments have their dynamics randomly
perturbed to help mitigate environment over tting (Whiteson et al., 2011); see code

for details. For further details about the experiment see Appendix A.6.
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Aggregate Performance

Algorithms Score Rank
Sarsa-Parl2  0:4623(0.3904; 0:5537) 1(2,1)
Q-Parl2 0:4366(0.3782; 0:5632) 2(2,1)

AC-Parl2 0:1578(0:0765;0.3129) 3 (11,3)
Sarsa( )-s 0:0930(0:0337;0:2276) 4 (11,3)

AC-s 0:0851(0:0305;0:2146) 5 (11,3)
Sarsa( ) 0:0831(0:0290;0:2019) 6 (11,3)
AC 0:0785(0:0275;0:2033) 7 (11,3)
Q( )-s 0:0689(0:0237;0:1973) 8 (11,3)
Q( ) 0:0640(0:0214; 0:1780) 9 (11,3)
NAC-TD 0:0516(0:0180; 0:1636) 10 (11,3)
PPO 0:0508(0:0169; 0:1749) 11 (11,3)

Table 3.1. Aggregate performance measures for each algorithm and their rank. The
parentheses contain the intervals computed using PBP and together all hold with
95% con dence. The bolded numbers identify the best ranked statistically signi cant
di erences.

While these environments have simple features compared to the Arcade Learning
Environment (Bellemare et al., 2013), they remain useful in evaluating RL algorithms
for three reasons. First is that experiments nish quickly. Second, the environments
provide interesting insights into an algorithm’s behavior. Third, as our results will
show, there is not yet a complete algorithm that can reliably solve each one.

We execute each algorithm on each environment for 10;000 trials. While this
number of trials may seem excessive, our goal is to detect a statistically meaningful
result. Detecting such a result is challenging because the variance of RL algorithms
performance is high; we are comparing jUj jMj = 165 random variables, and we do
not assume the performances are normally distributed. Computationally, executing
ten thousand trials is not burdensome if one uses an e cient programming language
such as Julia (Bezanson et al., 2017) or C++, where we have noticed approximately
two orders of magnitude faster execution than similar Python implementations. We

investigate using smaller sample sizes at the end of this section.
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Aggregate Algorithm Performance
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Figure 3.5. The aggregate performance for each algorithm with con dence intervals
using PBP, PBP-t, and bootstrap. The width of each interval is scaled so all intervals
hold with 95% con dence.

3.5.2 Algorithm Comparison

The aggregate performance measures and con dence intervals are illustrated in
Figure 3.5 and given in Table 3.1. Appendix A.9 lists the performance tables and
distribution plots for each environment. Examining the empirical performances in
these gures, we notice two trends. The rst is that our evaluation procedure can
identify di erences that are not noticeable in standard evaluations. For example,
all algorithms perform near optimally when tuned properly (indicated by the high
end of the performance distribution). The primary di erences between algorithms
are in the frequency of high performance and divergence (indicated by low end of
the performance distribution). Parl2 methods rarely diverge, giving a large boost in
performance relative to the standard methods.

The second trend is that our evaluation procedure can identify when theoretical
properties do or do not make an algorithm more usable. For example, Sarsa( )

algorithms outperform their Q( ) counterparts. This result might stem from the fact
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that Sarsa( ) is known to converge with linear function approximation (Perkins &
Precup, 2002) while Q( ) is known to diverge (Baird, 1995; Wiering, 2004). Addition-
ally, NAC-TD performs worse than AC despite that natural gradients are a superior
ascent direction. This result is due in part because it is unknown how to set the
three step-sizes in NAC-TD, making it more di cult to use than AC. Together these
observations point out the de ciency in the way new algorithms have been evaluated.
That is, tuning hyperparameters hides the lack of knowledge required to use the
algorithm, introducing bias that favors the new algorithm. In contrast, our method
forces this knowledge to be encoded into the algorithm, leading to a more fair and

reliable comparison.

3.5.3 Experiment Uncertainty

While the trends discussed above might hold true in general, we must quantify
our uncertainty. Based on the con dence intervals given using PBP, we claim with
95% con dence that on these environments and according to our algorithm de nitions,
Sarsa-Parl2 and Q-Parl2 have a higher aggregate performance of average returns than
all other algorithms in the experiment. It is clear that 10;000 trials per algorithm
per environment is not enough to detect a unique ranking of algorithms using the
nonparametric con dence intervals in PBP. We now consider alternative methods,
PBP-t, and the percentile bootstrap (Efron, 1992). PBP-t replaces the nonparameteric
intervals in PBP with ones based on the Student’s t-distribution. We detail these
methods in Appendix A.7. From Figure 3.5, it is clear that both alternative bounds
are tighter and thus useful in detecting di erences. Since assumptions of these bounds
are di erent and not typically satis ed, it is unclear if they are valid.

To test the di erent bounding techniques, we estimate the failure rate of each
con dence interval technique at di erent sample sizes. For this experiment we execute

1;000 trials of the evaluation procedure using sample sizes (trials per algorithm per
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Con dence Interval Performance

PBP PBP-t Bootstrap
Samples | FR SIG | FR SIG | FR SIG
10 0.0 0.0]1000 0.00|0.112 0.11
30 0.0 0.0|0.000 0.00]0.092 0.37
100 0.0 0.0|0.000 0.02|0.084 0.74
1,000 0.0 0.0|0.000 0.34]|0.057 0.83
10;000 | 0.0 0.33 | 0.003 0.83 | 0.069 0.83

Table 3.2. Table showing the failure rate (FR) and proportion of signi cant pairwise
comparison (SIG) identi ed for = 0:05 using di erent bounding techniques and
sample sizes. The rst column represents the sample size. The second, third, and
fourth columns represent the results for PBP, PBP-t, and bootstrap bound methods
respectively. For each sample size, 1,000 experiments were conducted.

environment) of 10, 30, 100, 1;000, and 10;000. There are a total of 11:14 million
samples per algorithm per environment. To reduce computation costs, we limit this
experiment to only include Sarsa( )-Parl2, Q( )-Parl2, AC-Parl2, and Sarsa( )-s.
Additionally, we reduce the environment set to be the discrete environments and
Mountain Car. We compute the failure rate of the con dence intervals, where a valid
con dence interval will have a failure rate less than or equal to , e.g., for = 0:05
failure rate should be less than  5%. We report the failure rate and the proportion of
statistically signi cant pairwise comparisons in Table 3.2. All methods use the same
data, so the results are not independent.

The PBP method has zero failures indicating it is overly conservative. The failure
rate of PBP-t is expected to converge to zero as the number of samples increase due
to the central limit theorem. PBP-t begins to identify signi cant results at a sample
size of 1;000, but it is only at 10;000 that it can identify all pairwise di erences.! The

bootstrap technique has the tightest intervals, but has a high failure rate.

1sarsa-Parl2 and Q-Parl2 have similar performance on discrete environments so we consider
detecting 83% of results optimal.
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These results are stochastic and will not necessarily hold with di erent numbers of
algorithms and environments. So, one should use caution in making claims that rely
on either PBP-t or bootstrap. Nevertheless, to detect statistically signi cant results,
we recommend running between 1,000, and 10;000 samples, and using the PBP-t over
bootstrap.

While this number of trials seems, high it is a necessity as comparison of multiple
algorithms over many environments is a challenging statistical problem with many
sources of uncertainty. Thus, one should be skeptical of results that use substantially
fewer trials. Additionally, researchers are already conducting many trials that go unre-
ported when tuning hyperparameters. Since our method requires no hyperparameter
tuning, researchers can instead spend the same amount of time collecting more trials
that can be used to quantify uncertainty.

There are a few ways that the number of trials needed can be reduced. The

rst is to think carefully about what question one should answer so that only a few
algorithms and environments are required. The second is to use active sampling
techniques to determine when to stop generating samples of performance for each
algorithm environment pair (Rowland et al., 2019). It is important to caution the
reader that this process can bias the results if the sequential tests are not accounted
for (Howard et al., 2018).

Summarizing our experiments, we make the following observations. Our experi-
ments with complete algorithms show that there is still more work required to make
standard RL algorithms work reliably on even extremely simple benchmark problems.
As a result of our evaluation procedure, we were able to identify performance di er-
ences in algorithms that are not noticeable under standard evaluation procedures. The
tests of the con dence intervals suggest that both PBP and PBP-t provide reliable
estimates of uncertainty. These outcomes suggest that this evaluation procedure will

be useful in comparing the performance of RL algorithms.
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3.6 Discussion of Environment Selection

So far in this chapter, we have not discussed how to select the environments used to
benchmark algorithm performance. In the general evaluation question, we posed that
an algorithm should perform well in a wide variety of environments, which is vague.
As a community, we often think of our algorithms as general purpose and would like to
apply them to almost any problem, but it is essential to remember that there is no free
lunch for optimization algorithms (Wolpert & Macready, 1997), meaning that there
will not be a single best algorithm across a wide variety of environments. Instead,
researchers should categorize the type of environments they want their algorithms to
perform well on and test only those types of environments.

We selected the environments in this chapter because they have been used in many
benchmarks over the years. So the performance of the algorithms on this benchmark
mainly shows that we do not have reliable algorithms with complete de nitions for
even these simple and well-studied problems. Future research should consider speci ¢
or parameterizable environment properties for algorithmic development, e.g., reward

sparsity, episode length, or the number of actions.

3.7 Related Work

This chapter is not the rst work to investigate and address issues in empirically
evaluating algorithms. The evaluation of algorithms has become a sign cant enough
topic to spawn its own eld of study, known as experimental algorithmics (Fleischer
et al., 2002; McGeoch, 2012).

In RL, there have been signi cant e orts to discuss and improve the evaluation of
algorithms (Whiteson & Littman, 2011). One common theme has been to produce
shared benchmark environments, such as those in the annual reinforcement learning
competitions (Whiteson et al., 2010; Dimitrakakis et al., 2014), the Arcade Learning

Environment (Bellemare et al., 2013), and numerous others which are to long to list

43



here. Recently, there has been a trend of explicit investigations into the reproducibility
of reported results (Henderson et al., 2018a; Islam et al., 2017; Smith, 2018; Colas
et al., 2018). These e orts are in part due to the inadequate experimental practices
and reporting in RL and general machine learning (Pineau et al., 2020; Lipton &
Steinhardt, 2018). Similar to these studies, this work has been motivated by the
need for a more reliable evaluation procedure to compare algorithms. The primary
di erence in our work to these is that the knowledge required to use an algorithm gets

included in the performance metric.

3.8 Conclusion

The evaluation framework that we propose provides a principled method for
evaluating RL algorithms. This approach facilitates fair comparisons of algorithms
by removing unintentional biases common in the research setting. By developing
a method to establish high-con dence bounds over this approach, we provide the

framework necessary for reliable comparisons.
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CHAPTER 4

LIMITATIONS AND ALTERNATIVES TO
PERFORMANCE EVALUATION

4.1 Introduction

Performance evaluation has long been standard practice in reinforcement learning
(RL) research. Performance is also often the primary highlight in highly publicized
works (Mnih et al., 2015; Silver et al., 2016; Vinyals et al., 2019; Berner et al., 2019;
Eco et et al., 2021; OpenAl et al., 2019). The popularity of performance evaluation
led to a standard formula for researchers to follow: design a new algorithm, describe
it, and conduct experiments to show their new method is superior to existing methods
on standard benchmark problems. In the previous chapter, we provided an evaluation
procedure to address many of the issues with performance evaluation. However,
our procedure is not likely to be widely adopted because the process has many
nontraditional components and requires many trials to get statistically signi cant
results.

Instead of attempting to improve the benchmarking process further, we question
its value and ask, is there an alternative experimentation paradigm? Thankfully,
scientists have already given us an alternative: controlled experimentation. Borrowing
the terminology of Hooker (1995), we refer to scienti c testing as the practice of using
carefully controlled experiments to understand an algorithm. Scienti c testing has a
powerful bene t over benchmarking; it can explain why an algorithm performs well,
whereas benchmarking can only identify what algorithm worked well but not why. So
we argue for using scienti ¢ testing as the primary means of experimentation since it

provides the understanding crucial for pushing the eld further.
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In addition to producing deeper insights, scienti ¢ testing has another bene ft;
it can require fewer trials. This reduction is because a single environment is often
su cient to study the properties of an algorithm, and there is often no need to compare
against many baseline algorithms. However, this increase in e ciency comes at the
cost of the researcher’s time to design the experiments. Designing experiments that
control many factors is challenging and can require as much or more ingenuity as
developing new algorithms. Although experiment design seems like a drawback for
scienti c testing, a critical researcher will notice that designing a rigorous benchmark
also requires considerable e ort, as is evident by the numerous works on the topic.
Moreover, any compelling experiment requires substantial e ort to develop.

This chapter aims to answer the question: is scienti c testing a viable replacement
for benchmarking as the primary experimentation tool in RL? To answer this question,
we provide two sources of evidence. First, we show that unless computer clusters with
thousands of cores are available, rigorous benchmarking will require too many trials
to be practical. Second, we use exploration algorithms to demonstrate how scienti ¢
testing produces more insightful knowledge than benchmarking using only a standard
desktop computer. Based on these results, we strongly recommend that scienti ¢
testing be the primary form of experimentation and encourage reviewers to adopt

stricter standards for experiments.

4.2 Evaluation Review

This section reviews the key components of an evaluation procedure. \WWe consider
evaluation procedures that compare a set of algorithms U on a set of environments
M. The performance, a user-speci ed metric, of an algorithm i on the environment
J is represented by the random variable X;;. The metric used in this chapter is
J( na), Where 4 is the policy returned by the algorithm after a xed amount of

time. The performance evaluation procedure’s purpose is to estimate an aggregate
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performance measure y; for each algorithm i 2 U using samples of X;.; that summarizes
the algorithms’ performance across all environments. Due to stochasticity in the
algorithms and environments, y; will never be known. Thus, for the experimenter to
con dently make claims about algorithm performance, the evaluation procedure needs
to account for uncertainty by constructing con dence intervals [Y; ;Y;"] for each y;

such that for a con dence level 2 (0;0:5],

Pr@8iyi 21[Y, ;Y,") 1 : (4.1)

We review standard techniques to construct y; and the con dence intervals below.
To construct y;, one needs to choose a way to sample each X;.;, normalize perfor-
mance on each environment, aggregate the performance from each environment into a
single score, and compute con dence intervals. To sample performance we run the
algorithms using the complete algorithm de nitions de ned in the previous chapter.

We review the other components below.

4.2.1 Normalization

To be able to compute the aggregate performance metric, the scores for each
environment j need to be mapped to the same range via the score normalization
function g;: R ¥ R. This function should preserve a notion of di culty of achieving
a given level of performance on each environment. In this chapter, we investigate two
performance metrics: performance ratios and performance percentiles. Performance
ratios normalizes a score x proportionally to an algorithm k’s performance, i.e.,
gi(x; k) = ED(XK—;"]JaJ where a; is a constant representing the minimum performance
on environment j. The performance percentiles automatically scale the performance

relative to the di culty that k had in achieving that level of performance using the

CDF of an algorithm k’s performance, i.e., gj(X;k) = Fx,;(x). They also have the
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convenient property that E[Fx,; (Xi;)] = Pr(Xij  Xy;), which is the normalization
technique proposed by Whiteson et al. (2011).

For both methods, the baseline algorithm k needs to be chosen. Choosing one
particular baseline algorithm could unintentionally favor one particular algorithm over
another in the nal aggregate performance measure. For the aggregate performance
measure, it is desirable to have the top-ranked algorithms be the best-performing
algorithms and not just ones that take advantage of a particular choice of a reference
algorithm k. We met this requirement in the last chapter using a game theoretic
approach to nd an adversarial weighting of normalizers. More speci cally, for positive

i Uj Pioj o
weights w; 2 RI™, such that =, wj.x = 1,

B
gi(xX) = wjkg; (X K):

k=1

The weights w; are chosen as an equilibrium solution to the game

maxmin - pi - WikE[g; (Xiz; K)J;
P s k=

where p 2 RV is a vector representing a probability distribution over algorithms U.

4.2.2 Aggregation

To obtain an aggregate measure, one needs to choose a statistic to summarize the
performance across environments and select a weighting for each environment. The
most common statistic to summarize performance across environments is the mean,
but some have proposed robust statistics such as the median or interquartile mean
(Agarwal et al., 2021), which have greater statistical e ciency. However, if one cares
about identifying algorithms that work reliably, then a metric that includes the lower
tail of the distribution is more appropriate. Thus, to include the lower tail and for

simplicity, we stick with the mean.

48



As with the last chapter we consider an adversarial weighting of environments.

That is, the aggregate performance measure is

D&
yi=  GE[g (Xl
j=1
where q 2 RIMI represents a probability distribution over environments M. The
weights g come from an equilibrium solution to the game
B B
maxmin~ pi gE[g;(Xiy)l:

P a i=1 ji=1

The games for both the normalization and environment weighting can be combined to

nd a weight vector q 2 RIMI 1Uj,

4.2.3 Con dence Intervals

We use con dence intervals to estimate the uncertainty in the aggregate perfor-
mance and conclude with high con dence that one algorithm outperforms another.
Unfortunately, the con dence intervals produce by the PBP and PBP-t methods
developed in the last chapter are conservative. An alternative is to use statistical
bootstrapping (Efron, 1992), which often produces narrow con dence intervals but
tends to be too aggressive and not provide the coverage desired in (4.1). While the
bootstrap intervals are not guaranteed to provide valid con dence intervals, they
are often the narrowest. Since, in our experiments below, we primarily care about
evaluating how much uncertainty is produced by each evaluation procedure, we use
bootstrap intervals as an approximate lower bound on the number of samples needed

to identify di erences in algorithm performance.
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4.3 Performance Evaluation

In this section, we conduct experiments to understand the impact of more rigorous
performance evaluation procedures on the uncertainty in aggregate performance.
Along with the choice of normalization function, the experiments will investigate four
variants of the evaluation procedure spanning the permutations of using adversarial and
uniform weightings for the normalization and environment weightings. Additionally,
we consider variations in the number of algorithms and environments. The experiments
will examine the in uence on the width of the con dence intervals, the failure rate
of the con dence intervals, and the number of algorithms that are not statistically
signi cant from the best.

To measure the impact of each con guration, we will use eight of the algorithms and
14 of the environments used by Jordan et al. (2020). To measure the reliability of the
con dence intervals, we need to have ground truth information about each algorithm’s
performance. Since we do not know the performance distribution for each algorithm,
we will approximate it and treat the approximate distribution as the ground truth.
We create the approximate distribution for each X;; from approximately 334;000
executions of each algorithm-environment pair. We then create 1;000 datasets for
each sample size, 10, 25, 50, 100, 500, and 1;000, by sampling with replacement from
the empirical distribution. We treat each dataset as a single trial of the evaluation
procedure. To compute 95% con dence intervals, we use the percentile bootstrap
technique with 10;000 bootstrap samples and a correction for multiple comparisons by

scaling the con dence level by =(UjjMj).

4.3.1 Impact of Adversarial Weighting
Figure 4.1 shows each normalization and weighting method’s impact on the average
width of the con dence intervals. These plots show that adversarial weightings add

signi cant uncertainty to the aggregate performance. We also notice that adversarial
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Figure 4.1. This plot shows the average width of bootstrapped 95% con dence
intervals versus the number of samples taken for each algorithm environment pair.
Di erent colors indicate a di erent aggregate weighting method. The shaded regions
represent standard deviations of average con dence interval width. A total of 1;000
independent trials of the evaluation procedure were executed for each sample size.
The results in the left plot use the performance ratio normalization function, while
the right plot uses the performance percentile.

normalization adds more uncertainty than being only adversarial in environment
weighting. When using performance percentiles, having adversarial environment
weighting did not signi cantly increase the con dence interval width. However, having
both adversarial normalization and environment weightings have a combined e ect
that is greater than either part individually. This result indicates that using both
adversarial weightings makes estimating the uncertainty of the aggregate performance
a more di cult statistical task. Altogether these results indicate that regardless of
the normalization method, a more rigorous evaluation procedure will require many
more samples to make statistically signi cant comparisons.

To investigate the limits of how few samples are needed to have reliable comparisons,
we examine the rate at which the con dence intervals fail for each method. We plot the
con dence interval failure rate in Figure 4.2. We see that the con dence intervals for
adversarial-both are valid at any sample size for the performance ratio. We attribute
this to the large con dence intervals, so while they are valid, they cannot identify
statistically signi cant di erences, i.e., the con dence intervals overlap. The other

methods fail to have reliable con dence intervals at sample sizes below 100. With
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Figure 4.2. This plot shows the coverage probability of the bootstrapped 95%
con dence intervals at each sample size. The shaded region represents 95% con dence
intervals of the coverage probability using the Clopper{Pearson method (Clopper &
Pearson, 1934). The dotted line indicates the target failure rate of 0:05.

the performance percentile, uniform-both and adversarial-both have high failure rates
at low sample sizes. Uniform-both can recover the desired failure rate at over 100
samples, but adversarial-both’s failure rate remains above the target level until 1000
samples. Note that in the literature it is common for highly cited works to only have
few samples per algorithm-environment pair, e.g., 1, 3, or 5 trials (Lillicrap et al., 2016;
Bellemare et al., 2017; Hessel et al., 2018; Schulman et al., 2017; 2015; Haarnoja et al.,
2018). With the high failure rate of the con dence intervals and the lack of a clear
trend, it is unwise to blindly trust bootstrap to provide reliable con dence intervals
for a small number of samples. This result further indicates that rigorous evaluation

with only a few trials per algorithm-environment pair may be a rare possibility.

4.3.2 Impact of Number of Algorithms and Environments

The above results may only be relevant for the speci ¢ algorithms and environments
included in the evaluation. For example, it is easier to identify when two populations
have di erent means if they are far apart than when they are close. We should
expect similar properties in performance evaluation, e.g., if one algorithm dominates
others across all environments, it should be easy to identify. Additionally, we want

to understand if there is a positive correlation between the number of algorithms
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Figure 4.3. This plot shows the average number of algorithms that have overlapping
con dence intervals with the best algorithm. The error bars represent the standard
deviations. The blue lines correspond to using adversarial weightings and the red lines
for uniform weightings. Each line style corresponds to a di erent group of algorithms
denoted by the number of algorithms. 3 (Sep) and 3 (Sim) correspond to the algorithm
sets that are well separated and similar, respectively.

or environments and the amount of uncertainty in aggregate performance. So in
this section, we conduct experiments with di erent combinations of algorithms and
environments.

We consider four sets of algorithms and environments to test di erent algorithm and
environment combinations. The four sets of algorithms contain 8, 3, 3, and 2 algorithms,
respectively. One of the sets of three algorithms contains the algorithms: Sarsa-Parl2,
AC-Scaled, and NAC-TD, which are well separated in aggregate performance. The
other set of algorithms contains Sarsa-Parl2, Q-Parl2, and AC-Parl2, the top three
algorithms. The four environment sets contain 14, eight, ve, and two environments,
respectively. The details of each set are in Appendix B.1.

While the average con dence interval width allowed us to compare uncertainty
in the previous section, it can have large uctuations as the set of algorithms or
environments are changed. Instead, we use the number of algorithms with overlapping
con dence intervals with the rst-ranked algorithm as our measure of uncertainty. This
measure also re ects the goal of many performance evaluations where experimenters

seek to identify which algorithm is the best.
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Figure 4.4. This plot shows the average number of algorithms that have overlapping
con dence intervals with the best algorithm. The error bars represent the standard
deviations. The blue lines correspond to using adversarial weightings and the red lines
for uniform weightings. Each line style corresponds to a di erent group of algorithms
denoted by the number of algorithms.

We test the evaluation procedure with each algorithm and environment set and
display the results in Figures 4.3 and 4.4. The exact results for any evaluation
will depend on the speci ¢ combination of environments and algorithms, but there
are several revealing results. The rst result is obvious: if algorithms have similar
performance across environments, it will require more trials to identify the di erences.
The results also suggest that reducing the number of algorithms can make it easier
to identify the top algorithm. However, if the algorithms are close in performance,
this will not signi cantly reduce uncertainty. In an opposite trend, the results suggest
that using more environments reduces uncertainty in the aggregate performance.
Furthermore, because no one algorithm dominates across all environments, these
results show it can take hundreds or thousands of trials to identify the top-performing
algorithm. Overall, these results show that it can be hard to predict how many trials
will be necessary to identify the top-performing algorithm.

We draw a few conclusions by examining the results of this and the preceding
section. First, the high failure rate of bootstrap con dence intervals means we
cannot recommend relying on them for general benchmarks with less than 100 trials

per algorithm per environment. Second, having a rigorous benchmark that uses
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adversarial weightings could take 1,000 trials or more to identify the top algorithm
unless it dominates the other algorithms across all environments. Lastly, the results
make it clear that benchmarking of RL algorithms is an expensive experimentation
practice.

Furthermore, with benchmarking requiring so many trials, it can be prohibitively
expensive to have reliable results. Consider evaluating ve algorithms on ten envi-
ronments, where completing a trial on each environment could take 1 minute, 30
minutes, or 4 hours. Completing even just 50 trials for each algorithm-environment
pair on a desktop computer with 12 cores could take 3:5 hours, 4:34 days, or 34:7
days, respectively. These long times mean that unless researchers have access to
clusters with thousands of cores, rigorous benchmarking is only feasible on very quick
to solve problems. The standard benchmarking suites of the Arcade Learning Envi-
ronment (Bellemare et al., 2013) or MoJoCo (Todorov et al., 2012) all take as least
a few minutes and can often take several hours to complete a single training run.
Due to long compute times, researchers typically only run at most ve trials per
algorithm-environment pair (Henderson et al., 2018a; Agarwal et al., 2021).

In pursuit of justifying only a handful of trials per environment, Agarwal et al.
(2021) design an evaluation procedure that sacri ces rigor in the hopes of having
repeatable results, i.e., they do not control for hyperparameter selection, normalization
bias, environment weighting, and use the interquartile mean which throws away the
worst 25% of runs. Furthermore, their results show that at least 20 trials are needed to
have reliable con dence intervals. Our results show that the reliability of the con dence
intervals depends on the speci ¢ algorithms and environments being evaluated, and
20 trials is likely an optimistic estimate and insu cient to detect the best algorithms
reliably. With these insights, researchers should ask themselves, is there any value in

continuing to conduct experiments that are not rigorous and statistically reliable?
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4.4 Scienti c Testing

Papers with impactful contributions go beyond presenting a new algorithm; they
present new ideas that inform future algorithm design. In addition to benchmarking
being expensive, it only shows what algorithms worked well and leaves the reader to
speculate why the algorithms performed well. So, we need a new experimentation
paradigm to serve as the primary investigative tool. Scienti c testing sheds light on
how an algorithm works and is thus valuable for informing future algorithm design.
In this section, we investigate scienti c testing to see if it can replace benchmarking
as the primary method of experimentation.

Scienti c testing represents a broad class of experiment types, and we di erentiate
it from benchmarking through their respective objectives. Benchmarking seeks to
learn an ordering of algorithms or identify which algorithm performs best. In contrast,
scienti c testing seeks to acquire or test knowledge about how a particular algorithm
works. Experiments that fall under the scienti c testing branch may still concern
performance, e.g., testing the sensitivity of an algorithm to a speci ¢ hyperparameter,
but can also be orthogonal to performance, e.g., what kind of features do neural
networks learn when approximating a value function. With the goal of scienti ¢
testing being to increase the understanding of an algorithm, it should enable others to
identify and solve open problems.

Below we provide examples of scienti c testing to illustrate its bene ts and show
how it can overcome the burdens of benchmarking. For these experiments, we consider
the domain of exploration algorithms, which are commonly judged on their ability
to solve \hard" exploration problems. These experiments show the inner workings
of two classes of exploration algorithms: intrinsic motivation, which add auxiliary
rewards that represent the novelty or surprise of an agent taking a particular action,
and restart-based algorithms, which specify a particular state for an agent to start in.

We describe the versions of the algorithms we use in the following section.
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4.4.1 Exploration Algorithms

Exploration enables an agent to try new actions to identify whether they work
better or worse than the other actions. A standard exploration method is to select
actions randomly with some small probability. However, this randomness does not
lead to the e cient discovery of good policies. A more e ective family of methods is
intrinsic motivation (Schmidhuber, 2010; Chentanez et al., 2004; Oudeyer et al., 2007).
With intrinsic motivation, the agent receives additional rewards for taking actions
that lead to surprising events or states with low visitation frequency. Over time, these
intrinsic rewards adjust based on the agent’s previous actions to re ect each state’s
current novelty. This way, the agent has to keep learning to nd new unexplored areas.
We use a count-based intrinsic motivation (Strehl & Littman, 2008), i.e., the agent

receives the reward

k=TI + P———,
(s;a)

where r is the external reward (comes from the environment), > 0 controls the

amount of intrinsic reward, and (s;a) is the total number of times the agent has
taken action a in state s.

Alternatively, instead of a reward bonus, restart-based exploration strategies force
the agent to learn from unexplored states by controlling the agent’s start state. With
restart-based exploration strategies, the agent starts in a state sampled from a restart
distribution, speci ed by the function :S ¥ [0;1], i.e., (S) = Pr(So =s). The
restart distribution could be a xed distribution with high coverage of the state space,
e.g., a uniform distribution, or it could be adaptive using heuristics based on the
agent’s past experiences to determine the value of learning from a particular state
(Eco et et al., 2021). For our experiments, we use a simpli ed version of the adaptive
restart distribution presented by Eco et et al. (2021) that restarts the agent in states

that are less frequently visited, e.g., the restart distribution function is:
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(s) = P— i

o ()
where (s) is the total number of times the agent has visited state s, and (s) ! =0 if
(s) = 0. This function will sample states inversely proportional to how often they are
visited and ignore states that have not been visited. Ignoring states the agent has not
encountered forces the agent to learn to nd new states from the original start state.
When investigating the exploration methods, we use Sarsa( ) as our base algorithm,
with the exploration components added on top of the algorithm. We also consider the

combination of both exploration methods.

4.4.2 Scienti c Testing Experiments
In this section, we show results from three experiments with the exploration
algorithms to highlight their behavior and the usefulness of scienti c¢ testing. The
rst experiment studies the role of in in uencing how much the agent explores
the environment. The second experiment investigates the ability of restart-based
exploration to explore hard-to-reach states. The third examines how e ective each
exploration method is at learning high-performing policies across the state space.
As our goal is to study the fundamental properties of these algorithms, we limit
our experiments to using discrete MDPs. We use a variant of the four rooms MDP
(Sutton et al., 1999) where there are two goal states: one ten steps away yielding
a reward of 5 and one at 17 steps away Yyielding a reward of 10. The environment
dynamics are stochastic, and with probability 1=3, the state transitions as if the agent
had randomly selected one of three other actions with equal probability. Other details

of the experiments can be found in Appendix B.2.

4.4.3 Intrinsic Motivation Experiments
In the rst set of experiments, we test the hypothesis that increasing increases the

amount of entropy in the visited state-action distribution. To test this hypothesis, we
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Figure 4.5. (Left, Middle) These plots show the return and entropy of the visited
state action distribution averaged over 100 trials. Each color represents the value of ,
and the shaded regions represent the standard deviation. (Right) This plot shows the
correlation coe cient between and the entropy of the visited state-action distribution.
The colors and lines styles correspond to the algorithms Intrinsic Motivation (IM) and
restart distribution with intrinsic motivation ( + IM). The shaded regions correspond
to pointwise 95% con dence intervals computed using the Fisher transformation of
the correlation coe cient (Fisher, 1921).

run both the intrinsic motivation and combination of restart-based and intrinsic motiva-
tion exploration methods on the four rooms domain with 2 f0;0:3; 0:5; 1:0; 1:5; 5:0g.
We measure the entropy of sampled state-action pairs using an exponential moving
average of the per-episode state-action counts with a weighting of 1=1;000. Figure 4.5
shows the returns and entropies for each , and the correlation of  to entropy over
time.

The results show that for both exploration methods, positively in uences the
state-action entropy, which is initially large and weakens over time. This result makes
intuitive sense because the magnitude of intrinsic rewards decays over time, and the
agent’s behavior should converge toward an optimal policy, which is deterministic for
this environment. Additionally, when is su ciently high ( = 5:0), it ignores all
extrinsic rewards until the intrinsic reward has been su ciently decayed. Similarly,
when is too low, it stays \trapped" in a local maximum of behavior for a long time.
This observation makes it evident that for the intrinsic motivation strategy to be

e ective, the value needs to consider the various returns the agent will encounter
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during learning. With this experiment, there is now a clear avenue for further research,
e.g., discovering how to select so that su cient exploration happens regardless of
the value of returns at both optimal and suboptimal policies. However, had we just
benchmarked the algorithms, we would only learn whether intrinsic motivation worked,

and this would only pertain to one method of choosing

4.4.4 Distance From Start State Experiments

One of the motivations for restart-based exploration methods is that they make it
easier for the agent to explore states far away from the start state (Eco et et al., 2021).
This type of motivation is a prime candidate for scienti c testing! So, in our second
experiment, we test the hypothesis that restart-based exploration will spend more
time in states further away from the start state than intrinsic motivation algorithms.
To test this hypothesis, we group the states in the far room into a set and compute
the time the agent has spent in those states using an exponential moving average of
state visits. To control how easy it is for the agent to enter those states by chance,
we modify the random transition probability of the environment. Additionally, we
examine results using =1:5and =5:0.

Figures 4.6 and 4.7 show the returns and time the agent spent in the far room for
each value of . The results of this experiment show that the restart-based exploration
strategy spends more time in the fourth room regardless of or random transition
probability. This result indicates that adapting the start state distribution is likely an
e ective component in exploring environments where high rewarding states are far
from the start state. Again, had we only considered the performance of each algorithm,
we may have concluded that one method was better than another depending only on

how was chosen and would not have learned why.
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Figure 4.6. (Left) This plot shows the return for each algorithm for di erent random
transition probabilities. (Right) This plot shows the proportion of time the agent
was in the \Far" group of states. Each line style corresponds to a di erent random
transition probability. Each color corresponds to the algorithm Intrinsic Motivation
(IM) or restart distribution with intrinsic motivation ( +1M). Each line is the average
of 100 trials, and the shaded areas represent standard deviations. For these plots,
both algorithms use = 1:5.
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Figure 4.7. These plots are the same as those in Figure 4.6, but the algorithms use
= 5:0.
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4.4.5 Experiments Investigating Policy Optimization Over All States
Typically, when optimizing the return from the start state distribution, there are
few opportunities to improve the policy in states that do not have a high visitation
frequency. Since exploration enables the agent to visit more states, it is helpful to
understand how each exploration technique can lead to policy improvement across
the whole state space. Since restart distribution methods start the agent in more
states, we test the hypothesis: do exploration methods quickly improve the policy in
all states, or just the states frequently visited under the current policy? To test this
hypothesis, we measure the distance kv v’k, of the value function v to the -greedy
optimal value function, v’: S ¥ R, where 8s, v?(s) = max » E[Ptl:0 'RjSo = 9]

gutton & Barto, 2018), is the set of all -greedy policies, and kv; vk, =

ps (v1(s) vz(s))z. In addition to the exploration methods, we evaluate Sarsa( )
and Sarsa( ) with the start state sampled uniformly over the state space.

Figure 4.8 shows the start state return and distance to the optimal value function.
The results show that the exploration methods, particularly restart distribution
methods, optimize the policy over more of the state space. Additionally, we see
that the restart distribution methods on this environment are essentially the same
as uniformly sampling the start state. These results suggest that controlling the
start state distribution is likely essential to learning a good policy across the whole
state space. Surprisingly, none of these methods converge close to the optimal value
function. As alluded to earlier, scienti ¢ testing often reveals interesting questions for
further research. Here we hypothesize that the performance gap may be partly due
to not having a decaying step size, and could use another experiment could test this
hypothesis, but we leave that for future work.

These experiments showed four things. The rstisthat does increase the entropy
of the state-action distribution, but the e ect is sensitive to the return values in

the environment. The second is that restart distribution methods can spend more
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Figure 4.8. (Left) This plot shows the return for each algorithm over the number of
episodes. (Right) this plot shows the distance of the learned policy’s value function to
the -greedy optimal policy. Each line represents the average value computed from
100 trials, and the shaded regions correspond to the standard deviation. Each color
corresponds to a di erent algorithm.

time away from the start state than intrinsic motivation methods. Thirdly, a restart
distribution with high coverage tends to improve the policy across the whole state space.
Lastly, these scienti c experiments provide more information than benchmarking,

using fewer computational resources.

4.5 Discussion

The results in the previous section are limited to the tabular case, and it would
be valuable to have experiments that show to what extent particular function ap-
proximation methods can maintain similar exploration dynamics. However, function
approximation makes it more challenging to measure speci c¢ desired properties. So
it could be tempting to ask a performance evaluation question, does the exploration
method X improve performance more across the state space than method Y. We
urge caution with this route as looking only at algorithm performance will con ate
issues with function approximation and the algorithmic ideas. Therefore it is essen-
tial to answer questions that disentangle the two components and understand their

interaction. For example, does the function approximator accurately measure the
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state density, or does the function approximator ignore certain states? Ultimately,
the experiments should elucidate the algorithm’s properties so others can make an
informed guess about its behavior in their problems and use insights to develop even
better algorithms.

As we showed, rigorous benchmarking can be costly, which begs the question,
does it still have value? We say yes, but its role cannot be as primary evidence for
proving algorithmic ideas were correct. Instead, after building up knowledge of how an
algorithm works through scienti c testing, benchmarks can serve as sanity or scaling
checks to show that the same ideas worked outside the carefully controlled experiments.
These check experiments do not have to be as rigorous because their claim is much
weaker. However, it is still important to show both when an algorithm performs
well and when it fails. This way, others understand the scope of the algorithm’s
applicability.

Finally, as a community of researchers, we are responsible for holding ourselves
and each other accountable for having high standards of scienti ¢ practice. Scienti ¢
testing is one way to improve our standards and should make the researcher’s life easier,
in that they no longer will have to wait and hope their algorithm outperforms others.
However, a change in the community will only happen if publication standards are
changed to re ect our values. Based on the results in this chapter and the many other
works analyzing experimental practices, reviewers should be con dent in rejecting
papers that do not conduct rigorous experiments, e.g., only having benchmarking
results, using a few trials, or not providing information other researchers can use to
develop better algorithms. In the end, conducting better experiments mean we will

all learn more and be able to push the boundaries of knowledge quicker.
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4.6 Conclusion

In this chapter, we have two main results. The rst is that benchmarking can
require hundreds to thousands of trials for each algorithm-environment pair to identify
the top-performing algorithm, making it a burdensome task that does not have
shortcuts. The second is that scienti c¢ testing can be the primary experimental
paradigm to gain insight into an algorithm’s behavior while requiring fewer trials.
We hope this chapter stimulates others to think about how they can create more

informative experiments.
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CHAPTER 5

CASE STUDY: UNDERSTANDING THE SENSITIVITY
OF POLICY GRADIENT METHODS TO STEP SIZE

This chapter aims to provide a detailed example of using scienti ¢ testing to
produce more knowledge than would be found with performance evaluation. To this
end, the chapter uses a case study analyzing policy gradient methods and the sensitivity
of their performance to the step size hyperparameter. Policy gradient methods are a
popular technique for performing policy optimization, where the policy parameters
are updated using estimates of the gradient r ( ). A typical research project would
aim to produce a new algorithm that reduces the sensitivity of performance to the
step size parameter. This novel algorithm would then be evaluated across many
environments to determine its worth to the community. Instead, our study will show
how to use scienti c testing to elicit more knowledge than the traditional route of
performance evaluation. Speci cally, we will design and conduct experiments to
increase the understanding of the step size parameter so that researchers can develop
reliable algorithms with complete de nitions. The main advantage of this research
style is that it is valuable if it produces new knowledge and not whether a new method
performs well. When relevant, we will provide commentary highlighting the properties

of rigorous experimentation.

5.1 Introduction
Ideally, like any optimization software, reinforcement learning (RL) algorithms

should reliably solve many problems without requiring users to understand how the
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algorithms work. However, RL algorithms are not easy to apply because they require
carefully selecting hyperparameters (e.g., step size and policy structure), which often
requires expert knowledge of the algorithm and application. Furthermore, domain
experts, not just RL experts, will apply the algorithms as RL’s use becomes prevalent.
Thus, it is crucial to design algorithms that non-experts can easily and reliably use.

A prevalent family of algorithms in RL research are policy gradient methods, which
aim to approximate optimal policies using stochastic gradient ascent. The e ectiveness
of these algorithms depends on many factors, but a particularly critical one is the
choice of step size. There are numerous policy gradient algorithms, many of which
include an adaptive step size component to address this sensitivity. For example,
natural policy gradient algorithms (Kakade, 2002; Morimura et al., 2005; Peters &
Schaal, 2008) adapt the step size to account for the parameterization of the policy
and enable the policy to change quickly when it is nearly deterministic where it would
typically change slowly. Many algorithms (Schulman et al., 2017; Mnih et al., 2016;
Henderson et al., 2018b) use optimizers from stochastic optimization that adapt the
step sizes based on statistics of the gradient estimate, e.g., the norm or variance
(Hinton et al., 2012; Kingma & Ba, 2015; Mei et al., 2021b). Some methods compute
a upper bound on the step size such that policy improvement is guaranteed with high
probability (Pirotta et al., 2013; Papini et al., 2019) or use line search to estimate the
optimal step size for each update (Schulman et al., 2015). Recent work has focused
on optimizing the step size during learning (Paul et al., 2019; Zahavy et al., 2020;
Jaderberg et al., 2017), but these methods introduce additional hyperparameters.
Despite all these e orts, no method exists that quickly nds a good policy and does
not require tuning. So instead of trying to create yet another policy gradient optimizer,
the goal of this study is to further the understanding of step sizes and how they impact

the performance of policy gradient methods.
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An e ective adaptive step size method will make it so the algorithm can quickly
and reliably converge to a high-performing policy with either a wide range of step sizes
or a consistent range of optimal step sizes across many problems. In this chapter, we
seek insights into what makes adaptive step methods e ective for policy optimization
and what key obstacles still need to be addressed. More speci cally, we want to answer
three questions. To understand why speci ¢ adaptive step size methods are e ective,
we rst need to know how they impact the optimization process. So we want to know
1) how much each term in the gradient in uences the amount the policy changes in
each update. For the second question, we want to know 2) if any of the adaptive step
methods provide a consistent optimal step size across di erent problems. Lastly, we
want to know 3) how the behavior of the algorithm changes when the step size is
around the optimal value.

In answering these questions, we have three general ndings. In answering our rst
question, our results indicate that for linearly parameterized policies, the gradient
norm is a strong predictor of the amount the change in the policy update, but that
the standard deviation of advantage is almost as good of a predictor. Regarding the
second question, our results show that adapting the step size based on the advantage’s
magnitude is key to having lower variation in optimal step size across problems. Thus
methods such as scaling the step size by the norm or variance of the gradient estimate
are e ective at providing a consistent optimal step size. As a result of answering the
third question, we show that while these methods reduce variation in the optimal step
size, they are insu cient for reliable convergence to a near-optimal policy. This failure
is because when the step size is above the optimal value, the entropy of the policy can
collapse too quickly, leading to a lack of exploration and leaving the policy trapped in
sub-optimal behavior for a long time. So, reliable policy gradient optimizers will have

to account for entropy collapse.
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The rest of this chapter provides background on policy gradient methods, details
our experiments, discusses the implication of the results, and makes connections to

methods that may be useful for developing a reliable adaptive step size algorithm.

5.2 Background
In this section, we provide background on policy gradient methods. We call the
mechanism an agent uses to select an action a policy, and represent it with the function
S A Y [0;1], such that (s;a) = Pr(A; = ajS¢ = s). In this chapter we focus on
parameterized policies, :S A R" ¥ [0;1], where the policy takes as additional
input parameters 2 R" to specify the conditional distribution over actions. An
agent’s objective is to nd policy parameters that approximately maximize the
objective () := E[G], where G = P{‘:OI 'R. In this chapter, we use = 1:0.
An agent’s objective is to nd weights ? that approximately maximize , i.e.,
? 2 argmax (). A common method to search for ? is to use gradient ascent
to update the parameters iteratively, i.e., + r (), where > 0is a step
size. The policy gradient theorem (Sutton et al., 2000) provides an expression for
the gradient, but the algorithms we study will derive approximations from the form:
r () =E[G ], where = P{;Ol% (Tang & Abbeel, 2010). One of the
simplest gradient ascent algorithms for policy gradient methods is the REINFORCE
algorithm (Williams, 1992), which uses an unbiased estimate of the gradient
1 X
K Gi b) &

i=1

P =

where k is the number of episodes to sample, G; and ; are the samples from the it"
episode, and b 2 R is a baseline and is often an estimate of ( ).
In this chapter, we investigate the following policy update methods. The Vanilla

update:
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What we call the Norm update:

+ b
| +
where | is an estimate of the kPk and is a regulation parameter. The RMSprop
update:
+ va P

where v 2 R" is a vector containing estimates of the variance of each term in P. The
Natural update:

+ prp;
where B is an estimate of the Fisher information matrix F()=E[ =] (Bagnell

& Schneider, 2003).1 Note that we use the pseudo inverse B+ and add 10 3 to each

term on the diagonal to prevent unsuccessful inversions. The Natural + KL update:

+ b
+ pmlb P
The Natural + KL update makes % 2 represent units of Kullback{Leibler divergence
(DkL), because according to a second order Taylor expansion (Thomas et al., 2016,
Appendix A), Dk ( Yj )? “F() ' , where °is the policy using the weights
"= + and is vector representing the change to the weights. See Appendix C.1
for a proof of the connection.
For each method we use a running average of the statistics used in the step size,

eg,l 1+ (kPk 1), where 2 (0;1). For all experiments, we use = 0:05 because

P
1The Fisher information matrix is usually de ned as E[ tl t ¢, but this is equivalent to

our de nition because E[ + ] = 0 for t & t". This is due to the fact that E[ ¢ =0 and ¢ is
conditionally independent of  given Si.
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it performed well enough but in no way represents an optimal choice or necessarily
a reliable one for any given problem. Additionally, it is important to note that the
regularization can greatly impact the policy optimization process. Using a small
e.g., =10 8 can allow the step size to grow large, while a smaller ,e.g., =101
can prevent the step size from growing too large, but then the adaptive step size has

little impact once is larger than the other terms.

5.3 Policy Gradient Warm Up

The performance of policy gradient methods is sensitive to the step size because
the step size directly controls the exploration-exploitation trade-o . To see why, rst
consider that the step size, , controls how much change is allowed to the policy’s
distribution over actions, where increasing (decreasing) leads to larger (smaller)
changes in action distribution. Additionally, it is common but not always true that as

¥ 1, the policy becomes greedy with respect to a given action sequence (Kakade,
2002; Wagner, 2011). If a policy becomes too deterministic, then little exploration
happens, and the policy will become trapped for long periods and not improve
(Schaul et al., 2019). Setting to be small will prevent the policy from becoming too
deterministic too quickly but will result in less exploitation, and improvement will
be slow. So, one should select the step size to balance exploration and exploitation
throughout learning.

Balancing exploration and exploitation with is challenging because the amount
a policy will change depends on the magnitude of the gradient estimate kPk. One
can interpret the policy update as a step in the direction of the unit length vector
P=kPk, with an e ective step size kPk. The magnitude kPk can vary signi cantly
from problem to problem and during learning. The sensitivity of the e ective step
size to quantities such as reward magnitude and episode length can be seen directly

by examining the components of kPkK, ie., fork =1,
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S >
kPk=Kk(G b)) k=jG bjk k= 'Ry b t

t=0 t=0
The component jGj will change based on the reward scale and episode length, while
the component k k will change based on episode length and characteristics of the
policy parameterization (e.g., state features, basis function, network structure). Both
quantities will change as the agent learns, and it can be challenging to specify a constant
step size that is e ective at the early and later stages of learning. Additionally, notice
that rescaling the rewards by a positive constant is equivalent to rescaling the step
size by  because

PO — %XGE) = %XX "

i=1 i=1 t=0 i=1
So if the ‘units’ of the reward function are changed, either the step size needs to be
rescaled by the same factor, or an adaptive step size method needs to include terms
that contain either the reward or return. Below we investigate the impact of each

term in the gradient on how much the policy changes.

5.4 Experiment Domains

To investigate policy gradient methods, we create two environments: Clock Bandit
and Figure-8 that will allow us to derive insights by varying the properties of each
environment.

For the rst environment, we want to study the e ects that changing the magnitude
of return or rewards has on policy optimization. So we design a simple MDP, which
we refer to as the Clock Bandit. The Clock Bandit is a discrete MDP with a xed
horizon, where the state corresponds to the time step, and there are N discrete actions.
A function that repeats every N steps determines the best action at each time step.

For the convenience of representation, we represent the time step with continuous
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values in the range t 2 [0;T], and it evolves ast t+ 1=N, where T is the time
limit. At time t each arm has a value v,(t) =sin(2 t  ,), wherefora2 1;2;:::;N,

a=1(@ 1)2 =N + =2, The reward function is the indicator function returning
1 if a 2 argmaxy va(t) and 0 otherwise. For our experiments, we will use N = 8
and T = 3. Additionally, we will represent the policy with a linear softmax that
uses a basis function :S ¥ R". We will use an N order Fourier basis without
normalized inputs, e.g., for i N, the it" and (i + N)™" features are ;(s) = cos(2 it)
and jin(S) =sin(2 it). The policy starts with a uniform random distribution over
actions by initializing the parameters to zero.

This policy optimization problem has several bene cial properties that make it
helpful in studying the impact of return magnitude on policy optimization. First,
the Fourier basis allows the policy to represent near-optimal policies and not have a
tabular representation. Second, the actions have no impact on the transition dynamics,
so there is no worry about a state not being reached because of the current policy.
Third, there is no variability in episode length. Lastly, it is easy to modify the reward
function so that G has di erent growth rates as the policy improves. For example,
consider a modi ed version of the problem where the reward function depends on the
number of times k; that the agent has selected the best arm up to time t. We can
modify the reward function so instead of the reward function be a constant Ry = 1,
the reward can increase or decrease with kg, e.g., if the correct action is chosen then
Rt = k¢ + 1 or Ry = 1=k;. These reward functions have the same optimal policy, but
the returns grow di erently as the policy improves. We will use these reward functions
in the experiments below to gauge the sensitivity of performance to the step size under
di erent reward functions.

Similarly, to understand the e ects of return magnitude, we require an environment
where episode length is the main component that changes. So for this experiment,

we create another MDP we refer to as the Figure-8. The Figure-8 environment is
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a deterministic MDP with continuous states and discrete actions. The agent’s goal
is to track a gure eight pattern in a 2D world, where the agents target position is
given by the equations X4 (t) = sin(t), yy(t) = sin(t) cos(t). The agent observes the
state features [Xy(t+dt) X Yyq(t+dt) vy, where x; and y; are X and y coordinates
of the agent at time t and dt = 0:1 is the discrete time interval between steps. The
agent always starts at the origin. There are nine discrete actions representing the
agent moving up, down, left, right, the four diagonal directions, and staying still. The
agent’s position is updated by X¢+1 = X¢ +dt x and y¢ =Yy +dt y, where x and

y are the step lengths in each direction determined by the action. The time variable
transitions ast  t+ dt. The episode terminates when the agent’s position falls
outside of of the target position, i.e, K[X¢;ye] [Xg(1);yg(t)lk, > ort 2 N +dt,
where = 0:3 and N is the number of loops through the gure eight the agent is
supposed to make.

This environment has two essential properties when studying the e ects of episode
length on policy optimization. First, the reward function always outputs one, so the
e ects due to return magnitude perfectly correlate with episode length. Second, we
can easily change the maximum episode length to test the sensitivity of performance

to changes in episode length.

5.5 Establishing Impact Experiments

This section aims to establish an understanding of what factors in uence the amount
the policy changes and identify which factors are most in uential. More speci cally,
we compare how much the sample gradient norm, kPk, the sample standard deviation

[ —

. 1 Tk 2 — 1 Pk
of return, (G) = = -,(Gi G)? where G:=; ;_;G;, the sample standard

1 Tk 2 —
=7  i=1(Gi b)? thesample normof ,k k=

deviation of advantage, (G b) =

1 P

n i=1

1
PL 11In %(StAr)

i , correlate with the KL divergence of D ( 'jj ) = E = T (ScA)
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where ' is the policy after performing the weight up. We also compare the in uence
of k on Dk, ( %jj ) for each adaptive step size method.

To sample these statistics, we look at three policies representing early, middle
and late stages of training for both the Clock Bandit and Figure-8 environments.
To compute the policy updates, we rst estimate the baseline b and other statistics
needed for the adaptive step size method using two methods: one which estimates the
samples using k and another which uses 1;000 samples. After estimating the necessary
statistics, we sample k more episodes to estimate the gradient and perform the policy
update. We show the results of the correlation experiments in Figure 5.1 and the
results of KL divergence for each step size in Figure 5.2.

The results of the correlation experiments show unsurprisingly that the gradient
norm is most correlated with KL divergence. Interestingly, the correlation with

(G b) is greater than (G), and these terms explain most of the correlation. This

nding shows that the scale of advantages considerably impacts the amount the policy
changes. Thus as the predictors of return, e.g., b or value functions (Greensmith et al.,
2004; Huang & Jiang, 2020), improve, the amount the policy changes will decrease.
So, the optimal choice of step size will depend on the accuracy of the baseline.

The number of episodes sampled k has in uence on both the correlations and
KL Divergence. There is some decrease in the correlations and KL divergence as k
increases, but the amount depends on the policy and environment. The fact that the
E[kPK] and E[ (G b)] will decrease as k increases can partially explain the amount
the KL divergence decreases. The decrease in KL with an increase in k is backward
from what we desire, i.e., with a better gradient estimate, the step size should increase.
Scaling the step size by the estimate of the gradient norm keeps a more constant level
of KL divergence than the Vanilla update. The natural gradient update has a similar
decreasing KL with k as the Vanilla update, likely because it does not account for the

magnitude of the advantages. Additionally, using k versus 1;000 samples to estimate
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Figure 5.1. This plot shows the correlations between the KL divergence of the policies
before and after the Vanilla policy update to various statistics. The x-axis represents
the number of episodes sampled in the update, and the y-axis represents the correlation
using the statistic shown in the title of each column. The top row shows results from
the Clock Bandit environment with the constant reward function environment, and
the bottom row shows the results from the Figure-8 environment with three loops.
The colors in the plot correspond to di erent policies chosen to represent the early,
middle, and end of training. The di erent line styles correspond to using di erent step
sizes. The shaded regions represent pointwise 95% con dence intervals computed using
the Fisher transformation of the correlation coe cient (Fisher, 1921). We computed
the correlations and con dence intervals using 100 trials.

76



Clock Bandit k Clock Bandit 1;000 Figure-8k Figure-8 1,000

D ( % )

10t 10% 10t 10% 10* 102 10* 102

=== Vanilla === Norm === Natural == Early ZIZZZ Middle S End

Figure 5.2. These plots show the KL Divergence for each policy update method for
various choices of k and when the statistics for the adaptive step sizes are computed
using k and 1;000 samples. The colored lines represent the average KL divergence
for each method. The shaded regions represent the standard deviation of the KL
divergence. The various line styles represent di erent policies from the early, middle,
and end of training. Each method uses the step size = 10 4. The results are
computed from 100 trials of the update.

the Fisher information matrix produces wildly di erent KL divergences. This insight
shows that having an inaccurate estimate of the sher information matrix could make
it di cult to nd a good step size that works at all stages of training.
Understanding how each of these terms correlates with the amount the policy
changes provides insight into how much the step size will need to change if one of
these statistics changes. For example, if we want an adaptive step size method that
is robust to changes in the return magnitude, then the update should have a low
correlation with the return. Removing the correlation to the gradient statistics will
make the policy change more consistent over learning and across problems. Sometimes
a consistent change in the policy is desirable as it could make it easier to choose a
good step size if the statistics have large variations during learning. However, it is

unclear if this is the most desirable behavior for an adaptive step method.
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Note on Experimental Practices

This study’s goal is to understand the sensitivity of performance to step size,
so these experiments may appear unnecessary. However, in order to be able
to interpret how each adaptive step size impacts sensitivity correctly, we need

rst to understand how these algorithms control the optimization process. So
despite these results being somewhat obvious, they are necessary to perform
more exciting experiments.

Running experiments to establish a basic understanding is analogous to
stating assumptions or lemmas in theoretical work to prove one theorem. Just
as it is essential in theoretical work to start with solid foundations, empirical
work also needs to begin with a concrete understanding of its assumptions. It
is perhaps even more critical because it could reveal confounding factors or

misunderstandings in the assumptions.

5.6 Modeling Performance Sensitivity

In this section, we focus on understanding how performance changes as a function
of the step size. Speci cally, we want to know how much the optimal step size varies
across environments and how k a ects the choice of optimal step size.

Before continuing, we need to de ne the performance metric of interest. Two
metrics categorize an optimization algorithm’s performance, the quality of the nal
solution, and the time it takes to terminate the algorithm. However, in RL research,
the algorithms are often run for a xed amount of time (episodes or time steps), and
only the expected return of the nal policy is considered, i.e., ( na). This chapter
examines the opposite: we run each algorithm until the policy performance is above
a chosen threshold, thresh. In this sense, we view performance as the time, in the

number of episodes, it takes for the algorithm to reach the threshold. To account for
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stochasticity in estimating the ( ) we estimate a lower bound () and terminate

when () thresh. We construct () using the previous n returns, i.e.,

()=Gi ni 3—9—(G-ﬁn:i);

where i is the current episode number and G; »j and (G; .. are the average and
standard deviation of the n + 1 most recent returns. This lower bound is similar
to a con dence interval using z-scores but is biased due to data reuse. We use the
constant 3 to scale the interval as it eliminated almost all false positives in initial
tests. Additionally, we set an upper limit of N = 500;000 and N = 100;000 episodes
on the Clock Bandit and Figure-8 environments respectively. This limit avoids the
algorithm running too long, but it is high enough that we can still see the e ects for a
wide range of step sizes.

To nd the optimal step size consider the function, : R ¥ R, which maps a
step size to the expected number of episodes it would take for a speci ¢ algorithm
to terminate. Let ° be the step size that minimizes , i.e., ? 2 argmin ().
To estimate  we collect 50;000 and 20;000 runs of each algorithm on the Clock
Bandit and Figure-8 environments respectively. In each trial k is sampled uniformly
from 12; 3; 5; 10; 20; 50; 100g. For each k we approximate using the LOESS (locally
estimated scatterplot smoothing) method (Cleveland, 1979) and Iter data by clipping
the range of step sizes to be just larger than the set of step sizes that achieve a
performance below N. Additionally, we t the model using a log scale of and
because it better captures how performance varies with changes in step size. We show
plots of the data and estimated for the Vanilla policy update on the Clock Bandit
environment in Figure 5.3. We plot these results for all algorithms and environments
in Appendix C.2.

In addition to the update methods described above, we consider a new simple

update method Gaussian that scales the step sizes based on an estimate of the standard
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Figure 5.3. (Left) This plot shows the number of iterations it took for the Vanilla
update to nd a policy above the performance threshold or hit an episode limit for
each step size on the Clock Bandit environment. The data in this plot comes from
approximately 7;000 trails of the algorithm using k = 10. (Middle) This plot is the
same as the left plot, but it adds a line showing the estimate of . (Right) This plot
shows the results of the Vanilla update method’s 50;000 trials using di erent k on
the Clock Bandit environment. Each colored line shows the approximation of for
each k, and the shaded regions represent 95% con dence intervals of approximation
computed using bootstrapping.

deviation of G b, e.g., the update is

TG p+

Several things are apparent when examining Figure 5.3. The rst is that perfor-
mance is asymmetrical around the optimum, which we will discuss in Section 5.8.
The second is that appears to be a smooth function. The third is that increasing k
reduces the number of iterations required to reach the performance threshold. This
result is intuitive because a higher quality gradient estimate should lead to faster
convergence. It also shows that the decrease in KL divergence between policy updates
with higher k is not signi cant enough to slow down progress. It is also important
to note that increasing k leads to fewer iterations, not fewer episodes. In general, an
optimal k produces a good enough gradient estimate to improve performance without

oversampling. Lastly, as k increases, so does the optimal step size.
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Note on Experimental Practices

Despite not being a primary question of interest, we have focused a lot on the
in uence of k on di erent aspects of the policy optimization process. Had we
only chosen a single value of k, we could have saved a signi cant amount of
computation and simpli ed the results. However, only testing one value of k
implicitly assumes that all other values of k will have the same results. Without
prior work telling us what to expect with changes in k, we cannot make any
claim about how the results will carry over to other values of k. So, by testing
multiple values of k, we can identify the e ects of k and provide this information
to the reader so others may not need to perform as extensive experiments.

A vital choice to perform these expansive experiments is the computation
time required. Even with these small environments and policies, running all
these trials takes substantial time. Had we not had access to a cluster of
computers, our choices would be di erent. For example, we may have forgone
covering and k as densely or investigating quadratic methods (e.g., Natural

and Natural + KL).

5.7 Variation in Optimal Step Size

While it would be desirable to have an algorithm that could start with any step size
and not su er signi cant performance loss, this is not easy to achieve. Alternatively, if
the optimal step size for each problem were in a small range, it would be easy for a user
to pick a step size that is likely to perform well enough. In this section, we compare
the variation in optimal step size across variations in the reward function for the Clock
Bandit environment and the number of loops through the Figure-8 environment. This
will allow us to test to see if any of the adaptive step size algorithms are robust to

changes in return magnitude and episode length. Based on the results in Section 5.5,
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Figure 5.4. These plots show the variation in ? for each algorithm of the di erent
variations of the Clock Bandit (left) and Figure-8 (right) environments. For the
Clock Bandit environments, the reward function is changed as described in Section
5.4. For the Figure-8 environment, we change the maximum number of loops to
be in f1;3;5;20g. Each colored line corresponds to the range of log,, * for each
environment, and the shaded regions represent 95% con dence intervals computed
using bootstrapping. Note the log scale of the y-axis and that the step size range is on
a log scale. Thus a variation of 10 ! is equivalent to having a range of [0:1; 0:01259]
or [0:01; 0:01259].

we hypothesize that adapting the step size by the standard deviation of advantage
is required to provide signi cant reductions in the variation of the optimal step size.
Additionally, we expect that adapting the step size to the gradient’s norm will provide
a more consistent optimal step size.

Looking at the results in Figure 5.4, it is clear that methods that adapt to the
magnitude of return or advantage have a signi cantly lower variation of ? across
changes in the environment setup. The simple adaptive step size method Gaussian,
which scales the step sizes based on an estimate of (G ) is competitive with the
Norm, RMSprop, and Natural + KL methods, which have the lowest variation in ?
We can conclude that scaling by advantage magnitude is essential for consistent step
size across environments.

Although we expect (G b) to signi cantly impact the location for the optimal

step size, scaling by 1= (G Db) it is not su cient to have a consistent step size across
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environments. One reason is that the policy parameterization can change, directly
impacting how much the policy changes in each step. For example, if we increased the
number of features in the policy, the norm would increase and lead to a larger change
in the policy for each update. Methods like the Norm and Natural + KL should be
able to account for this change with linear function approximation. It is unclear if the
RMSprop method can account for increasing and decreasing features. Further study
is also needed to assess the impact of nonlinear function approximators.

Although having slight variations of the optimal step size is desirable, having any
variation means that the step size will be too large for some problems, which can
prevent the algorithm from converging to a good policy in a reasonable amount of

time. We explore this property more in the next section.

5.8 Sensitivity around the Optimum

The performance around the optimal step size is asymmetric, with the performance
below the optimal step size being low variance and a slow rise, while the performance
above optimal has high variance and a quicker rise. As the step size goes above the
optimal value, the variance in performance and the probability that the algorithm
fails to nd a policy that performs above the threshold quickly increase. We show this
trend for several algorithms more clearly in Figure 5.5.

Two things are apparent in Figure 5.5. The rst is that the optimal step size is
always less than the step size that achieves the fastest convergence. The second is
that the optimal step size is slightly below or just into the region where the algorithm
does not consistently nd a policy above the performance threshold. This nding
implies that even if the variation of the optimal step size is moderately small, choosing
a step size based on the center of optimal step sizes means that for some problems,

the algorithm will not be likely to nd a good policy. Thus, to develop more reliable
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Vanilla Norm Natural + KL
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logyo( ) logyo( ) logy,( )

Figure 5.5. These plots show the number of iterations for various optimization
methods to nd a policy above the threshold for each step size and k = 10. The top
row shows the results from the Clock Bandit environment, and the bottom row shows
the results from the Figure-8 environment with 3 loops. The black star corresponds to

?, and the red star corresponds to the step size with the lowest number of iterations
from any trial. Notice that many trials between these two step sizes fail to nd a
policy above the threshold.
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adaptive step size methods, we need to understand why the algorithm starts to fail

quickly when the step size goes above the optimal value.

Note on Experimental Practices

The set of experiments in this section will follow a typical scienti ¢ proce-
dure: observation, hypothesis, experimental plan, experiment execution, results,
further experiments to correct misunderstandings, and a more accurate nal
interpretation. The observation is made above in Figure 5.5 and we will make

the hypothesis and experiment plan in the next paragraphs.

. J

There are several possible reasons for the algorithms failing to nd a good policy
above the optimal step size, such as overstepping, where the policy changes too much,
and performance decreases or diverges, as is common in supervised learning. While
this can happen, especially if the gradient estimate is poor, we hypothesize a di erent
reason: with large step sizes, the policy becomes nearly deterministic too quickly, and
there is insu cient exploration to improve the policy. To test this hypothesis, we need
to show three things: 1) that the step size has a direct impact on the rate at which
the entropy decreases, 2) that trials that successfully nd a good policy have higher
entropy in the policy than the trials that fail to nd a good policy, and 3) that the
performance is not decreasing as step sizes go above but near the optimal step size.

To test this hypothesis, we run the Vanilla and Norm update methods on the
Clock Bandit and Figure-8 environments while recording the policy’s returns and
entropy at each iteration. We use H( ) == E P{;ol In (St;At)I as the measure of
policy entropy. Each environment provides a di erent view of how entropy collapses.
The Clock Bandit environment provides a better representation of what to expect
with idealized dynamics because the function approximation is closer to a tabular

representation, whereas the Figure-8 environment will show the e ects of function
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Clock Bandit: Vanilla Clock Bandit: Norm Figure-8: Vanilla Figure-8: Norm
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Figure 5.6. These plots show the entropy over each iteration for the Vanilla and
Norm update methods using various step sizes and k = 10. The left two plots show
the results for the Clock Bandit environment, and the two right plots show the results
for the Figure-8 environment with 3 loops. Each color represents a di erent step size.
Each line is one of the 100 trials of each algorithm.

approximation. We plot the returns and entropy over time for each trial in Figures
5.6-5.8.

Figure 5.6 makes the connection between step size and rate of entropy reduction
clear; a high step size means faster entropy reduction. For small step sizes, the rate of
entropy reduction is smooth with low variance, but as the step size grows, the amount
of entropy in the policy varies over time. In the Figure-8 environment, the change in
entropy over time has higher variance and is less smooth. This noise is because we
cannot compute the average entropy over all states and only have a sample estimate
from each episode.

Additionally, Figure 5.6 reveals di erences in the entropy as a product of the policy
update method. On the Clock Bandit environment, the Vanilla update method more
slowly decays at the end of training than the Norm method. This di erence is because
the norm method starts taking larger steps as the gradient norm becomes less than one.
Note that the hyperparameter can limit the rate of entropy decrease and make the
Norm method behave similarly to the Vanilla method. On the Figure-8 environment,

we observe the opposite trend; the Vanilla method reduces entropy faster than the
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Figure 5.7. These plots are of the same data as in Figure 5.6, but each color
represents whether the trial succeeded or failed.

Clock Bandit: Vanilla Clock Bandit: Norm Figure-8: Vanilla Figure-8: Norm
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Figure 5.8. These plots are the same as in Figure 5.7 except it depicts the average
returns from each iteration during training.

Norm method. This ip is due to the Vanilla method taking larger steps during the
middle of training as it is unable to adapt to increases in advantage variance. This
observation points to a limitation of non-adaptive step sizes; they cannot have an
appropriate scale at all stages of training.

To answer the second part of our hypothesis, trials that fail to nd a good policy
reach low entropy policies, we use Figure 5.7 to show the di erences in successful and
unsuccessful trials. The results show that the algorithm will successfully terminate
with a good policy for a su ciently slow enough drop in entropy. For entropies that
drop too quickly, the algorithm will fail to nd such a policy. However, there is a

middle area where there is a chance the algorithm succeeds or fails.
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Figure 5.9. These plots are the same as Figures 5.7 and 5.8 except they show the
norm of the policy parameters from every iteration.

To answer the last part of our hypothesis, that the failure is due to small entropy
and not due to overstepping and nding a worse policy or diverging, we visualize
the returns over time in Figure 5.8. We can quickly see that many failed trials have
constant performance levels. However, particularly in the Figure-8 environment, we
see overstepping (decreases in performance) for both failed and successful trials. Since
sometimes performance converges to the worst performance, we need to check for
divergence in weight space. Figure 5.9 shows that the weights are not going to in nity,
meaning divergence is not occurring. Although divergence is not happening, We still
need a deeper understanding of the failure cases to support our hypothesis.

To better understand the failure cases, we look at the time during learning that
the performance is increasing, decreasing, or in a plateau. We de ne a plateau as the
performance changing by less than 0:001 between iterations. We classify increases
(decreases) in performance as increases (decreases) greater than 0:001. To account for
noise in the performance estimate, we rst average the performance using a windowed
average over 50 iterations. We plot these proportions for each step size in Figure 5.10.

The results in Figure 5.10 show a complete picture of the in uence of step size on the
training dynamics. As step sizes increase, the time spent in a plateau increases. More

importantly, in failure cases, the training is dominated by the time spent in a plateau.
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Figure 5.10. These plots represent the average proportion of time each update
method spent in an increasing, decreasing, or plateauing performance state. The line
colors represent the state of the performance. The solid lines represent the average
proportions from the successful trials, while the dashed lines represent the average
from the failed trials.

This nding supports our hypothesis but leads to a more complete interpretation of
the impact of large step sizes than our original hypothesis. As the step size increases,
the rate of entropy reduction increases, and the time spent in a plateau increases.
Additionally, overstepping may occur, but the policy can eventually improve if the
entropy remains high enough. Thus with step sizes larger than optimal, the policy

overcommits to suboptimal actions and becomes unlikely to improve.
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Note on Experimental Practices

While conducting our experiments, one result, the fact the performance went to
the worst value, was not in keeping with our hypothesis. This negative result
showed a lack of understanding when we made the hypothesis and designed
the experiments and needed correcting. Generally, only the last result and

ne tuned hypothesis would be shown in a paper, since including the failed
experiments can distract from the ‘story" the reader is trying to tell. Here we
include it to illustrate two points. The rst is that doing detailed experiments
to check other possible explanations is necessary to avoid con rmation bias.
The second is to avoid oversimplifying the explanation for failures at large step
sizes by highlighting that the failures are multi-faceted.

Checking for alternative explanations to disprove the hypothesis is analogous
to attempting to disprove a theorem to catch mistakes in assumptions or
arithmetic. Thus, conducting experiments to disprove or o er an alternative
explanation is a powerful tool for experimental work to reach a high level of

rigor.

5.9 Discussion

As we showed, adaptive step sizes reduce variation of the optimal step size, but it is
not good enough for a general solution because this will mean that for some problems,
the step size will be too large and lead to over-committing, and the algorithm’s
performance will plateau. So to develop a policy gradient method that is insensitive
to the step size, researchers need to discover how to prevent or recover from policy
updates that over-commit to suboptimal actions.

Several methods aim to reduce the impact of over-committing: entropy regular-

ization and intrinsic motivation. Entropy regularization is a technique that uses a
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secondary objective to encourage the policy to increase its entropy (Williams & Peng,
1991; Sabes & Jordan, 1995; Ahmed et al., 2019; Haarnoja et al., 2018). These methods
can prevent complete entropy collapse, but they have additional hyperparameters, and
it is unknown how to set or adapt these parameters reliably. The last technique, in-
trinsic motivation, applies a reward bonus to encourage the policy to explore (Agarwal
et al., 2020). This last technique, in combination with restart distributions, has been
shown to guarantee polynomial convergence rates for even challenging exploration
environments.

An additional observation we noted in Figure 5.6 was that the rate of entropy
reduction was faster for the Norm update than the vanilla method. This observation
is an empirical result of the theoretical results of Chung et al. (2021) and Mei et al.
(2021a), which show that accelerated methods will converge with probability 1 to a
suboptimal policy. We do not observe this failure because the performance threshold
stops optimization at a good enough policy. So more work is needed to understand
the e ects of adaptive step size methods as the performance threshold approaches

optimal.

5.10 Policy Gradient Step Size Conclusion

We showed that the scale of the advantages greatly impacts how one should choose
the step size. As such, optimizers that account for the scale of advantages signi cantly
reduce the variation of the optimal step size across problems. Additionally, we showed
that as the step size increases, the rate at which the entropy of the policy decreases
goes up. Thus larger step sizes lead the policy to overcommit to suboptimal actions
and prevent the policy from improving. So further work is needed to adapt the step

size to prevent over-commitment.
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5.11 Conclusion

The primary purpose of this chapter is to serve as an example of how to conduct
rigorous experiments without performance evaluation. While the experiments here
demonstrate some practices to make experimental work rigorous, it is not a complete
guide or set of principles for experimenters to follow. Developing requirements for all
experimental work to follow is an exciting and likely necessary direction to move the

eld towards better experimentation.
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CHAPTER 6
CONCLUSION

The thesis of this dissertation is that performance evaluation is time-consuming,
complex, and provides limited knowledge, so researchers should adopt scienti c testing
to produce deeper insights into how algorithms work. In pursuit of supporting this
thesis statement, we made several technical contributions.

Many performance evaluations in RL literature are plagued with o ering little
to no evidence that one proposed method outperforms another. So in Chapter 3,
we developed a rigorous performance evaluation procedure to address problems of
score normalization, environment weighting, hyperparameter selection, and computing
con dence intervals. We believe the most signi cant of these is the concept of complete
algorithm de nitions, which force researchers to encode the knowledge of how to use
the algorithm into the algorithm itself. 1t makes performance comparisons with each
algorithm clear and straightforward to use. More importantly, it provides a mechanism
to evaluate when an algorithmic modi cation makes it easier to use an algorithm.
This way, the community can track progress on developing algorithms that are easy
to use and reliably solve many problems.

Another common issue with experiments in RL research is that there is no statistical
signi cance in the results due to only using a few trials. So in Chapter 4, we investigated
if it was possible to have rigorous performance evaluations using only a few trials.
We showed that it is unlikely to have either rigorous or nonrigorous performance
evaluation procedures that only require a handful of trials for each algorithm and

environment pair, as is common in the community. Since performing more trials is
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often prohibitive, we proposed that the primary experimentation tool become scienti ¢
testing, which conducts experiments to understand how an algorithm works. In
contrast with performance evaluation which can only show what algorithm worked
well, scienti ¢ testing can produce deeper insights making it more helpful in building
and communicating knowledge.

To demonstrate the utility of scienti c testing in RL research, we performed a case
study analyzing policy gradient algorithms and the sensitivity of their performance to
the step size hyperparameter. Traditional research would provide a new algorithm and
publish the results showing it is superior on benchmark problems without delving into
why it was successful. Instead, we conducted a study to deepen the understanding
of the connection between policy gradient algorithms and step size. As a result, we
could show that adaptive step size algorithms will not be widely successful unless they
can prevent or recover from the policy over-committing to suboptimal actions. This
result would unlikely show up in traditional research and can now be used to design
principled methods to reduce the sensitivity of performance to step size. Additionally,
we came to these conclusions without performing a performance evaluation, showing
that scienti c testing is capable of being the primary experimentation tool for RL
research.

While we believe the evidence favoring scienti ¢ testing over competitive testing
to be compelling, it will not be easy to convince the community to adopt these better
practices. The most likely route to widespread adoption of rigorous experimentation is
to change publication requirements. This idea raises an essential question for further
research: what requirements can be widely applied to the whole community? While
some standards, such as quantifying uncertainty, are easy to require, many research
questions need di erent experiment designs. It may be challenging or impossible to
impose strict requirements. However, just as other disciplines have developed and

adopted stricter standards, it is time for RL researchers to do the same.
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A.1 Other Normalization Methods

A simple normalization technique is to map scores on an environment j that
are in the range [a;;b;] to [0;1], i.e,, g(x;J) = (X a;)=(b; a;) (Bellemare et al.,
2013). However, this can result in normalized performance measures that cluster in
di erent regions of [0; 1] for each environment. For example, consider one environment
where a the minimum is 100, the maximum is 10 and a uniform random policy
can score around 0. Similarly consider a second environment where the minimum
score is 10, maximum is 1;000, and random gets around 20. On the rst environment,
algorithms will tend to have a normalized performance near 1 and in the second
case most algorithms will have a normalized performance near 0. So in the second
environment algorithms will likely appear worse than algorithms in the rst regardless
of how close to optimal they are. This means the normalized performances are not
really comparable.

A di erent version of this approach uses the minimum and maximum mean
performance of each algorithm (Bellemare et al., 2013; Balduzzi et al., 2018). Let
7i.j be the sample mean of X;;j. Then this normalization method uses the following
function, g(i;J) = (i;;  mMing Mejj)=(Maxp Np;j  mMiNng ~je;j). This sets the best
algorithm’s performance on each environment to 1 and the worst to 0, spreading the
range of values out over the whole interval [0; 1]. This normalization technique does
not correct for nonlinear scaling of performance. As a result algorithms could be near
0 or 1 if there is an outlier algorithm that does very well or poorly. For example, one
could introduce a terrible algorithm that just chooses one action the whole time. This
makes the environment seem easier as all scores would be near 1 except for this bad
algorithm. We would like the evaluation procedure to be robust to the addition of
poor algorithms.

An alternative normalization technique proposed by Whiteson et al. (2011) uses

the probability that one algorithm outperforms another on an environment, j, i.e.,
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Pr(Xij = Xy;j). This technique is intuitive and straight forward to estimate but
neglects the di erence in score magnitudes. For example, consider that algorithm i
always scores a 1:0 and algorithm k always scores 0:99, the probability that i is better
than k is 1, but the di erence between them is small, and the normalized score of 1:0
neglects this di erence. However, in many settings we are more interested in picking
the algorithm that is most likely to perform the best.

This normalization technique happens to be the mean normalized performance of
the performance percentile, i.e., E[Fx,; (Xij)] = Pr(Xx;  Xij) =1 Pr(Xi; > Xy;)-
The di erence between the two is the performance percentiles allow us to choose other

statistics beyond the mean on each environment.

A.2 alpha-Rank and our Implementation

The -Rank procedure nds a solution to a game by computing the stationary
distribution of strategy pro les when each player is allowed to change their strategy.
This is done by constructing a directed graph where nodes are pure strategies and
edges have weights corresponding to the probability that one of the players switches
strategies. This graph can be represented by a Markov matrix, C 2 [0; 1]SI 18I, The
entry Cqs corresponds to a probability of switching from a strategy s to s'. Only
one player is allowed to change strategies at a time, so the possible transitions for
a strategy s = (i; (j; k)), are any strategies s' = (i%; (j; k)) or s’ = (i; (j k")) for all
i"k"2U and j*2 M.

The typical -Rank procedure uses transition probabilities, Cs.q0, that are based on
a logistic transformation of the payo di erence u;(s") ui(s). These di erences are
scaled by a parameter and as approaches 1., the transition matrix approximates
the Markov Conley chain (MCC), which is the motivation for using -Rank as a
solution concept for games. See the work of Omidsha ei et al. (2019) for more detailed

information. The entries of the matrix for valid transitions are:
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1exp( (E) wE) i —
Top( nuE) uey 1 UE)=u(s) and Cow = 1 XC .
S;S — S;SY

if ui(s’) = ui(s) s'es

Cs;s0 =

W AW

=]

where = (ijSkj 1) 1, I represents the player who switched from strategy s to s,
n is the population constant (we set it to 50 following the prior work). The equilibrium
over strategies is then given by the stationary distribution d of the Markov chain
induced by C, i.e., d is a distribution such that d = dC. The equilibrium solution
p ;q are then the sum of probabilities in d for each strategy, i.e., p;, = Pszzsz ds, s,
and g, = Pslzsl ds,:s,- The aggregate performance can then be computed using ¢
as in (3.1).

Theoretically, the hyperparameter  could be chosen arbitrarily high and the
matrix C would still be irreducible, i.e., foralls 2 S, ds > 0 and d is unique. However,
due to numerical precision issues, a high value of sets transition probabilities to
zero for some dominated strategies, i.e., u;(s’) < u(s), which can result in a matrix
that is reducible. The suggested method to chose is to tune it on a logarithmic
scaled to nd the highest value such that the transition matrix, C, is still irreducible
(Omidsha ei et al., 2019).

This strategy works when the payo s are known, but when they represent empirical
samples of performance, then the value of chosen will depend on the empirical
payo functions. Setting based solely on the empirical payo s could introduce bias
to the matrix based on that sample. So we need a di erent solution without a data
dependent hyperparameter.

In the MCC graph construction, all edges leading to strategies with strictly greater
payo s have the same positive weight. All edges that lead to strategies with the
same payo have he same weight but less than that of the strictly greater payo .
There are no transitions to strategies with worse payo s. As ¥ 1 the transitions

probabilities quickly saturate to if u;(s’) > ui(s) and 0 if u;(s") < ui(s). So we
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construct the transition matrix, C, di erently using the saturation values to set the
transition probabilities C is close to the MCC construction. The entries for C that

represent valid transitions in the graph are:

8
§ if (") > ui(s)
<X
Coo = — if u(sh) = ui(s) Css =1 Css: (A.1)
§ s'&s
-0 otherwise

However, this often makes the transition matrix reducible, i.e., the stationary distri-
bution might have mass on only one strategy. To ensure C is irreducible we follow the
damping approach used in PageRank (Page et al., 1999),i.e., C= C+(1 )(15S)),
where 2 (0;1) is a hyperparameter and 1 represents the probability of randomly
switching to any strategy in S. During a Monte-Carlo simulation of transitions through
C, states will transition from s to s’ according to C, but with probability 1 the
transition ignores C and switches to some strategy s’ 2 S chosen uniformly at random.

For = 1 the matrix is unchanged and represents the MCC solution, but is
reducible. For near one, the stationary distribution will be similar to the solution
given by the MCC solution with high weight placed on dominate strategies and small
weight given to weak ones. As T 0 the stationary distribution becomes more uniform
as it is only considering shorter sequences of transitions before a random switch occurs.
This method di ers from the in nite- approach presented by Rowland et al. (2019),
but in the limitas ¥ 1and ¥ 1, the solutions have small di erences. The
approach using has a bene t in that there is no data dependent hyperparameter
and it has a simple interpretation.

We chose to set = (jSj 1)=(jSj) so that the expected number of transitions
to occur before a random jump is jSj. This allows for propagation of transition
probabilities to cover every strategy combination. We could have chosen to set near

one,e.g., =1 10 & but this would make the computation of the con dence intervals
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take longer. This is because optimizing the C within con dence intervals [C ;C™]
(de ned in the next section) is equivalent nding the optimal value function of a Markov
decision process (MDP) with a discount parameter of . See the work of de Kerchove
et al. (2007); Fercoq et al. (2013); Csaji et al. (2014) for more information on this
connection. Solving and MDP with a discount near 1:0 causes the optimization
process of value iteration and policy iteration to converge slower than if is small. So
we chose such that it could still nd solutions near the MCC solution, but remain
computationally e cient.

Using this new de nition of C we use the following alternative but equivalent
method to compute the aggregate performance more e ciently (Fercoq et al., 2013):
X

vis) v=( ©) 'R; (A.2)

s2S

o 1
7S]
where R; 2 R8I is a vector with entries Ri(s) ‘= E[Fx, (Xi;)] with s = (s1;s) and

s, = (J; k). Notice that s; is ignored because i is already speci ed by R;.

A.3 Con dence Intervals on the Aggregate Performance
In this section, we detail the PBP procedure for computing con dence intervals
Y and Y™ on the aggregate performance y and prove that they hold with high

probability. That is, we show that for any con dence level 2 (0;0:5];
Pr8i2U; yi 21[Y; ;YD) 1

We will rst describe the PBP procedure to compute con dence intervals and then
prove that they valid. A list of the symbols used in the construction of con dence
intervals and their description are provided in Table A.1 to refresh the reader. The

steps to compute the con dence intervals are outlined in Algorithm 5.
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Symbol List
Symbol Description
U | set of algorithms in the evaluation
M | set of environments in the evaluation
Xi.j | performance of algorithm i on environment j
Ti.j | number of samples of performance for algorithm i on environment j
Xi;j:x | samples of performance sorted in increasing order.
D | data set containing all samples of performance
y 2 RlYI | y; is the aggregate performance for each algorithm i
Y ;Y* 2RY | lower and upper con dence intervals on y computed using D
2 (0;0:5] | con dence level for the aggregate performance
Fx;; | cumulative distribution function (CDF)
xi; | empirical cumulative distribution function
Fxip F;i;j lower and upper con dence intervals on Fx,, computed using D
Zi;jx | performance of algorithm i, i.e., zj;j.x = E[ka:j (Xi;j)l
Ziix Zij | lower and upper con dence intervals on z;;j,c computed using D.
s; 2 S; | strategy for player p where S; = U and s; is often denoted using i
S, 2 S, | strategy for player g where S, =M U and s, is denoted as (j; k)
s 2 S | joint strategy with S =S;  S;; and s = (s1;S,) is denoted as (i; (j; K))
p2 (S;) | strategy for player p represented as a distribution over S;
q2 (Sy) | strategy for player g represented as a distribution over S,
Up(s) | payo for player p when s is played, i.e.,uy(s) = E[Fx,; (Xi;)]
uq(s) | payo for player q when s is played, i.e., uy(s) = up(s)
U, (s);u;"(s) | con dence intervals on u(s) for player | 2 fp;qg computed using D

Table A.1. List of symbols used to create con dence intervals on the aggregate

performance.
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Recall that the aggregate performance for an algorithm i is

Yi = qj;kE[FXk;j (XI,J)]’
j=1 k=1
where g is the equilibrium solution to the game speci ed in Section 3.3.2. To compute
valid con dence intervals Y ;Y™ ony using a dataset D, the uncertainty of q and
mean normalized performance zj;;x = E[Fx,; (Xi;j)]. PBP accomplishes this by three
1

primary steps. The rst step is to compute con dence intervals Z-;j;k;ZiJjj;k on Zijx

such that

Pr 8(i;j;k)2U M U; zijjk 2 [Zi00 Zigad - L

The second step is to compute the uncertainty set Q containing all possible g that
are compatible with Z and Z™. The last step is to compute the smallest and largest
possible aggregate performances for each algorithm over these sets, i.e.,

— H + + .
i = Ml QjkZijy and ;" = max GiikZijikc-
=1 k=1 J=1 k=1

Y

PBP follows this process, except in the last two steps Q is never explicitly constructed to
improve computational e ciency. Intuitively, the procedure provides valid con dence
intervals because all values to compute the aggregate performance depend on the
normalized performance. So by guaranteeing with probability at least 1 that
the true mean normalized performances will be between Z and Z™, then so long
as the the upper (lower) con dence interval computed is at least as large (small) as
the maximum (minimum) of the aggregate score for any setting of z 2 [Z ;Z™], the

con dence intervals will be valid.
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Algorithm 5 Performance Bound Propagation (PBP)
1: Input: dataset D containing samples of performance and a con dence level
2 (0;0:5)
2: Output: Y , Y™ con dence intervals on the aggregate performance

3 ' =(UjiMij);

4: sort ,ascending(fxi;j;tgtTQ{);

5. // Compute con dence intervals for the CDFs

6: fori;Jj2U M do

7 Fy F;(“i;j dkwbounc(fxi;j;tgt@i; "); // computation shown in (A.3)
8: end for

9: // Compute con dence intervals on the mean normalized performance
10:for|J,k2U M U h i

1 Zigx xk;j (XijiT) ItT:=>ol Exk;j (Xijit+1) ka;j (Xij:t) li:;“j (Xizj:t);
12: Zi;+j;k F;k;j (Xi;j;T+l) I:l F)J(rk;j (Xi;j;t+1) F;k;j (Xi;j;t) in;j (Xi;j;t);

13: end for
14: // Construct game quantities

15: S=U (M U),; strategy pro le set

16: BlLi

' 19]

17: C ;C*  boundmarkov.matrix (Z ;Z™) as de ned in (A.6).

18: // Optimize aggregate performance over all possible C 2 [C ;C™]
19: fori 2 U do

20 v find o%mal -valuefunction (C ;C*;R; = Z;.); // solve (A.7)

2. Y, S v

22: v find o?:gmal _valuefunction (C ;C*;R;=2Z;.); // solve (A.7)
23: \((j,*f ,sj) s JV(S)]

24: end for

We break the rest of this section into two subsections. The rst subsection discusses
constructing the con dence intervals on the mean normalized performance and proving
their validity. The second subsection describes how to construct the con dence

intervals on the aggregate performance proves their validity.

A.3.1 Con dence intervals on the normalized performance
The normalized performance z;;jx = E[Fx,; (Xi;j)] has two unknowns, Fx, .. and the
distribution of X;,;. To compute con dence intervals on z;;. for all i; j; k, con dence

intervals are needed on the output on all distribution functions Fxi The con dence
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intervals on the distributions can then be combined to get con dence intervals on
Zijjk-
To compute con dence intervals on Fx;; we assume that X;; is bounded on the

interval [a;;b;] for all i 2 U and j 2 M. Let Ifxi;j be the empirical CDF with

where T;;; is the number of samples of X;;, Xi;j. is the tth sample of Xij,and 15 =1
if event A is true and 0 otherwise. Using the Dvoretzky{Kiefer{Wolfowitz (DKW)
inequality (Dvoretzky et al., 1956) with tight constants (Massart, 1990), we de ne

Fx,; and F;i,j to be the lower and upper con dence intervals on Fx,;, i.e.,

8
%1 ifx b
Fx,, () = Emin(lzo; Fx; 00+ ) ifa x<b
-0 if x<a = In 2
8 and = = (A.3)
. 2T
%1 ifx b
Fx.; (X)) = émax(o:o; r—“xi;j x) ) ifa x<b

0 ifx<a

where °2 (0;0:5] is a con dence level and we use ' = =(jUjjMj). By the DKW

inequality with tight constants the following property is known:

Property 1 (DKW with tight constants con dence intervals).
Pr 8x2R; Fx;;(x) 2[Fy, (X);Fx (0] 1 "

Proof. See the works of Dvoretzky et al. (1956) and Massart (1990). O
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Further, by the union bound we have that
Pr 8i2U;8] 2M;8x 2 R; Fx,;(X) 2 [Fy,, (X); F;i;j X)] 1 (Ad)

To construct con dence intervals on the mean normalized performance, we will use
Anderson’s inequality (Anderson, 1969). Let X be a bounded random variable on [a; b],
with sorted samples x;  X; X1, Xo=4a,and Xr+; =b. Letg: R ¥ Rbea
monotonically increasing function. Anderson’s inequality speci es for a con dence

level 2 (0;0:5] the following high con dence bounds on E[g(X)]:

P
Elg(X)] g(xr) [0(Xe+1)  9(X)]Fx (o)

t=0
X
E[9(X)]  9(X7+1) [O(Xt+1)  g(Xe)] Fx (Xv);

t=1
where Fy~ uses the DKW inequality with tight constants and as de ned in (A.3).
Anderson’s inequality can be used to bound the mean normalized performance
since Fx,; is @ monotonically increasing function and 2 (0;0:5]. Since Fx, is
unknown, we replace g in Anderson’s inequality with Fxis for the lower bound and

F;k_j for the upper bound. This gives the following con dence intervals for z;.j..:

D<h i
Zijx = Fx; Xigir) Fxi; Xigierr) Py Xiijio) Fx,, (Xiiiie)

t=0

< h i (A-5)
ZiTj;k = F;k;j (Xi;j;T +1) F;k;j (Xi;j;t+1) F)J(rk;j (Xi;j;t) in;j (Xi;j;t);

t=1

where T = Ti;j, Xi;j.o = @j, and Xi.j.r+1 = bj. We now prove the following lemma:

Lemma 1. If Z and Z* are computed by (A.5), then:

Pr 8i;k2U;8j 2M; Zijx 2 [Z;54: Zi5.] 1
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Proof. By Anderson’s inequality we know that Zifj;k is an high con dence upper bound
on E[F)'{k;j (Xi;j)] and similarly Z;... is a high con dence lower bound on E[F;{k;j il

ie.,

Pr E[Fy,,(Xii)]  Z 1 0=

i,jk

Pr E[F)_:k;j (Xl Z;j;k 1 '=2:

By Property 1 we know that Pr 8x 2 R; Fx,;(x) 2 [Fy,  (X); F;k;j (¥)] 1 0
thus
Pr 8i;k2U;8] 2M; zijk 2[Zi;4:Z5.] 1 2 0.
where 2 ° comes from combining the failure rates of con dence intervals on the CDFs
Fx;; and Fx,;. The con dence intervals on the mean normalized performances can
only fail if the con dence intervals on CDFs fail. As stated in (A.4), all con dence
intervals on the CDFs contain the true CDFs with probability at least 1 . Thus,

all mean normalized performances hold with probability at least 1 . ]

The con dence intervals given by Z and Z™ are guaranteed to hold for T 1, and
2 (0; 0:5], but are often conservative requiring a large number samples to identify a
statistically meaningful result. So we empirically test alternatives that have either

stricter assumptions or weaker theoretical justi cation.

A.3.2 Con dence intervals on the aggregate performance

In this section we will provide details on how to compute the con dence intervals
on the aggregate performance using the con dence intervals on the mean normalized
performance and then prove that they hold with high con dence. To construct
con dence intervals and prove their validity we will make the following steps. First,

we show that for a xed weighting g that valid con dence intervals can be computed
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directly by using interval arithmetic. Second, we describe how to characterize the
uncertainty of the game. Third, we make a connection between aggregate performance
using the equilibrium solution g and the optimal average reward for a Markov decision
process. Lastly we describe an optimization procedure for computing the optimal
average reward, which corresponds to nding the lower and upper con dence intervals.

Before discussing how to bound the aggregate performance using the game theoretic
solution, consider the case when weights g can be any probability distribution over
algorithms and environments chosen before the experiment begins. Let weights
q 2 [0; 1PV IMI] such that PjZM szu gjk = 1. Lety; = PjZM szu Oj:Zijk be the

aggregate performance for an algorithm i 2 U. The corresponding con dence intervals

P P ., P P .
foryiare Vi = oM weulikZijk @nd Yi = om0 kau ik

Lemma 2. If weights g are independent of the data D, then:
Pr 8i2U; v 21[Y; ;Y] 1

Proof. Applying the result of Lemma 1, all con dence intervals produced by Z;;.,

and Z*.

ijx contain zij with probability 1 . So interval arithmetic can be used

to compute con dence intervals on the aggregate performance without changing the

. i i P P . P P .
probability of failure, i.e., ¥; = i2M  ka2u Uik Zijox and Y;" = i2M  Kka2u Uik Zijx
for each algorithm i 2 U. With these intervals then

: L
Pr 8i2U; v 2[Y; ;Y] 1 Pr Ziik 2 [Zi00 Zivjad
i;k2U;j2M

]

This method of aggregating performance highlights how the uncertainty of normal-

ized scores propagates to the con dence intervals of the aggregate performance for a
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xed weighting. Next we will show how to compute con dence intervals on y when
using the dynamic weighting produce by the equilibrium solution to the two player
game.
Instead of considering all possible equilibrium solutions q , recall that y; depends
on the Markov matrix C as shown in (A.2). To construct con dence intervals on y;
the uncertainty in creating the matrix C as de ned in (A.1) needs to be considered
(Rowland et al., 2019). The de nition of C assumes certainty of payo s of each
strategy, but the empirical payo s have uncertainty corresponding to Z and Z¥, i.e.,
for s = (i; (i:K)), Uy (8) = Zijpe Ug(8) = Ziho Ug (8) = Zifjyo U () = Z ik
As a result, when the payo con dence intervals overlap for two strategies s and s’
this creates uncertainty in C. We de ne C ;C* 2 [0; 1J)SI 1SI as the lower and upper

con dence intervals on C with entries

§<, if U, () > Uy (s)

(0;0) if u, (s) > U (s")

s:s0 Coer = 8s" 2 S nfsg
g(n ) ifu”T )=y () (A.6)
-(0; ) otherwise
1
> > i
CesiCas= 1 o 1 Cs.s
s'&s s'&s

To get the bounds on the aggregate performance over all possible C in these
intervals the uncertainty of the stationary distributionon C = C+ (1  )(15jSj)
has to be consider. This can be accomplished by rst computing the minimum and
maximum values of the stationary distribution for each strategy (Rowland et al., 2019)
and then nding the minimum and maximum aggregate performances for all possible
stationary distributions in this limits. However, individually computing these two
quantities leads to looser bounds than directly estimating the minimum and maximum

aggregate performance over all possible C because it ignores the correlations in the
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con dence intervals of the stationary distribution. To compute the minimum and
maximum aggregate performance over all possible C, we need to make a connection
between the average performance using the stationary distribution of C and the
average performance before termination on C.

Let d be a stationary distribution over strategy pro les S induce by the Markov
matrix C = C+ (1  )(15jS)). Let q be the distribution of strategies for player q

contained in d.

Lemma 3. The following are equivalent

X
Yi = 0j:kZi;j:k
34;k)2S2
L
Yi= —s— v(S),
JSJ s2S

where v= (1  C) 'R;, Ri 2 RSI such that Ri(S) = zi;jx for s = (;; (j; k)).

P P
Proof. We know that gjx = 55, d(i; J;Kk)). This implies yi = = .15, UikZijx =
P

<25 A(S)Ri(s). Applying 8:2:12 of Puterman (1994), we have the relation

v+y; =Rj+Cv

1 .-
-—1 V,;
JS]

v+yi=Rj+ Cv+

where here 1 2 RIS is a vector of all ones. Then for v = (I C) 'Ry, yi =

t )=

Wl V. O]
Finally, using techniques developed by Fercoq et al. (2013), the lower and upper

bounds of the aggregate performance y; can be bound by solving the following

optimization problem:

109



X

min v(s)
v s2S
X
st. v(s) Ri(s)+ Cs:oV(s))
928 (A.7)
C cC cC*
>
Csee =1 8s2S;
si2s
where C is a free variable, Ri(s) = Z;;,, and Ri(s) = Zifj;k are used to obtain

the lower and upper bounds on yj, respectively. Both bounds are computed as
Yi+= =1 )(155S)) Pszs jv(s)j using the respective solutions v. The absolution
value of v is taken to account for the negativity of R = Z . We compute the
solution v in polynomial time using policy iteration based approach similar to Fercoq
et al. (2013), but modify their algorithm to t our matrix C. We detail our exact
method in Appendix A.4.

Now to prove the main result we will use the previous lemmas in connection with

PBP.

Theorem 2. If (Y ;Y ™) =PBP(D; ), then
Pr 8i21;2;::5;jUj; vi 21[Y, ;Y71 1

Proof. From Lemma 1 we know that Z and Z™ are valid 1 con dence intervals
on z. Thus, applying Lemma 2 we know that a valid 1 con dence intervals can be
computed by a weighted sum of lower and upper bounds Z and Z™, for any joint
probability distribution g over environments and algorithms. Through Lemma 3 this
is equivalent to assuming xed Markov matrix C. The true matrix C is unknown, so

the minimum and maximum intervals need to be found over a set C that contains all
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Q

transition matrices that are compatible with Z and Z*. Let C = "4 Cs, where C;
is the polytope of transition probabilities starting from strategy pro les2 S, i.e.,
>
Cs=fCs 185'2S; Coe 2[Cyq;Cagll  Cso = 10t
si2s
The minimum and maximum aggregate values Y and Y * computed over C can be
found in polynomial time using linear programming, value iteration, or policy iteration
(Fercoqg et al., 2013). PBP nds the minimum and maximum con dence intervals over

all C 2 C, thus, they represent valid 1 con dence intervals for each algorithm. [

A.4 Policy Iteration for Bounding the Aggregate Performance

This section we detail our approach for optimizing the aggregate performance
over the uncertainty of the Markov matrix C to compute con dence intervals. Recall
that the upper and lower high-con dence bounds on the aggregate performance for
algorithm i can be found by solving the optimization problem in A.7. Alternatively
one can use a Dynamic Programming approach either using value iteration or policy
iteration for more e cient optimization (Fercoq et al., 2013). Using value iteration
has better scaling to the size of the state space in the optimization problem than
policy iteration. However, we found that in small and moderate sized problems policy
iteration was su cient and used it in our experiments.

Our method is similar to that of Fercoq et al. (2013, Algorithm 1), except that
we use policy iteration instead of value iteration and a modi cation to the dynamic
programming operator since the transition probabilities in our problem do not depend
on the number of out going edges. Algorithm 6 shows pseudocode of the policy
iteration to nd the the optimal value function v through the modi cation of the
matrix C 2 C. The algorithm takes as input lower and upper bounds C ;C* 2 RISI IS

on C, a reward function R 2 RISI| a discount factor 2 (0;1), a tolerance on the
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Algorithm 6 Policy Iteration for aggregate performance optimization
Input: C ;C*2RISISI R2RISI, 2(0;1)=(1 jSj)=jSj,tol2R=1 10 7,
max_itrs 2 N* = 400
Initializez C C ,v 02RISI
changed True
iteration 0
while changed do

changed False
iteration  iteration +1
if iteration max_itrs then
break
end if
fors2 S do
C! update_transition _row(C ;CZ;R(s);Vv; )
if jCs Clja 1 10 ®then
changed  True
Cs C!
end if
end for
vl C) R
jiv. VYjja // max change in value function
v (2 )=(1 ) // error bound on distance to v
aggregate (1 ) v // bound on the maximum aggregate error
It aggregate < tol then
changed False
end if
v
end while
Return: (1  )meaijvj)

distance to optimal, tol 2 R, and the maximum number of iterations max_itrs 2 N*.
Weset = (1 jSj)=jSjandtol=1 10 7, max_itrs = 400 as default parameters.
When nding the upper con dence interval, y;", for algorithm i, R is a vector such
that R(s) = Zi;““j;k forall s =(;(J;k)) 2 S. Similarly, when nding y; , R is such that
R(s) = Zi;j;k.
Algorithm 6 has two main steps. First, greedily optimize C with respect to the

current value function v, i.e., foralls2 S
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Algorithm 7 update_transition _row procedure for updating Cq
Input: C,;C 2RSS, r2R,v2RISI, 2(0;1)
Initialize: Cs C,,c  sunfC,)

W r+ v
idxs  argsort (w;direction = decreasing)
for i =1 to jSj do

idx  idxs]i]

¢ min(CS Cg;1 ¢

Cslidx] Cgfidx]+ ¢

c c+ ¢
end for
Return: Cg

Cs =argmaxR(s) + Cqv:
Cs2Cs

We provide pseudocode for this step in Algorithm 7. The second step is a value
function update, which we compute exactly by solving the system of linear equations
v=R+ Cyv, by settingv = (I C) R. These steps repeat until C stops changing
or a bound on the maximum absolute error in aggregate performance is below some
threshold. The con dence interval on the aggregate performance is then returned as
(1 )=jSj Pszs jv(s)j. Since C is sparse optimization to the code can be made to
drastically speed up computation when S is large. We make some of these modi cations
in our implementation.

Due to small numerical errors this version of policy iteration may not keep the
same policy, C, between successive iterations when at the optimal solution. To ensure
that the procedure stops in a reasonable time and closely approximates the true
solution we employ three techniques: an iteration limit, halting computation when C
is -close to between iterations, and stopping when a bound on the distance to true
solution is below a tolerance, tol. The rst two approaches are straight forward an in
the pseudocode. To bound the distance to the true solution we leverage prior work
on bounding the distance of the current value function to the optimal value function.

Consider the value function v and the subsequent value function V' obtained after one
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application of the Bellman operator. In our problem the Bellman operator is

> 0
v(s) = (r:n% R(s) + e CsoV(s):

Let = maxsssjv(s) VY(s)j. Then the distance , = maxsssjv'(s) Vv (s)j of v’ to

the optimal value function v , is bounded above by (Williams & Baird 111, 1994), i.e,

v @)= )

We translate this this bound into a bound on the error to the con dence interval of y;.
Let y; be the con dence interval computed using V! and y; be the con dence interval

computed using v . Then an upper bound on the error aggregate = JYi  Vij IS

aggregate — jyi Yij

L el BT ve)
JSJ s2S JSJ s2S

= ﬁ(uv jin Vi)
WJ‘J—V Vojjl

1 N .
= HJSJJJV Vija
=@ jiv  Viix
(1 )maxjv (s) V'(s)j
s2S

=(1 )v =2

A.5 Algorithm De nitions
This section provides the complete de nition for each algorithm used in the

experiments. Each algorithm is made complete by de ning a distribution from,
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which hyperparameters are sampled. Table A.2 shows distributions or values for any
hyperparameter used in this work. For the continue state space environments, all of
the algorithms use Fourier basis and linear function approximation (Konidaris et al.,
2011). Note that U(a;b) indicates a uniform random variable on [a;b), and U(f:::g)
indicates that a variable is sampled uniformly at random from a set of nite values.

Note that these ranges should not be considered optimal and could easily be
improved for the environments in this experiment. The ranges were chosen to re ect
a lack of knowledge about what optimal settings on an environment are and to
be re ective of ranges one might expect optimal hyperparameters to fall in. The
manual setting of these ranges leaks information based on our own experience with
the algorithms and environments. However, since the de nition is completely speci ed
on these environments any favor to one algorithm could be easily identi ed and test
for. Furthermore, any adaptive algorithm that can adjust these parameters during
learning is likely to be superior than specifying better ranges through experience in

this exact setup. Still, one should not tune ranges to t any given set of environments.

A.6 Environments

This section describes the environments used in the experiments. All environments
are listed in Table A.3. Environments were recreated in the Julia language and
many implementations follow closely to the that in the RLPy repository (Geramifard
et al., 2015). Most environments are best described by either the paper publishing
the environment or by examining the source code we provide. We also describe the
discrete environments below.

There are eight discrete domains used in the work four Gridworld environments
and four chain environments. The Gridworld environments are an N N grid with the
agent starting every episode in the top left corner and goal state in the bottom right.

The reward is 1 at every step until the goal state is reached, then the episode is
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Algorithm Parameter Discrete Continuous
All u(0; 1)
All gU(In10 4:1n 0:05)
All  Value function Tabular Linear

Sarsa( ), Q( )
Sarsa( ), Q( )
Sarsa( )-s, Q( )-s

gu(in10 3:In10 1)
gu(in10 3:n10 1)

U(0; 1)

gu(In10 6:In10 3)
gu(in10 3:In109)=j j

q
AC, PPO, NACTD Policy Tabular Softmax Linear Softmax
AC, NACTD y gu(in10 %In10 b gu(in10 %In10 3)
AC, NACTD 0 gu(in10 %In10 %) gu(in10 %In10 3)
AC-S y gu(In10 %iIn10 1) gu(In10 3;In10°)=j j
AC-S, AC-Parl2 0 gu(In10 3:n10 1) gu(In10 3:In109=G j jAj)
NAC-TD w gu(in10 *In10 %) gu(In10 %In10 3)
NAC-TD normalize True
PPO clip U(0:1;0:3)
PPO entropy_coef gU(n10 %In10 2)
PPO steps_per_batch 2U (log; 64;log; 256)
PPO epochs U(fl;:::;109)
PPO batch_size 29U (log; 16;l0og, min(64;steps_per_batch))
PPO Adam- 10 5
PPO Adam- gu(In10 %In10 1) guU(n10 %in10 3)
PPO Adam- 0:9
PPO Adam- 0:999
Fourier basis dorder N/A U(f0;:::;90)
Fourier basis iorder N/A U(fl;:::;99)
Fourier basis trig N/A cos

Table A.2. This table show the distributions from which each hyperparameter is
sampled. The All algorithm means the hyperparameter and distribution were used
for all algorithms. Steps sizes are labeled with various s. The discount factor an
algorithm uses is scaled down from that is speci ed by the environment. For all
environments used in this work = 1:0. PPO uses the same learning rate for both the
policy and value function. The max dependent order on the Fourier basis is limited
such that no more than 10;000 features are generated as a result of dorder.
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Environment Num Episodes State Space

Gridworld 5 Deterministic 100 Discrete
Gridworld 5 Stochastic 100 Discrete
Gridworld 10 Deterministic 100 Discrete
Gridworld 10 Stochastic 100 Discrete
Chain 10 Deterministic 100 Discrete
Chain 10 Stochastic 100 Discrete
Chain 50 Deterministic 100 Discrete
Chain 50 Stochastic 100 Discrete
Acrobot 500 Continuous
Cart-Pole 100 Continuous
MountainCar 100 Continuous
PinBall Empty 100 Continuous
PinBall Box 100 Continuous
Pinball Medium 100 Continuous
PinBall Single 200 Continuous

Table A.3. This table list every used in this paper along with the number of episodes
each algorithm was allowed to interact with the environment and its type of state
space.

then terminated. In every state there are four actions: up, down, left, and right. The
transition dynamics are either deterministic, meaning an up action sends the agent
up one state unless it is outside the map, or the dynamics are stochastic, meaning
the agent might randomly move to one of the states perpendicular to the intended
direction or stays in the current state. The chain environments are N chains where
there are N states each with a connection only to the state directly to the left or
right of it and end points only connect to the one state they are next to. The agent
starts in state one (far left of the chain) and the goal state is state N (far right of
the chain). The reward is 1 every step until the goal state is reached and then the
episode terminates. Both gridworld and chain MDPs terminate episodes in a nite
time based on the size of the problem. Gridworld problems terminate after 20N 2 steps

have been taken and chain environments terminate after 20N steps are taken.
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A.7 Alternative Bounding Techniques

As pointed out in our description of PBP, we use the nonparametric concentration
inequalities DKW and Anderson’s inequalities. These inequalities are often conserva-
tive and lead to conservative con dence intervals. So we investigate two alternatives
PBP-t a method that replaces DKW and Anderson’s inequality with the one based
on Students t-distribution and the percentile bootstrap.

In PBP-t everything is the same as PBP except we compute con dence intervals
on the mean normalized performance as follows

A
Zijk = ik p%tl 0T 1
i

N
—+ J—
Zijk = ikt 19_'_=t1 %Tij 1
[H]

— lf\ — 1 PTi;j A — qui;j 2_
where Zi;j;k;t — MXy;j (Xi;j;t)! ik — ﬁ t=1 Zi;j;k;tv - t=1( i;Jk Zi;j;k;t) _(Ti;j 1),

t; o isthe100(1 °) percentile of Student’s t-distribution with  degrees of freedom,
and we set = =(jUjjMj). Notice that there are jUj?jMj comparisons being made,
so = =(jUj?jMij) should be used to account for more the multiple comparisons.
However, it is likely that if one comparison with an algorithm i fails then that there
will be failures with the other jUj 1 algorithms so we use the smaller ' as a heuristic
for tighter con dence intervals.

In the bootstrap procedure, we use the percentile bootstrap with a con dence
level of "= =(jUjjMj) and 10;000 bootstrap samples of the aggregate performance.
Each bootstrap is formed by re-sampling the performance of each algorithm on each
environment for the collected data. Then the aggregate performance for each bootstrap
is computed. The lower and upper con dence intervals are given by the 100( ’=2)
and 100(1 '=2) percentile from the bootstrap aggregate performance. Since °=2 is
often really small, 10;000 bootstrap samples are needed to get con dence intervals

that more accurately re ect the true con dence intervals. This requires a substantial

118



amount of compute time and can take over four hours for an original sample size of

10;000.

A.8 Con dence interval test experiment

To test the di erent bounding techniques, we estimate the failure rate of each
con dence interval technique at di erent sample sizes. For this experiment we execute
1;000 trials of the evaluation procedure using samples sizes (trials per algorithm per
environment) of 10, 30, 100, 1;000, and 10;000. There are a total of 11:14 million
samples per algorithm per environment. To reduce computation costs, we limit
this experiment to only include the Sarsa-Parl2, Q-Parl2, AC-Parl2, and Sarsa( )-s.
Additionally, we reduce the environment set to be the discrete environments and
mountain car. Then we compute the proportion of violations for any con dence
interval. All methods use the same data, so the results are not independent. We
choose not to run independent samples of the bounds to limit our environmental
impact. The method to compute of the proportion of violations and number of
signi cant pairwise comparison can be found in the source code.

It it important to note that when this experiment was run, there was a bug in
the code that made the step-size for the Parl2 methods smaller by a factor of 0:1.
This does not invalidate the results, only that the algorithms run are not equivalent
those used in the other experiments in this paper. The main impact of this di erence
was that Sarsa-Parl2 and Q-Parl2 did were not as e ective on the discrete MDPs
(though they diverged even less) and their scores were nearly the same. Since both of
these algorithms had near identical scores on most of the environments, it became
almost impossible to di erentiate them, so detecting ve out of six (83%) statistically

signi cant comparisons is considered optimal for this experiment.
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A.9 Performances

This section illustrates the distribution of performance of each algorithm. Tables
of the average performance (rounded to the tenths place) along with the algorithm
rank on that environment. In the Figures showing the performance distributions the
shaded regions represent 100(1  0:05=jAjjMj)%  99:9697% con dence intervals
computed via DKW. In the performance tables 100(1 0:05=jAjjMj)% con dence

intervals are shown in parentheses.
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Gridworld 10 Deterministic

Gridworld 10 Stochastic
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Acrobot

Algorithm Mean Rank
Sarsa-Parl2 -20.6 (-24.6, -18.1) 1(2,1)
Q-Parl2 -25.7 (-29.8, -22.8) 2(6,1)
Sarsa( )-s -28.3 (-32.3, -26.3) 3 (6, 2)
Q( )-s -30.3 (-34.3, -27.9) 4 (9, 2)
PPO -30.5 (-34.5, -26.7) 5(9, 2
AC-parl2 -30.6 (-34.6, -28.8) 6 (9, 2)
Sarsa( ) -34.7 (-38.7, -32.4) 7 (10, 4)
Q() -35.7 (-39.7, -33.3) 8 (10, 4)
AC-s -36.0 (-40.0, -33.5) 9 (10, 4)
AC -41.4 (-45.4, -37.3) 10 (11, 7)
NAC-TD -47.1 (-51.1, -43.0) 11 (11, 10)
Cart-Pole
Algorithm Mean Rank
Sarsa-Parl2 469.2 (448.3, 490.0) 1(2,1)
Q-Parl2 450.3 (429.6, 471.1) 2(2,1)
AC-parl2 390.4 (369.7, 411.2) 33,3
Sarsa( )-s  347.5 (326.5, 368.4) 4 (7, 4)
Q( )-s 345.5 (324.5, 366.3) 5(7,4)
AC 338.7 (317.8, 359.6) 6 (7, 4)
AC-s 320.6 (300.0, 341.5) 709 4
Q() 291.0 (270.1, 311.9) 8 (10, 7)
Sarsa( ) 287.2 (265.9, 308.6) 9 (10, 7)
PPO 276.3 (256.1, 297.1) 10 (11, 8)
NAC-TD 244.7 (224.0, 265.5) 11 (11, 10)
Mountain Car
Algorithm Mean Rank
AC-parl2 -791.6 (-894.0, -688.7) 1@3,1)
Sarsa-Parl2  -843.2 (-945.0, -740.5) 2(4,1)
AC-s -966.0 (-1068.0, -863.1) 34,1
Sarsa( )-s  -1024.2 (-1125.8, -923.5) 4 (5, 2)
Q( )-s -1197.3 (-1298.9, -1094.9) 5 (6, 4)
Q-Parl2 -1269.3 (-1371.2, -1166.4) 6 (6, 5)
AC -2477.1 (-2576.0, -2374.3) 7(8,7)

NAC-TD  -2489.3 (-2589.1, -2386.4) 8 (8, 7)
Sarsa( )  -2769.1 (-2867.8, -2666.2) 9 (10, 9)
Q( ) -2779.3 (-2877.9, -2676.4) 10 (10, 9)
PPO -3026.3 (-3124.9, -2923.5) 11 (11, 11)
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Chain 10 Deterministic

Algorithm Mean Rank
Q-Parl2 -9.2 (-13.2, -9.1) 1(2,1)
Sarsa-Parl2  -9.3 (-13.3, -9.2) 2 (2,1)
AC-parl2 -19.0 (-23.0, -17.7) 3(3,3)
Sarsa( ) -27.9 (-31.8, -26.9) 4 (9, 4)
Sarsa( )-s -27.9 (-31.8, -26.9) 4 (9, 4)
Q() -27.9 (-31.9, -26.9) 6 (9, 4)
Q( )-s -27.9 (-31.9, -26.9) 6 (9, 4)
AC -32.2 (-36.2, -29.9) 8(9, 4
AC-s -32.2 (-36.2, -29.9) 8(9, 4
PPO -38.0 (-41.9, -36.5) 10 (10, 10)
NAC-TD -89.7 (-93.7, -85.7) 11 (11, 11)

Chain 10 Stochastic

Algorithm Mean Rank
Q-Parl2 -12.7 (-16.7, -12.2) 1(2,1)
Sarsa-Parl2 -12.8 (-16.8, -12.4) 2(2,1)
AC-parl2 -22.6 (-26.6, -21.2) 3(3,3)
Q() -34.9 (-38.9, -33.6) 4(9, 4)
Q( )-s -34.9 (-38.9, -33.6) 4 (9, 4)
Sarsa( ) -35.1 (-39.0, -33.7) 6 (9, 4)
Sarsa( )-s  -35.1(-39.0, -33.7) 6 (9, 4)
AC -36.9 (-40.8, -34.7) 8 (9, 4)
AC-s -36.9 (-40.8, -34.7) 8 (9, 4)
PPO -43.8 (-47.6, -42.1) 10 (10, 10)
NAC-TD -75.2 (-79.1, -71.2) 11 (11, 11)
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Chain 50 Deterministic

Algorithm Mean Rank
Sarsa-Parl2  -78.3 (-97.9, -71.5) 12,1
Q-Parl2 -92.7 (-112.3, -74.6) 2(2,1)
AC-parl2 -231.0 (-250.5, -211.3) 33,3
AC -425.5 (-444.1, -405.8) 4 (6, 4)
AC-s -425.5 (-444.1, -405.8) 4 (6, 4)
PPO -462.2 (-480.4, -442.6) 6 (10, 4)

Sarsa( )  -479.5 (-498.3, -462.4) 7 (10, 6)
Sarsa( )-s  -479.5 (-498.3, -462.4) 7 (10, 6)
Q( ) -481.6 (-500.4, -464.0) 9 (10, 6)
Q( )-s -481.6 (-500.4, -464.0) 9 (10, 6)
NAC-TD  -928.4 (-946.8, -908.7) 11 (11, 11)

Chain 50 Stochastic

Algorithm Mean Rank
Sarsa-Parl2  -101.6 (-121.1, -96.4) 1(2,1)
Q-Parl2 -111.1 (-130.6, -97.5) 2(2,1)
AC-parl2 -239.3 (-258.7, -219.7) 33,3
AC -463.2 (-481.5, -443.6) 4 (6, 4)
AC-s -463.2 (-481.5, -443.6) 4 (6, 4)
PPO -474.4 (-492.2, -455.3) 6 (6, 4)

Sarsa( )  -546.9 (-565.2, -529.2) 7 (10, 7)
Sarsa( )-s  -546.9 (-565.2, -529.2) 7 (10, 7)
Q( ) -550.3 (-568.7, -532.5) 9 (10, 7)
Q( )-s -550.3 (-568.7, -532.5) 9 (10, 7)
NAC-TD  -897.4 (-915.3, -877.8) 11 (11, 11)
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Gridworld 10 Deterministic

Algorithm Mean Rank
Sarsa-Parl2 -49.5 (-90.7, -48.9) 1(2,1)
Q-Parl2 -60.8 (-102.0, -48.5) 2(2,1)
AC-parl2 -130.6 (-171.6, -115.1) 33,3
PPO -199.6 (-240.4, -188.8) 4 (4, 4)
Q() -290.6 (-331.0, -278.9) 5 (10, 5)
Q( )-s -290.6 (-331.0, -278.9) 5 (10, 5)
Sarsa( ) -291.8 (-332.3, -281.3) 7 (10, 5)
Sarsa( )-s -291.8 (-332.3, -281.3) 7 (10, 5)
AC -324.7 (-365.2, -295.3) 9 (10, 5)
AC-s -324.7 (-365.2, -295.3) 9 (10, 5)
NAC-TD -1141.3 (-1181.6, -1099.9) 11 (11, 11)
Gridworld 10 Stochastic
Algorithm Mean Rank
Sarsa-Parl2  -67.5 (-108.6, -66.1) 1(2,1)
Q-Parl2 -75.4 (-116.4, -64.8) 2(2,1)
AC-parl2 -146.4 (-187.3, -135.8) 33,3
PPO -229.5 (-270.1, -217.6) 4 (4, 4)
Q() -339.2 (-379.2, -326.9) 5 (10, 5)
Q( )-s -339.2 (-379.2, -326.9) 5 (10, 5)
Sarsa( ) -342.3 (-382.4, -330.0) 7 (10, 5)
Sarsa( )-s -342.3 (-382.4, -330.0) 7 (10, 5)
AC -347.2 (-387.4, -329.7) 9 (10, 5)
AC-s -347.2 (-387.4, -329.7) 9 (10, 5)
NAC-TD -864.1 (-904.2, -823.3) 11 (11, 11)
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Gridworld 5 Deterministic

Algorithm Mean Rank
Sarsa-Parl2  -12.2 (-22.5, -12.1) 12,1
Q-Parl2 -12.5 (-22.7, -12.0) 2(2,1)
AC-parl2 -32.2 (-42.4, -30.1) 33,3
PPO -51.1 (-61.2, -49.0) 4 (10, 4)
Q() -51.4 (-61.5, -49.6) 5 (10, 4)
Q( )-s -51.4 (-61.5, -49.6) 5 (10, 4)
Sarsa( ) -51.9 (-62.0, -50.1) 7 (10, 4)
Sarsa( )-s -51.9 (-62.0, -50.1) 7 (10, 4)
AC -62.0 (-72.1, -58.2) 9 (10, 4)
AC-s -62.0 (-72.1, -58.2) 9 (10, 4)

NAC-TD  -168.1 (-178.3, -157.9) 11 (11, 11)

Gridworld 5 Stochastic

Algorithm Mean Rank
Sarsa-Parl2  -17.0 (-27.2, -16.6) 1(2,1)
Q-Parl2 -17.1 (-27.4, -16.3) 2(2,1)
AC-parl2 -37.2 (-47.3, -35.4) 33,3
PPO -57.2 (-67.3, -54.9) 4 (10, 4)
Q() -61.5 (-71.6, -59.4) 5 (10, 4)
Q( )-s -61.5 (-71.6, -59.4) 5 (10, 4)
Sarsa( ) -61.5 (-71.6, -59.4) 7 (10, 4)
Sarsa( )-s -61.5 (-71.6, -59.4) 7 (10, 4)
AC -67.6 (-77.6, -64.8) 9 (10, 4)
AC-s -67.6 (-77.6, -64.8) 9 (10, 4)

NAC-TD  -125.4 (-135.5, -115.4) 11 (11, 11)

127



Pinball Box

Algorithm Mean Rank
Sarsa-Parl2 8823.2 (8513.4, 8998.4) 1(1,1)
AC-parl2 7875.4 (7565.9, 8170.2) 2(2,2)
Sarsa( )-s  6288.3 (5980.0, 6569.4) 3 (4,3
AC-s 5961.2 (5653.1, 6251.1) 4 (7, 3)
Sarsa( ) 5603.0 (5295.1, 5889.7) 5(8, 4)
AC 5602.5 (5295.1, 5886.8) 6 (8, 4)
NAC-TD 5546.8 (5243.2, 5838.0) 7(8,4)
PPO 5184.6 (4882.6, 5447.4) 8 (9, 5)
Q( )-s 4728.6 (4421.8, 5020.1) 9 (11, 8)
Q() 4449.9 (4143.3, 4740.8) 10 (11, 9)
Q-Parl2 4246.5 (3937.2, 4539.9) 11 (11, 9)
Pinball Empty
Algorithm Mean Rank
Sarsa-Parl2 8942.1 (8631.8, 9115.3) 1(1,1)
AC-parl2 8041.0 (7730.8, 8333.4) 2(2,2)
Sarsa( )-s 6382.4 (6073.4, 6664.1) 3 (5,3
AC-s 6155.8 (5846.5, 6444.9) 4 (7, 3)
AC 5814.2 (5505.4, 6097.3) 5(8, 3)
Sarsa( ) 5778.6 (5469.8, 6063.7) 6 (8, 4)
NAC-TD 5710.1 (5405.2, 5998.0) 7(8,4)
PPO 5401.3 (5097.3, 5666.6) 8 (9, 5)
Q( )-s 4891.8 (4584.1, 5182.5) 9 (11, 8)
Q() 4602.3 (4294.8, 4892.1) 10 (11, 9)
Q-Parl2 4487.9 (4178.3, 4781.5) 11 (11, 9)
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Pinball Medium

Algorithm Mean Rank
Sarsa-Parl2 8402.1 (8094.2, 8625.5) 1(1,1)
AC-parl2 7128.1 (6820.6, 7429.2) 22,2
Sarsa( )-s  5667.4 (5361.4, 5949.4) 34,3
AC-s 5195.5 (4890.3, 5487.2) 4 (7, 3)
Sarsa( ) 5050.5 (4745.1, 5336.5) 5(7,4)
AC 4835.7 (4531.8, 5123.8) 6 (7, 4)
NAC-TD 4652.5 (4353.9, 4940.2) 709 4
PPO 4227.1 (3932.0, 4493.3) 8 (10, 7)
Q( )-s 4084.7 (3780.6, 4375.1) 9 (10, 7)
Q() 3689.6 (3386.2, 3981.9) 10 (11, 8)
Q-Parl2 3404.5 (3097.9, 3699.2) 11 (11, 10)
Pinball Single
Algorithm Mean Rank
Sarsa-Parl2  3754.6 (3470.3, 4023.3) 1(,1)
AC-parl2 1696.7 (1418.4, 1989.3) 2(2,2)
Sarsa( )-s 514.1 (240.8, 793.2) 3 (5,3
Sarsa( ) 119.2 (-151.7, 408.1) 4 (7, 3)
AC-s 103.8 (-158.5, 389.6) 5(7,3)
Q-Parl2 -73.4 (-352.7, 214.7) 6 (7, 4)
AC -197.1 (-451.4, 95.1) 7(7,4)
Q( )-s -746.6 (-1005.9, -457.2) 8 (10, 8)
Q() -986.1 (-1244.4, -693.8) 9 (10, 8)
NAC-TD -1229.4 (-1463.7, -934.7) 10 (11, 8)
PPO -1602.2 (-1789.1, -1327.7) 11 (11, 10)
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B.1 Algorithm and Environment Sets

The rst subset of algorithms is Sarsa-Parl2 and AC-Parl2, which rank rst and
third with performance percentiles and rank second and third with performance ratio
normalization (both rankings were determined with the adversarial normalization and
environment weightings). The second subset is a well-separated set of algorithms Sarsa-
Parl2, AC-Scaled, and NAC-TD. AC-Scaled and NAC-TD rank fth and seventh with
performance percentiles and rank rst and fourth with performance ratios. The third
set contains similar algorithms: Sarsa-Parl2, Q-Parl2, and AC-Parl2. Q-Parl2 ranks
second and eighth with performance percentiles and performance ratios, respectively.
The rst environment subset contains Acrobot, Cart-Pole, Mountain Car, Pin Ball
Medium, and Pin Ball Single. The second subset includes the rst plus the fty state
chain MDP, and the 100 state grid world MDPs. The third subset only has two
environments, Acrobot and Pin Ball Single. See Appendix A.6 for more details on the

environments.

B.2 Scienti ¢ Experiment Details
We had to make several decisions to use the algorithms to run the scienti c testing
experiments. One of the most important is the step size. We set the step size to be
= p=4, where p is the probability of random transition occurring. Intuitively, this
step size allows the algorithm to average the results over a period of time that, in
expectation, one random transition will occur. The division by 4 helps account for the
number of actions. We found that this step size scheme made it, so we did not need
to tune the step size for each change in p. The other hyperparameters we chose were
= 0:02 and = 0:9. Changing these hyperparameters will impact the experiment
results, particularly , which controls how much randomness the policy has. However,

the primary e ects we are trying to access are independent of these parameters.
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C.1 Adaptive Step Size KL Divergence

In this section, we highlight the connection between the adaptive step size

P
"= = rJ()7F() rd()
and the KL divergence between policies using weights and + 'F( ) 'rJ( ). From

Thomas et al. (2016, Appendix A), we know that

Taylor, 1

D i +) 5 TFO)

where Dy is the KL divergence, 2 R",  represents the distribution over episodes
using a policy with parameters x, and the approximation comes from a second-order

Taylor expansion. Using = 'F() 'rJ(),

Taylor

Dic( Ji + ) “F()

'F() 'rI() TF() F() 'rd()
F() 'r3() TR() F() 'ra()
"ri()yF() YFOFQO) 'ra()
Pra()7F() 'ri()

: rJ()7F() 'ri()

CrI(O)PF() ra()
2

rJ()7F() *rd()

2.

rJ()7F() 'ri()

NI NP NEPNEPNRPNIRPNPFPDN -

So when using the adaptive step size ° the KL divergence between successive policies

is approximately % 2. In practice, neither the gradient nor Fisher Information matrix
will be known, so this step size is an less accurate approximation than the Taylor

expansion suggests.
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C.2 Performance Sensitivity Plots
This sections shows for each algorithm the sensitivity of performance to step size

on each environment. These plots are the same as the one in 5.3 except the algorithm

and environments are varied.
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Figure C.1. This plots show the sensitivity for the Vanilla policy update method.
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Figure C.2. This plots show the sensitivity for the Gaussian policy update method.
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Figure C.3. This plots show the sensitivity for the Norm policy update method.
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Figure C.4. This plots show the sensitivity for the RMSprop policy update method.
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Figure C.5. This plots show the sensitivity for the Natural policy update method.

136



Clock Bandit: Constant Clock Bandit: Increasing Clock Bandit: Decreasing

10° 4 4
o 10° 4
c 3 3 E
o ] ] ]
T 10° 3 1 E
g ] ]
T 10% o 4 +
E E E *
] * ] * ]
10" 5
-I T T T T T T -I T T T T T T -I T T T T T T
Figure-8: 1 Loops Figure-8: 5 Loops Figure-8: 20 Loops
10° 5
s — N\, ————\—
c E| E| E
o 5 E E E
=
© 10° A E E
~ 10% 4 3 " E *
E * E E
10" 5
-I T T T T T T -I T T T T T T -I T T T T T T
5 4 3 2 10 1 5 4 3 2 10 1 5 4 3 2 10 1
l0g;0( ) log;o( ) logyo( )
— k=2 =—— k=3 —— k=5 —— k=10 k=20 —— k=50 k =100

Figure C.6. This plots show the sensitivity for the Natural + KL policy update
method.
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